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ABSTRACT

This study examines how automatically generated temporal
subject metadata for fiction can be evaluated when time is
represented as year intervals. Using 45 Swedish novels with
manually assigned chronological headings as the basis for com-
parison with model-generated intervals, the study contrasts
two evaluation perspectives: overlap-based classification (preci-
sion, recall, F1) and boundary-based deviation (RMSE). The
analysis shows how different evaluation frameworks highlight
different aspects of temporal alignment between predicted and
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manually assigned intervals. By combining these perspectives,
the study makes visible different types of temporal discrepan-
cies and shows how evaluation design influences what is
counted as alignment in interval-based subject metadata.

Introduction

The assignment of subject metadata in library catalogs has traditionally
relied on professional judgment and controlled vocabularies. Within bib-
liographic records, temporal metadata or time period may describe when
a work was published, but it may also indicate the historical period rep-
resented in the content of the work. For fiction in particular, the temporal
setting of a narrative often constitutes an important dimension of its
subject matter. A novel published in 2020 may be set in the eighteenth
century, during World War II, or in the early 1990s. In such cases, the
relevant temporal reference is not simply bibliographical data such as the
publication date of the book in question, but a content-based characteri-
zation of the work’s temporal setting.'

In cataloging practice, chronological subject access is intended to represent
the time period treated in the content of a work rather than its publication
date. According to Section H620: Chronological Headings and Subdivisions
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of the Library of Congress’s Subject Headings Manual, chronological subdi-
visions are applied to express the temporal coverage of a resource.” Although
these subdivisions may appear as named periods (e.g., “nineteenth century”
or “Interwar period”), they function structurally as intervals with defined
starting and ending points. Similar principles are reflected in national imple-
mentations such as Swedish Royal Library subject headings, where chrono-
logical subject headings are explicitly described as referring to the time
period addressed in the work’s content.* Modeling temporal metadata as
explicit year intervals therefore aligns closely with cataloging logic, since
such intervals can subsequently be mapped onto different historical period
vocabularies without presupposing a specific interpretive framework.

Assigning temporal subject metadata requires interpretation and pro-
tessional judgment. The cataloger must determine which temporal aspects
of the narrative are central and how they should be expressed within the
controlled vocabulary. Researchers such as Hjorland and Mai have empha-
sized that subject representation is not a neutral recording of content but
a methodological and interpretive act.* The interpretive dimension becomes
especially important when temporal metadata is generated automatically.
Year intervals may seem purely numerical and objective, but temporal
subject assignment is interpretive. Therefore, automatically generated tem-
poral metadata also reflects interpretive assumptions, even when presented
numerically. Consequently, evaluation should not treat temporal predictions
as purely technical outputs.

In recent years, automated approaches to subject indexing have increas-
ingly been explored in response to the scale of digital collections, as
manual indexing is costly, cannot keep pace with growing publication
volumes, and has led many libraries to adopt policies favoring broader,
global indexing practices.” Large language models (LLMs) are now being
tested for metadata generation tasks, including subject assignment.® While
prior research has examined the automatic generation of subject metadata
and evaluated it primarily through classification-based metrics such as
precision and recall, less attention has been paid to how temporally struc-
tured metadata, particularly year intervals, should be evaluated once pro-
duced.” Without a clear evaluation framework, it becomes difficult to
determine whether automated temporal metadata supports the goals of
subject access.

When temporal metadata are expressed as year intervals, predictions
possess both classification-based and numerical structure. They can be
evaluated as intervals of overlapping years (classification perspective) or
as numerical boundary assessments (regression perspective).

For example, if the manually assigned interval is 1900-1950 and the
model predicts 1920-1960, an overlap-based evaluation considers how
many years the two intervals share. In this case, the prediction overlaps
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substantially with the reference interval, although it does not match it
exactly. A boundary-based evaluation instead considers how far the pre-
dicted start and end years are from reference boundaries: the start year
is 20years later than the reference start year, and the end year is 10years
later than the reference end year. Since these approaches emphasize dif-
ferent aspects of temporal correctness, they may lead to different conclu-
sions about how we understand the quality of automatically generated
temporal subject metadata. Since these approaches emphasize different
aspects of temporal correctness, they may lead to different conclusions
about how we understand the quality of automatically generated temporal
subject metadata.

Using a dataset of Swedish novels with manually assigned temporal
metadata as reference year intervals, we investigate how these evaluation
perspectives relate and what kind of differences there are between them.
The study is guided by the following research questions:

1. How do different evaluation frameworks shape the assessment of
automatically generated temporal subject metadata?

2. What types of temporal prediction errors become visible under dif-
ferent evaluation frameworks?

Previous research

Automated approaches to subject indexing have increasingly been explored
in response to the growing scale of digital collections and limited insti-
tutional resources, where automation is often framed as a practical response
to workload and scalability challenges.® At the same time, research suggests
that Artificial Intelligence (AI) in libraries is frequently introduced through
exploratory or pilot initiatives, sometimes driven as much by institutional
expectations and “buzz” as by clearly defined needs or evaluation plans.’
Machine-learning approaches have been used to assign subject classifica-
tions in library catalogs and evaluated against existing human-assigned
metadata, including work using tools such as Annif for automated Dewey
classification.!® Machine learning has also been applied to generate tem-
poral metadata, where textual features are used to predict time period
categories and outputs are compared to reference metadata.'!

Besides traditional machine learning, generative and conversational Al
are increasingly being discussed as operational technologies in libraries,
with implications for discovery and access services.!? Recent studies have
assessed LLMs for automatically generating bibliographic metadata, often
focusing on accuracy, completeness, and common error patterns.'> LLMs
have also been tested for subject metadata annotation in research data
catalogs, where results are described as promising but limited by domain
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interpretation and quality concerns.'* Survey research among cataloging
and metadata professionals further suggests that Al is largely viewed as
a supportive tool rather than a replacement for professional judgment in
metadata workflows."

As Al systems are increasingly used to generate subject-related metadata
that may be reused and linked across systems, evaluation questions become
more important, particularly because assigning a time period to a work
is not simply extracting a fact, but deciding what counts as temporally
relevant for description and access. This aligns with Hjerland’s point that
subject description is shaped by analytical choices rather than being a
neutral recording of content.!® Mai similarly argues that classification
should be understood as interpretive work, which means evaluation cannot
be limited to binary judgments of correctness.!” Evaluation frameworks
help reveal what different methods prioritize or foreground.

McGrath’s analysis of dates in library discovery and faceted systems
shows that “date” is not a single stable attribute: library metadata and
interfaces must contend with multiple competing date types, uncertainty
and ranges, inconsistent encoding practices, and interface constraints.'®
These conditions make it difficult for a publication-year facet to function
as a general solution for chronological access, especially when users’ needs
are better served by work-level creation time or content-related temporal
coverage rather than publication year alone.

Automation-focused studies also warn against treating human-assigned
metadata as an unquestioned “gold standard” Golub notes that automated
subject indexing can be evaluated in different ways depending on purpose
and context, and that performance claims depend heavily on the chosen
evaluation approach.!” Relatedly, it is argued that manual indexing is
time-consuming and costly, and also emphasizes that gold-standard com-
parison alone is limited because the term “correctness” can be context-de-
pendent; more robust evaluation may need workflow- and retrieval-oriented
perspectives.?

Representing time as intervals

Most literary works (particularly historical writings and fiction) refer to
events, developments, or narrative worlds that unfold over time. Representing
time as an interval, defined by a beginning and an end, provides a struc-
tured way of organizing such temporal metadata.

An interval consists of two temporal boundaries: a starting point and
an ending point. In bibliographic and subject metadata, these boundaries
can be expressed as year ranges (e.g., 1914-1918), centuries (e.g., seven-
teenth century), or more precise dates when required, as described in
Section H620: Chronological Headings and Subdivisions of the Library of
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Congress’s Subject Headings Manual*' Importantly, in subject cataloging,
chronological subdivisions are intended to represent the time period treated
in the content of a work and not its publication date. This distinction is
also reflected in implementations such as Swedish subject headings main-
tained by the Swedish Royal Library, where chronological headings explic-
itly refer to the temporal coverage of the subject matter.”> Representing
time as intervals aligns with established cataloging logic: temporal subjects
usually have a start and end date.

Instead of committing to a single interpretive label, such as Medieval
period, an interval (e.g., 1200-1300) can subsequently be associated with
multiple possible periods depending on national tradition, historiographical
stance, or cataloging practice. This separation between measurable temporal
interval and interpretive labeling increases analytical transparency.

Implications for evaluation

When temporal subject descriptions are expressed as year spans with a
start and an end year, evaluation involves comparing a manually assigned
reference interval with a model-generated predicted interval. The question
then becomes how the relationship between these two spans should be
understood and assessed. The following subsections present three approaches
to evaluating their alignment, each reflecting a different view of what
should count as correct correspondence between the predicted and refer-
ence boundaries.

The classification perspective

Figure 1 illustrates a strict classification logic similar to traditional cata-
loging practice, where each manually assigned year interval is treated as
one class, e.g., 1990-2000 is one class. Under this approach, a generated
interval is considered correct only if it matches the manually assigned
year intervals exactly, meaning that the prediction has to be exactly 1990-
2000. If the interval begins earlier, ends later, or only partially overlaps

; ‘ Reference time period

I:l X Incorrect prediction
|

i
I i ’ E XK Incorrect prediction

I:I ; i X Incorrect prediction
i i
|

|
I ‘ \/ Correct prediction
1

Figure 1. Interval of time period as a class.
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with the manually assigned year interval class, it is treated as incorrect.
Even substantial overlap does not count as a match unless the boundaries
correspond precisely (the dotted vertical lines). Evaluation is therefore
binary: the period either matches or it does not. This perspective reflects
a classification-based understanding of time period intervals where each
interval functions as a single, indivisible class.

Time period intervals, however, are not always sharply defined. Their
boundaries are often interpretive rather than absolute, and a difference of
a few years does not necessarily indicate a fundamentally different historical
context. Therefore, the interval shown in Figure 1 can be understood not
only as a single temporal class, but also as consisting of smaller subclasses
representing the individual years within that interval. In this perspective,
each year functions as a separate temporal subclass within the broader class
interval (see Figure 2, where the individual boxes represent one year each).

When every single year is considered a subclass, it becomes possible
to examine the degree of overlap between two time period intervals. Figure
2 illustrates this perspective; rather than asking whether the intervals
match exactly, the evaluation considers how much of the manually assigned
year interval is covered. An interval may overlap partly, largely, or fully.
This allows partial match to be recognized.

Such distinctions are highly relevant in cataloging contexts. A generated
span of 1980-1995 compared to a manually assigned year interval of
1990-2000 may represent a near miss rather than a complete failure. An
overlap-based perspective makes such gradations visible.

The distance perspective

The two aforementioned forms of classification perspectives share an
important limitation. When a predicted year interval falls entirely outside
the manually assigned year interval, it is treated as simply incorrect. The
classification perspective does not distinguish between a prediction that
is only slightly misplaced by one or two years and one that is very mis-
placed, such as centuries away from the manually assigned year interval.

l l I l j Reference time period

I:I:l’v 2 of 4 correct predictions

' i
| | ‘ | | K\/ 3 of 4 correct predictions

I:I:I | | X Incorrect prediction
: ;

| | | | | \/ 4 of 4 correct predictions

Figure 2. Interval of time period as a subclass.
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'I:l Reference time period

|:[ i \ Less correct prediction
i
i
I:l 1 ! More correct prediction
4 1
! 1
i

Figure 3. Distance perspective.

Therefore, to understand how far apart a prediction is, i.e., how far the
predicted boundaries lie from the manually assigned year interval bound-
aries, we have to turn to regression-based evaluation (also known as the
boundary-based perspective).

Figure 3 illustrates the perspective where two generated intervals may
both fall outside the manually assigned year interval and therefore show no
overlap. However, one may lie only a few years away, while another may
be separated by decades. From an overlap-based viewpoint, both are equally
incorrect. However, from a boundary-based perspective, it recognizes that
even when the manually assigned year interval and predicted interval do
not overlap, they may still vary in how close they are. Rather than reducing
all non-overlapping cases to simple failure, distance-based evaluation makes
it possible to distinguish between near misses and substantial misses.

Methods

This study examines how automatically generated temporal subject meta-
data can be evaluated when time is represented as year intervals. The
methodological design reflects that temporal subject assignment in fiction
is interpretive, and that different evaluation frameworks foreground dif-
ferent aspects of the year intervals.

The study consists of three stages:

1. Construction of a reference dataset of novels with manually assigned
chronological subject headings (called the manually assigned year
intervals or reference data in this paper).

2. Generation of temporal interval predictions using LLMs

3. Evaluation of predicted intervals using two frameworks: overlap-based
classification and boundary-based measures.

Each stage is described in detail below.

Data collection and manually assigned year intervals

The empirical material consists of Swedish fiction works for which man-
ually assigned chronological subject headings were available in LIBRIS,
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the Swedish national catalog, and the full texts were retrieved from Swedish
Literature Bank.?

The temporal metadata for this study was sourced from chronological
subject headings in LIBRIS. These headings are part of Svenska dmnesord
(SAO), the Swedish controlled subject vocabulary managed by the National
Library of Sweden. SAO contains a dedicated category for kronologiska dmne-
sord (chronological subject headings), including centuries, decades, and named
historical periods. This differs from an LCSH-style pre-coordinated subject
string, where topic, place, form, and time may be combined into one heading
string, for example Sweden - History - nineteenth century. In LIBRIS/SAO,
the chronological subject heading can be represented as a separate subject
entity or facet, for example 1800-talet (the nineteenth century).

The present study used only headings explicitly assigned as chronological
subject headings. Dates appearing as qualifiers in personal-name headings,
such as birth and death years used to identify historical persons, were
not treated as temporal subject metadata. Because LIBRIS does not provide
full-text access, the corresponding novels were retrieved from the Swedish
Literature Bank. The empirical material was constructed by combining
bibliographic metadata from LIBRIS with full-text access through Swedish
Literature Bank. LIBRIS was searched for fiction records with selected
chronological subject headings, using search strings that combined chrono-
logical subject terms with the parameter BIB:Litteraturbanken. This means
that the search was limited to records connected to Swedish Literature
Bank, rather than to all LIBRIS records with chronological subject headings.

The titles identified through LIBRIS were then searched in the Swedish
Literature Bank to retrieve the corresponding full texts. The initial search
and matching process resulted in 72 novels. After LLM processing and
removal of undetermined or otherwise unusable predictions, the final
evaluation dataset consisted of 45 novels. Novels were included only when
an explicit chronological subject heading referring to the narrative setting
was present. Nonfiction items, duplicate records, and incomplete entries
were removed. This process resulted in a dataset of 45 novels out of 72
novels; each was associated with manually assigned temporal metadata
and a corresponding full text.

The chronological subject headings in LIBRIS are typically expressed
as named periods (e.g., centuries, decades, or historically defined eras such
as the Medieval age). Although such designations function as controlled
vocabulary labels, they structurally refer to temporal spans. In order to
compare librarian metadata with LLM-generated predictions, these headings
were converted into standardized numerical year intervals. A consistent
interpretation protocol was applied. For example, decade expressions were
translated into their corresponding interval of 10years, and century des-
ignations were interpreted as an interval of 100 years.
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Each time period was treated as a closed interval defined by a start
year and an end year. Century-like Swedish headings were standardized
according to the Swedish wording of the heading. Thus, 1800-talet was
converted to 1800-1899 and 1900-talet to 1900-1999. This differs from
the strict ordinal-century convention in which the nineteenth century is
sometimes defined as 1801-1900. The reason is that the LIBRIS/SAO
headings use Swedish -tfalet expressions, which refer to the corresponding
hundred-year span beginning with that numeral, for example
1800-talet =1800-1899.

The interpretation made above is supported by Swedish lexical sources,
where Nittonhundratalet, the Swedish expression corresponding to 1900-
talet or “the nineteen-hundreds,” is defined in Svenska Akademiens ordbok
(The Swedish Academy Dictionary) as “the years 1900-1999,” while Svensk
ordbok (The Swedish Academy’s Contemporary Dictionary) describes it as
“the century that began in 1900”.** The conversion protocol therefore
follows the Swedish vocabulary terms rather than translating them into
English ordinal-century ranges. This conversion makes the interpretive
assumptions explicit while preserving the logic of chronological subject
representation. Table 1 summarizes the standardization protocol applied
to convert LIBRIS/SAO chronological subject headings into year intervals.

The conversion protocol was based on the wording of the LIBRIS/SAO
chronological subject headings. Decade and Swedish -falet expressions were
converted according to their lexical form, for example 1920-talet as 1920-
1929 and 1800-talet as 1800-1899. Less sharply bounded expressions, such
as sekelskiftet 1900 (“the turn of the twentieth century”), were converted
using an explicit operational rule; in this case, a symmetrical interval
around the transition point was used, resulting in 1890-1910.

It is important to note that this standardization protocol does not resolve
all interpretive ambiguity. Temporal expressions such as “late nineteenth
century, “turn of the twentieth century, or historically named periods do
not always have self-evident boundaries. For example, the 1880s and 1890s
may be relatively uncontroversial candidates for the “late nineteenth century;,”
while the inclusion of the 1870s, or earlier decades, depends on the cata-
loging context and on how the temporal emphasis of the work is interpreted.

The numerical intervals used in this study should therefore not be under-
stood as objective or definitive translations of temporal meaning. They

Table 1. LIBRIS/SAO standardization protocol to convert chronological subject headings into
year intervals.

LIBRIS /SAO Standardized interval for evaluation Basis for conversion
“1920-talet” 1920-1929 Swedish decade expression
“1800-talet’ 1800-1899 Swedish century-like expression
“1900-talet” 1900-1999

“Sekelskiftet 1900” 1890-1910 Operational window around the turn of the century
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should be understood as operationalized reference intervals that make one
set of interpretive decisions explicit and reproducible for evaluation purposes.
This choice enables systematic comparison between manually assigned and
model-generated intervals, but it also flattens some of the vagueness and
flexibility that are inherent in temporal subject description.

Prompting and prediction extraction

For this study, we used two open-source models (Llama 3.1 70B and
Mistral 7B version 0.3) and two proprietary models (GPT-40 mini and
Claude 3.5 Haiku).”> All models are capable of multilingual applications,
which is necessary for our task since we have Swedish texts. The models
used in the study differ substantially in their maximum input capacity.
GPT-40 mini and Llama 3.1 70B support long context windows of approx-
imately 128,000 tokens; Claude 3.5 Haiku supports a context window of
approximately 200,000 tokens, while Mistral 7B has a smaller context
capacity of 32,000 tokens. Some novels in the dataset were likely longer
than the context window available to at least some models.

The initial dataset contained 72 novels. The models differed both in
context-window size and in the number of usable raw outputs returned.
Mistral 7B and Llama 3.1 70B returned outputs for all 72 novels, while
Claude 3.5 Haiku returned 57 outputs and GPT-40 mini returned 55
outputs. The dataset was subsequently cleaned by removing undetermined
or otherwise unusable predictions, resulting in the final evaluation dataset.

Because returned output does not necessarily prove that the complete
input text was processed, especially for longer novels, possible truncation
or partial representation of the input is treated as a methodological
limitation.

Each novel (full text) was paired with a short prompt requesting the
start and end years of the narrative’s time interval, along with a brief
motivation. The LLMs were instructed to output numerical years in a
fixed format as follows: “Please identify (a) the time interval (start year,
end year) as well as (b) motivate your answer”. Mistral occasionally
produced decade labels (e.g., 1920s) instead of a separate start and end
date; these labels were normalized to numerical years using the same
standardization rules as we used for Libris time period metadata. After
this step, 45 novels with numerical predictions were retained for each
of the LLMs.

Classification-based evaluation

In the classification-based evaluation framework, temporal intervals were
treated as sets of individual years. This representation allows partial
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overlap between predicted and manually assigned year intervals to be
measured.
Three measures were calculated for each novel:

 Precision, representing the proportion of predicted years that fall
within the manually assigned year intervals. In cataloging terms, this
penalizes temporal over-extension.

o Recall, representing the proportion of manually assigned year intervals
covered by the prediction. This penalizes temporal under-representation.

o F1, the harmonic mean of precision and recall, summarizing the
degree of interval overlap.?

These measures are formally defined as follows. Let T be the set of
years in the reference interval and P the set of years in the predicted
interval. The precision of a prediction is, in this study, defined as |T' " P|/|P
which penalizes overprediction. Likewise, recall is defined as [T N P|/|T
which penalizes under-prediction. The harmonic mean of precision and
recall yields the F, score 2|TmP|/(‘T|+|P‘). Scores were computed per
novel and aggregated using macro-averaging, ensuring that each work
contributed equally to the overall evaluation regardless of interval length.

Regression-based evaluation

The classification-based evaluation measures whether year intervals overlap
and to what extent they overlap. However, it does not reveal if the pre-
dicted start and end years are close or are far from the manually assigned
start and end years when intervals are not overlapping. A prediction that
places a narrative five years outside the assigned period represents a dif-
ferent type of interpretive deviation than one that misplaces it by several
decades. To make such differences visible, deviation measures were cal-
culated that focus specifically on the predicted start and end years. For
each novel, the difference between the predicted start and end years and
the manually assigned start and end years was quantified by Root Mean
Square Error (RMSE).”” This measure expresses how many years the pre-
diction deviates from the manually assigned year intervals, thereby cap-
turing temporal closeness.

RMSE was used because the boundary-based evaluation’s aim was to
measure absolute deviation in years between predicted and manually
assigned interval boundaries. This makes the measure transparent and
easy to interpret: an RMSE value of 50 indicates that the predicted bound-
aries deviate substantially from the reference boundaries in year-based
terms. At the same time, RMSE treats the same number of years as the
same amount of error regardless of the historical period or the width of
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the interval. A ten-year deviation is therefore penalized equally whether
it occurs in relation to a narrow interval or a broader historical period.
This is appropriate for the present study because the purpose is not to
determine the proportional historical significance of an error, but to com-
pare how boundary deviation complements overlap-based evaluation.
However, this also means that RMSE should be interpreted as a measure
of absolute boundary distance rather than as a complete measure of tem-
poral or historical significance.

RMSE was calculated separately for the start and end years. For each
novel, the deviation of the predicted start year from the manually assigned
start year and the deviation of the predicted end year from the corre-
sponding end year were first computed. These two deviations were then
combined into a single RMSE value per novel by averaging. This procedure
produces a single boundary-based error value for each prediction, making
it directly comparable to the corresponding F1 score.

To quantify the prediction performance for individual novels, a nov-
el-specific RMSE was calculated by combining the squared deviations for
both the start and end years. Boundary accuracy is operationalized as
boundary error using two complementary metrics. For each novel i, let
pS,, pE, be the predicted start and end years respectively, and rS,7E, the
reference start and end years. The novel-specific RMSE is then defined:

RMSE — (psi —1S, )2 +(pE, —r’Ei)2

novel, 7 2

Plotting RMSE against F1 therefore makes it possible to examine whether
overlap and boundary placement move together or whether they show dis-
tinct patterns of temporal alignment. In general, higher F1 values would be
expected to correspond to lower RMSE values, since greater overlap between
predicted and manually assigned year intervals usually implies that the
predicted start and end years are located closer to the reference boundaries.
However, this relationship is not guaranteed. A predicted interval may
overlap substantially with the reference period while still having displaced
boundaries, and predictions that do not overlap may nevertheless lie only
a few years outside the reference span. Visualizing both measures simulta-
neously therefore makes it possible to observe when overlap-based and
boundary-based evaluations converge and when they diverge.

Results and discussion

This section first presents how the models performed in predicting time
periods overall. It then examines how different evaluation measures
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characterize those predictions and what becomes visible when overlap and
start-end year deviation are considered together.

Overall predictive LLM performance

Across the dataset consisting of Swedish novels, all LLMs were able to
generate plausible time period predictions, but performance varied between
the LLMs. Macro-averaged F1 scores ranged from 0.20 for Claude to
approximately 0.40 for GPT-4o0, with Llama and Mistral around 0.30. These
values should not be interpreted as meaning that 20 or 40% of the novels
were “correctly classified” As described earlier in the section The classi-
fication perspective, under a strict overlap perspective, where an interval
either matches the manually assigned year intervals exactly or does not,
evaluation would be binary.

The F1 score in this study does not follow that logic. Instead, it mea-
sures the degree of overlap between the predicted and manually assigned
year intervals. An F1 score of 0.30, for example, indicates that the predicted
and manually assigned year intervals overlap to a limited degree, roughly
corresponding to about 30% similarity between the two intervals. In other
words, some years coincide, but a substantial portion of each interval does
not. A prediction may fall largely within the manually assigned year
interval; however, since it does not cover the whole manually assigned
year interval, it will only receive a low to moderate FI.

The LLMs often identified plausible temporal intervals, but they rarely
matched the full temporal extent of the manually assigned year intervals.
The size of the librarian-assigned intervals helps explain the pattern of the
F1 scores for the LLMs. In the dataset of novels, most manually assigned
year intervals are broad: the majority span approximately 99years (i.., full
centuries), with one interval spanning 199years and another 110years. Only
a smaller subset of novels is assigned narrower periods of 20, 37, or 9years.

Because many manually assigned year intervals are broad, often spanning
an entire century, achieving high recall requires the prediction to cover a
very large number of years. Interval duration is therefore important for
interpreting the results. Duration differences are indirectly reflected in
precision, recall, and F1, since these measures depend on the amount of
overlap relative to the predicted and manually assigned intervals. RMSE,
by contrast, captures absolute boundary deviation in years and does not
adjust for interval length.

Together, these measures help identify cases of under-specification, over-ex-
tension, boundary displacement, or potentially more specific temporal assign-
ment. However, they measure formal alignment with the manually assigned
interval; they do not by themselves determine indexing quality. This distinction
is important because the LLMs frequently produced narrower temporal spans
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than the manually assigned intervals, often identifying a more specific his-
torical setting within a broader century-level interval. From a quantitative
overlap perspective, this lowers recall because the prediction does not cover
the full reference interval. However, from a subject-indexing perspective, a
narrower interval is not necessarily a poorer assignment.

Specificity is a central principle in subject indexing, and a more specific
temporal assignment may be preferable to a broader one if supported by
the work’s content. For example, if a manually assigned interval is 1800-
talet (1800-1899) and a model predicts 1840-1868, the prediction may
receive lower recall because it covers only part of the reference interval.
Yet, if the narrative evidence supports the narrower period, the prediction
may represent a more specific and potentially better temporal subject
assignment rather than an error. This means that F1 and RMSE measure
formal alignment with the manually assigned interval, but they do not by
themselves determine indexing quality. Cases where LLM predictions are
narrower than the reference interval therefore require qualitative assessment
of the source content, the reference metadata, and the predicted interval.

As a result, even when the predicted interval falls within the correct
historical region, it may cover only part of the manually assigned interval.
The overlap-based measures indicate how much of the reference interval
is shared; they do not show how far the predicted start and end years
deviate from the manually assigned boundaries. For that reason, the anal-
ysis now turns to start-end year deviation.

Interpreting overlap and boundary placement

To understand how overlap-based and boundary-based evaluation relate
to one another, F1 is plotted against RMSE at the level of individual
predictions (Figure 4). F1 measures how much of the predicted interval
overlaps with the manually assigned interval, and RMSE measures how
far the predicted start and end years deviate from the reference boundaries.
For each novel, the deviations of the start and end years were combined
into a single RMSE value, so that one boundary error score is reported
per prediction. Figure 4 plots RMSE against F1 for individual predictions
for the Mistral model.

To support interpretation, the space is divided into four regions
(marked 1-4) using vertical and horizontal reference lines. The vertical
line separates lower and higher values of F1 (degree of shared years
between predicted and manually assigned metadata), and the horizontal
line separates lower and higher RMSE (distance in years between pre-
dicted and manually assigned year metadata). The gray numbers from 1
to 4 show distinct combinations of temporal overlap and boundary
placement.
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Figure 4. Distribution of F1 and RMSE for Mistral predictions.

To illustrate how Figure 4 should be read, consider the prediction located
in region 3 marked with a triangle. This prediction has an RMSE of
approximately 70years. RMSE here reflects the combined deviation of the
predicted start and end years from the manually assigned start and end
years. An RMSE of 70 indicates that the predicted boundaries are, on
average, about 70years away from the manually assigned boundaries. This
prediction in region 3 also has a rather high F1 score of 0.66.

A contrasting example can be seen in region 1, marked with a star,
where F1 equals 0, and RMSE is approximately 11. In this case, the pre-
dicted and manually assigned year intervals do not overlap (F1=0), yet
the relatively low RMSE shows that the predicted start and end years lie
close to the manually assigned start and end years. Although there is no
shared year between the intervals, the prediction is very close to the
manually assigned years.

Finally, the square in Region 4 marks a prediction with F1=1 and
RMSE = 0. This represents a perfect match between the predicted and
manually assigned intervals: they contain the same years and have the
same start and end points. It therefore shows the best possible result for
both F1 and RMSE.

The four regions in Figure 4 can be read as a typology of temporal
prediction outcomes, defined by different combinations of overlap and
boundary deviation. Region 4 (lower right) represents predictions with
relatively high F1 and low RMSE. In these cases, many of the years in
the predicted interval coincide with the years in the manually assigned
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interval, and the predicted start and end years are located close to the
manually assigned boundaries. These predictions therefore both share a
substantial portion of years with the manually assigned interval, and they
are also on average close to the manually assigned start and end years.
This region is the most desirable as this is where the predictions lie closest
to the manually assigned years.

Region 2 (upper left) represents the opposite pattern as region 1: low
F1 and high RMSE. Here, the predicted interval shares few or no years
with the manually assigned interval, and its start and end years are posi-
tioned several decades, or more, away from the manually assigned years.
These predicted cases reflect substantial misplacement both in terms of
shared years and boundary location.

Region 3 (upper right) is where overlap and boundary deviation pull
in different directions. In these cases, the predicted and manually assigned
intervals share many years, producing a relatively high F1 score, but the
predicted start and/or end year is still far from the manually assigned
boundary, producing a high RMSE. In other words, the LLM captures
much of the same historical span but does not reproduce the reference
boundaries closely.

These cases should not automatically be interpreted as errors. A high
F1 combined with high RMSE may occur when the predicted interval
is narrower than the manually assigned interval but still located within
the same broader historical period. For example, if the manually
assigned interval is 1800-talet (1800-1899) and the model predicts
1840-1868, the prediction may receive lower recall and higher boundary
deviation because it does not reproduce the full century-level span.
From a cataloging perspective, however, such a prediction may represent
a more specific temporal interpretation rather than a poorer one, if
the narrower interval is supported by the work’s content. These cases
show that quantitative measures alone cannot determine whether a
prediction is wrong, overly narrow, or more precise; they require qual-
itative assessment of the predicted interval, the reference metadata, and
the narrative evidence.

A qualitative example from Region 3 is Liljecronas hem.?® The manually
assigned LIBRIS interval was 1800-talet (1800-1899), while Mistral pre-
dicted 1800-1999. The prediction received a relatively high F1 score of
0.67 because it fully includes the manually assigned interval. At the same
time, the RMSE was high, approximately 70.7, because the predicted end
year extends 100 years beyond the reference boundary. In its explanation,
the model referred to a rural setting, social customs, the role of the church,
and the military rank “Fianriken,” which it noted was abolished in Sweden
in 1902. The explanation therefore pointed toward a period before 1902,
while the predicted interval nevertheless extended to 1999.



CATALOGING & CLASSIFICATION QUARTERLY e 17

One possible interpretation is that the model treated the absence of a
precise year as a reason to produce a very broad interval, rather than
using the pre-1902 clue to constrain the end boundary. Another explana-
tion can be that the explanation and the numerical year interval are
generated together as text, but the model is not necessarily forced to make
them logically consistent. So, the explanation may point to “before 1902,
while the interval output still becomes a broad 1800-1999 range.

The prediction error is therefore mainly caused by temporal over-ex-
tension rather than by a completely unrelated temporal interpretation: the
start year matches the manually assigned interval, while the end year
extends far beyond it. This case shows that model explanations may con-
tain relevant temporal reasoning while the structured year interval remains
too broad or internally inconsistent. It also shows why explanations should
not be treated as validation of the prediction, but should be critically
compared with the predicted interval, the reference metadata, and the
textual evidence.

Region 1 (lower left) includes predictions with low F1 but comparatively
small RMSE. In these cases, the predicted and manually assigned year
intervals share few or no years, resulting in limited overlap. At the same
time, the predicted start and end years lie relatively close to the manually
assigned start and end years, resulting in small boundary deviation. The
LLM prediction may begin slightly before the manually assigned start year
or end slightly after the assigned end year. These cases show why overlap
alone is not enough to interpret temporal predictions. If evaluation relied
only on F1, such predictions would be interpreted as poor, but the bound-
ary-based RMSE shows that the predictions are actually near the manually
assigned years. Region 1 therefore makes visible a distinction that would
otherwise remain hidden: the difference between being temporally close
and being temporally overlapping.

Overview and interpretation of overlap and boundary placement

Table 2 summarizes how the 45 predictions from each model were dis-
tributed across the four regions. Region 4 represents the strongest result
because predictions in this region both overlap substantially with the
manually assigned interval and place the start and end years close to the
manually assigned boundaries. GPT-40 mini performed best in this respect,
with 16 predictions in Region 4. Region 2 represents the weakest outcome.
A large number of novels in this region indicate poor overall model per-
formance, because the predicted intervals have little overlap with the
manually assigned intervals and their start and end years are far from the
reference boundaries. Claude performed worst by this measure, with 22
of the 45 novels in Region 2.
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Region 1 represents near misses: the intervals overlap little or not at
all, but their boundaries remain relatively close. Claude, Mistral, and Llama
each had 17 predictions in this region, while GPT-40 mini had 10. Region
3 represents a mixed result, where the intervals overlap substantially, but
one or both boundaries are still far from the manually assigned bound-
aries. These cases were rare, with two predictions for Mistral, one for
GPT-40 mini, and none for Claude or Llama.

The distributions support a cautious interpretation of LLM-based tem-
poral subject assignment. The models may produce useful candidate inter-
vals, but the results do not suggest that they can replace professional
chronological subject indexing without evaluation and qualitative assessment.

While Figure 4 and Table 2 show how predictions are distributed across
combinations of overlap (F1) and boundary deviation (RMSE), the recurring
patterns visible in the figure can be summarized more systematically. Table
3 abstracts from the empirical distribution and presents an interpretive
typology of temporal prediction outcomes based on different combinations
of overlap and boundary deviation. In Table 3, “low F1” refers to predictions
with weak overlap between the predicted and manually assigned intervals.
In the empirical material, these cases were generally located around F1
values of approximately 0.1-0.3. These cases are distinguished from F1=0,
where the predicted and manually assigned intervals do not share any years
at all. The typology is intended as an interpretive guide rather than as a
tixed threshold-based classification scheme. The categories therefore describe
different combinations of overlap and boundary deviation, rather than impos-
ing universal cutoff values for high and low performance.

Contribution in relation to previous research

The results presented here extend previous research on automated subject
indexing by showing that the evaluation of generated subject metadata
depends not only on the quality of the generated output, but also on how
the metadata structure is represented and measured. Previous studies of
automated subject indexing and LLM-based metadata generation have
often compared generated outputs with existing human-assigned metadata,
using measures such as accuracy, precision, recall, or related classifica-
tion-based metrics.?* Such comparisons are useful, but they may mask

Table 2. Distribution of the 45 predictions from each language model across the four F1/
RMSE regions.

Region 1: Low Region 2: Low Region 3: High Region 4: High
Model F1+Low RMSE F1+High RMSE F1+High RMSE F1+Low RMSE
Claude 17 22 0 6
Mistral 17 20 2 6
GPT-mini 10 18 1 16
Llama 17 16 0 12
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Table 3. An interpretive typology of temporal prediction outcomes based on overlap (F1) and
boundary deviation (RMSE).

Scenario

F1(overlap)

RMSE(deviation)

Interpretation

High F1+ Low RMSE

High F1+High RMSE

Low F1+High RMSE

Low F1+Low RMSE

F1=0+Low RMSE

F1=0+High RMSE

High overlap with the
reference interval

Substantial overlap
with the reference
interval

Minimal overlap with
the reference
interval

Limited overlap with
the reference
interval

No overlap with the
reference interval

No overlap with the
reference interval

Small boundary deviation

Large boundary deviation

Large boundary deviation

Small boundary deviation

Small boundary deviation

Very large boundary
deviation

Near-perfect prediction. The

predicted interval largely
overlaps with the reference
interval and the start and
end years are placed close
to the true boundaries. This
represents both correct
temporal localization and
precise boundary
placement.

Correct region, poor

boundaries. The model
predicts years that largely
belong to the correct time
period, but the interval
boundaries are shifted or
overly extended. Overlap-
based metrics suggest good
performance, while
regression metrics reveal
significant temporal error.

Poor temporal localization. The

prediction overlaps only
marginally with the
reference interval and is
placed far from the correct
temporal region. Both
overlap-based and
boundary-based evaluations
indicate weak performance.

The predicted interval overlaps

only slightly with the
reference interval, but its
boundaries are still close to
the reference boundaries.
This may occur when the
prediction is slightly shifted,
too narrow, or only touches
a small part of the
manually assigned interval.
F1 indicates weak overlap,
while RMSE shows that the
prediction remains
temporally close.

Near miss. The predicted

interval lies close to the
reference interval but does
not intersect it. Although
F1 indicates complete
failure, regression metrics
show that the model was
only a few years away from
overlap.

The prediction is located far

from the reference interval,
often by decades or
centuries. These cases
represent extreme
mislocalization and are
indistinguishable from
near-miss cases when
evaluated using F1 alone.
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important differences when the metadata being evaluated has an internal
structure, as temporal subject metadata does when represented as a start
and end year.

This study shows that temporal subject metadata cannot be adequately
evaluated using ordinal labels alone. When chronological subject headings
are converted into year intervals, they have both classification-like and
numerical properties. They can be treated as sets of years that either overlap
or do not overlap, or as bounded numerical intervals in which the distance
between the predicted and manually assigned start and end years matters.

The results show that these two perspectives do not always lead to the
same interpretation. A prediction may overlap substantially with the man-
ually assigned interval while still extending too far beyond its boundaries.
Conversely, a prediction may have little or no overlap while still being
located close to the manually assigned interval. The evaluation framework
shapes what is counted as alignment between predicted and librarian-as-
signed year intervals.

The findings also add nuance to previous discussions about human-assigned
metadata as a reference point for evaluating automated indexing.’*® The man-
ually assigned LIBRIS/SAO chronological headings used in this study provide
an important professional reference, but they should not be understood as
neutral or purely factual answers. They are cataloging decisions made within
a controlled vocabulary. In many cases, the reference intervals are broad, often
corresponding to century-level headings such as 1800-talet or 1900-talet. The
LLMs, by contrast, often produced narrower intervals. From a formal overlap
perspective, this lowers recall because the prediction does not cover the full
manually assigned interval. However, from a subject-indexing perspective, a
narrower interval is not necessarily worse if it is supported by the narrative
content. This supports the broader argument that subject representation is
interpretive rather than a neutral recording of content.’!

The study therefore provides a methodological clarification for cataloging
and classification research. Its main contribution is not to show that one
LLM performs better than another, although model differences are visible
in the results. Rather, the main contribution is to show how different
evaluation frameworks make different kinds of temporal prediction out-
comes visible. Overlap-based measures reveal under-coverage and over-ex-
tension in relation to the reference interval. Boundary-based measures
reveal whether the predicted start and end years are close to or far from
the assigned boundaries. Used together, these measures distinguish between
near misses, broad temporal misplacements, boundary shifts, and poten-
tially more specific temporal interpretations.

There are also practical implications for the use of LLMs in metadata
workflows. The results do not support replacing professional chronological
subject indexing with automatic predictions. However, they suggest that
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LLM-generated intervals may be useful as candidate metadata or as deci-
sion-support outputs, especially when combined with qualitative assessment.
For such use, the evaluation needs to be transparent about what is being
measured. A low overlap score may indicate a poor prediction, but it may
also indicate that the model has identified a narrower temporal setting
within a broader cataloging interval. Similarly, a high overlap score may
look strong while still hiding substantial boundary errors. Evaluation
frameworks for temporal metadata should therefore combine quantitative
measures with contextual analysis of cataloging decisions.

The results should also be interpreted in light of the rapid development
of LLM context-window capacities. The models evaluated in this study had
context windows ranging from approximately 32,000 to 200,000 tokens,
which means that long novels may not always have been fully or evenly
represented in the input. LLMs released after the models evaluated in this
study can process much longer inputs than the 32,000-200,000-token context
windows considered here. This may reduce some of the limitations related
to truncation or uneven representation of long novels and make whole-novel
temporal prediction more technically feasible. However, larger context win-
dows do not remove the interpretive and evaluative problems identified in
this study. Even when a model has access to more of the text, it may still
generate intervals that are too broad, too narrow, or inconsistent with its
own explanation. The present results should therefore be understood as
reflecting both the technical conditions of the models used and the broader
methodological issue that temporal subject assignment requires evaluation
frameworks capable of capturing different kinds of alignment and error.

The study adds to previous work by moving the evaluation discussion
from general automated subject indexing to the specific problem of inter-
val-based temporal subject metadata. It shows that temporal metadata is
a hybrid form of description: it is interpretive as subject metadata, but
also numerical as an interval. Because of this hybrid structure, evaluation
must account for both semantic alignment with cataloging practice and
formal alignment between year spans.

Conclusion and future work

This study examined how automatically generated temporal metadata for
fiction should be evaluated when time is represented as an interval of
years (e.g., 1900-1950). Two research questions guided the analysis: how
different evaluation frameworks shape the assessment of temporal subject
metadata, and what types of temporal prediction errors become visible
under those frameworks.

As automated systems and LLMs are increasingly used to support metadata
creation, careful alignment between metadata structure and evaluation design
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becomes important. When temporal metadata are represented as year intervals,
evaluation should reflect both how predicted intervals overlap with reference
periods and how precisely their start and end years are positioned. Transparent
evaluation practices require making explicit which aspects of temporal align-
ment are being measured and why. This helps ensure that reported perfor-
mance reflects meaningful interpretation of temporal intervals rather than
merely the properties emphasized by a particular evaluation metric.

In relation to the first research question, the findings show that over-
lap-based (F1) and boundary-based (RMSE) evaluation emphasize different
aspects of alignment between predicted and manually assigned year inter-
vals. Overlap-based measures assess how many years are shared between
predicted and manually assigned year intervals. Boundary-based measures
instead assess how far the predicted start and end years are positioned
from the manually assigned start and end years. Because these approaches
focus on different properties of the interval, they can lead to different
assessments of the same prediction. A prediction may overlap many years
with the manually assigned year interval while still misplacing its start or
end year by several decades. Conversely, a prediction may overlap with
few or no years while still being positioned close to the manually assigned
interval. The evaluation framework therefore shapes what is counted as
alignment between predicted and manually assigned year intervals.

Regarding the second question, the combined analysis makes visible qual-
itatively different types of temporal prediction. When only overlap is con-
sidered, predictions that fall slightly outside a manually assigned year interval
are treated similarly to predictions that are decades or centuries away. By
incorporating boundary deviation, it becomes possible to distinguish between
near misses, misplaced start or end years, and cases of large temporal dis-
tance. These differences reflect distinct ways in which predicted intervals
can relate to manually assigned year intervals. By organizing these outcomes
into a typology of temporal prediction results, the study clarifies that tem-
poral errors vary not only in degree but also in character.

The results also show that temporal metadata represented as year inter-
vals have both classification-based and numerical properties. They cannot
be treated only as discrete labels or purely as continuous values. Because
of this hybrid structure, no single evaluation measure captures all relevant
aspects of performance. RMSE makes absolute boundary deviation visible,
but it does not account for the relative or historically contextual signifi-
cance of a given year-based error. For this reason, RMSE should be inter-
preted as one complementary measure within a broader evaluation
framework rather than as a complete assessment of temporal correctness.
Overlap-based and boundary-based perspectives illuminate complementary
dimensions of how predicted and manually assigned intervals relate to
one another.
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The dual-perspective evaluation framework proposed here may also
extend beyond fiction. Other forms of interval-based metadata, such as
event durations, activity periods, or temporal scopes in archival and his-
torical collections, share similar structural characteristics. Applying com-
bined overlap- and distance-based evaluation in such contexts may support
nuanced and consistent approaches to assessing temporal metadata.

Future work

This study focuses on how different evaluation perspectives shape the
interpretation of automatically generated temporal metadata when time
is represented as year intervals. Future studies could examine how dif-
ferent types of temporal reference metadata affect evaluation outcomes.
In this study, manually assigned time periods from LIBRIS were used
as reference periods. These reference periods often represent broad his-
torical periods, such as centuries or multi-decade spans. Exploring data-
sets with finer-grained or alternative temporal annotations, for example
event-based timelines or multiple reference interpretations for the same
work, could help clarify how evaluation behaves under different cata-
loging practices and levels of temporal specificity. Qualitative analyses
of model explanations, cited textual cues, and prompting strategies are
also important for understanding how temporal inferences are formed
and why certain boundary errors recur. While the present article focuses
on evaluation frameworks and metric interpretation, a complementary
qualitative analysis of model explanations has been conducted separately
and examines how models use explicit dates, historical events, social
conditions, technological markers, and stylistic evidence when justifying
temporal predictions.

The dual-perspective evaluation framework introduced here could be
extended to other types of interval-based metadata. Temporal duration of
events, periods of activity, or temporal scopes in archival and historical
collections share similar structural properties. Applying combined overlap-
and distance-based evaluation to these domains could test the approach’s
generality and support more consistent evaluation practices across different
forms of temporal metadata.

Future work should also examine the relationship between input length
and temporal prediction performance. One possible design would be to
segment each novel into smaller passages, generate temporal predictions
for each segment, and then aggregate these predictions into a work-level
interval. Such a design would reduce the risk that long novels are unevenly
represented across models with different context-window sizes. It would
also make it possible to compare whether shorter and longer novels lead
to different prediction patterns.
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Since the models evaluated in this study were selected, LLM context-win-
dow capacities have continued to expand substantially. Several current
models now support context windows of approximately one million tokens
or more, which may make it technically possible to process longer novels
in a single input. This development may reduce some of the practical
limitations associated with truncation or uneven representation of long
texts. However, larger context windows do not remove the need for careful
evaluation. A model may have access to more of the text while still pro-
ducing overly broad, overly narrow, or internally inconsistent temporal
intervals. Future research should therefore examine not only whether larger
context windows improve temporal prediction performance, but also how
models use long textual context when identifying temporal cues across a
whole narrative. Segment-based approaches may remain useful, both as a
way of reducing input-length constraints and as a method for analyzing
how temporal evidence is distributed across different parts of a novel.
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