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Abstract 
 

This thesis investigates the feasibility of federated learning (FL) for short-horizon prediction of 

district-heating substation heat demand from time-series data. Traditional centralized 

approaches require aggregating multi-dimensional meter readings from all substations into one 

central database. This consolidation strategy introduces practical constraints concerning data 

governance requirements, transmission bandwidth limitations, and operational scalability 

across autonomously managed facilities. Addressing these constraints, this study deploys a 

distributed learning architecture where individual substations maintain exclusive access to local 

operational data while contributing parameter updates to a central coordination node for model 

synthesis. 

 

A multilayer perceptron (MLP) serves as the base learner and is trained on hourly sequences 

derived from substation measurements (kWh and m³/h). The federated approach is implemented 

using the Flower framework, and two aggregation strategies—Federated Averaging (FedAvg) 

and adaptive federated optimization (FedAdam)—are evaluated over multiple communication 

rounds. Performance is assessed using mean absolute error (MAE) on each client’s test set, 

enabling a client-level analysis of convergence and generalization under heterogeneous data 

distributions. 

 

The results indicate that the aggregated global model generally achieves lower MAE than the 

corresponding client models trained locally in each round, demonstrating the benefit of 

collaborative learning across substations without pooling raw data. The choice of aggregation 

strategy affects both convergence and stability: FedAdam provides faster early round 

improvement and more stable performance across clients in several rounds, whereas FedAvg is 

more sensitive to client heterogeneity and exhibits larger fluctuations in later rounds. Overall, 

the study supports FL as a practical approach for distributed substation forecasting and 

highlights the importance of aggregation strategy and training configuration when deploying 

FL in real-world district heating settings. 

 

Keywords: District Heating, Heat load, Prediction, Evaluation, Multi-layer Perceptron, 

Federated Learning, FedAdam, FedAvg
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Acronym 
 

DH – District Heating 

ML – Machine Learning 

DL – Deep Learning 

NN – Neural Network 

MLP – Multilayer Perceptron 

CRISP-DM – Cross-Industry Standard Process for Data Mining 

FL – Federated Learning 

MAE – Mean Absolute Error 
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1 INTRODUCTION 
 

European energy infrastructure is experiencing significant transformation as consumption 

patterns increase, costs fluctuate, and climate policy commitments intensify. Buildings play a 

central role in this transition, accounting for a large share of total final energy consumption. 

Space heating constitutes a major component of building energy use, especially in Nordic 

countries with cold climates. In Sweden, district-heating (DH) systems are a cornerstone of the 

heating sector and supply more than half of the heat demand in residential and service buildings, 

making them critical for national energy-efficiency and climate goals (Werner, 2017). 

 

The built environment across Europe is anticipated to expand substantially over coming 

decades, with forecasts indicating more than doubling compared to early 2000s baselines by 

mid-century (Brøgger & Wittchen, 2018), reinforcing the urgency for scalable analytics-driven 

management approaches. Policy initiatives such as the Energy Performance of Buildings 

Directive and the REPowerEU plan promote reduced energy consumption, improved system 

efficiency, and the decarbonization of heating supply (European Commission, 2022). 

 

Modern smart infrastructure and IoT deployments enable continuous data generation at 

distributed endpoints through networked sensors, intelligent meters, and automated control 

systems operating at operational timescales. In the energy sector, these sensors record variables 

such as temperatures and flow rates, which can be combined with energy-metering signals to 

form multivariate time-series data. In the Swedish context, where district-heating networks are 

widespread and locally managed, such data provide opportunities for improved system 

monitoring, operational optimization, and demand-side management (Werner, 2017). Accurate 

estimation of heat load—the heating power required to meet customer demand—is particularly 

important for reliable operation and peak-load management. It supports both suppliers and 

consumers by enabling better scheduling and control in heat distribution. 

 

Machine learning (ML) techniques have increasingly been applied to district heating data to 

support monitoring and diagnostics. In the recently completed KK HÖG project Data Analytics 

for Fault Detection in District Heating (DAD) (Dnr. 20170182) (University of Borås, 2022), 

ML-based methods were demonstrated for detecting poorly performing district heating 

substations using time series data (Mbiydzenyuy & Sundell, 2025). This work showed the 

potential of data-driven methods for extracting operational insights from substation-level data. 

However, it also revealed important challenges related to model validation and limited 

knowledge of building occupant behavior, which strongly influences heat demand patterns. To 

address these challenges, earlier efforts focused on rule-based approaches aimed at interpreting 

system behavior by linking known operational patterns to observed data. While effective for 

fault detection, such approaches are less suited for predictive tasks and large-scale deployment 

across heterogeneous substations. 

 

Conventional predictive modeling in district-heating systems often relies on centralizing vast 

amounts of high-dimensional substation data. This centralized paradigm raises concerns related 

to data privacy, communication bandwidth, computational scalability, and latency for real-time 

analytics—particularly when many independently operated networks coexist (Li et al., 2020). 

These limitations motivate decentralized learning approaches that can exploit distributed data 

without requiring direct data sharing. Accordingly, recent studies have explored edge-based 

techniques such as federated learning (FL). 

Federated learning (FL) is a decentralized machine-learning paradigm designed to address these 

challenges. It enables multiple distributed clients (e.g., mobile devices, edge nodes, or 
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organizational data centers) to train local models on their own datasets and collaboratively 

improve a shared global model without transferring raw data to a central server. Clients share 

only model parameters or updates for aggregation, preserving data privacy while leveraging 

information across distributed sources (Li et al., 2020). This approach can also reduce 

communication overhead, making it well suited to district-heating systems where operational 

data are generated at the edge and may be sensitive at the customer level (Kairouz et al., 2021). 

 

To address this, the current study proposes and exploits strength of federated learning-based 

style deployed on IoT-based edge devices as one potential approach for dealing with privacy 

and large centralized data for individual substations of district heating networks. By training 

models locally at each substation and only sharing model parameters (not raw data), this 

approach respects privacy regulations while still enabling collaborative model building. 

This work contributes to the field of smart energy management by combining edge AI, privacy-

preserving computation, and domain-specific forecasting. 

 

IoT / edge-computing dimension 

Modern district heating substations increasingly act as data-generating cyber-physical nodes, 

where sensors and smart meters log variables such as temperatures, flow rates, and energy use. 

This creates high-dimensional, operational time series that are most spontaneously processed 

close to where they are produced. Edge computing addresses latency and bandwidth limits of 

cloud-only pipelines by enabling localized processing near the data source, which is relevant 

for real-time energy management applications (Abreha et al., 2022; Yıldırım et al., 2025). 

 

Informatics dimension (time-series heterogeneity) 

Substation-level data are multivariate, noisy, and shaped by weather, control strategies, building 

characteristics, and occupant-driven variability. This produces heterogeneous demand patterns 

across substations and time, which challenges generalizable forecasting and highlights the need 

for modelling approaches that remain robust under changing operating conditions (University 

of Borås, 2022) (Mbiydzenyuy & Sundell, 2025). 

 

Federated learning (FL) dimension 

Many district heating analytics pipelines assume that data can be centralized for model training. 

However, as the number of substations and data grows, centralization increases volume of data, 

communication cost and raises governance challenges. Federated learning offers a distributed 

training paradigm where models are trained locally and only model updates are shared for 

aggregation, enabling collaborative learning across sites without exporting raw data (Li et al., 

2020; Kairouz et al., 2021). In edge environments, FL is specifically positioned as a response 

to bandwidth, latency, and governance constraints that limit centralized DL pipelines (Abreha 

et al., 2022). 

 

GDPR / data-protection dimension 

Operational metering data may be sensitive at customer level and can fall under European data-

protection requirements when linked (directly or indirectly) to households or individuals. The 

GDPR emphasizes data minimization and privacy-by-design, encouraging system architectures 

that limit unnecessary data transfer and exposure (European Parliament and Council, 2016). In 

this context, approaches that keep raw data within local domains while still enabling shared 

learning to become particularly relevant for European energy systems. 

 

Integrating and building on these dimensions, this thesis investigates a federated, edge-

deployable forecasting channel for district heating substations, focusing on prediction of heat 
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load (operationally represented through maximum set points as indicators of required heating 

power). 

 

As energy efficiency becomes a strategic goal across municipalities and utilities, predictive 

control of heating systems can significantly reduce waste and emissions. In cold-climate 

countries for example, space heating accounts for nearly 25% of total energy use (Werner, 

2017). Prior studies (Fan et al., 2017) have demonstrated that forecasting heat demand helps 

stabilize indoor temperatures, avoid overloading, and minimize energy use during peak times. 

 

Unlike conventional approaches, this study emphasizes a distributed machine learning approach 

integrated into edge-level hardware, compatible with Building Energy Management Systems 

(BEMS) and local heating controllers. The developed models are designed for deployment on 

devices like Raspberry Pi, industrial gateways, or substation PLCs, offering real-time 

predictions and minimal communication overhead. 
 

1.1 RESEARCH OVERVIEW 
 

The need for accurate district heating (DH) demand modelling has increased with the pursuit 

for energy efficiency and low-carbon heating, because short-term variability and peak periods 

strongly affect production planning and demand-side management. Recent empirical work on 

DH at both building and city scales shows that hourly heat-load patterns can exhibit nonlinear 

dependencies (e.g., changing operating modes and outdoor temperature effects), which 

motivate forecasting methods that can adapt to such behavior. (Hua et al., 2024). 

 

Early DH forecasting research frequently relied on classical statistical time-series approaches 

such as ARMA/ARIMA and seasonal extensions. Reviews in energy forecasting summarize 

how these methods provide robust baselines under relatively stable conditions but can lose 

accuracy when relationships become nonlinear or when explanatory drivers vary over time 

(Suganthi & Samuel, 2012). In DH specifically, SARIMA baselines have been evaluated 

against regression approaches for short-term heat-demand prediction, illustrating both the 

usefulness of statistical baselines and their sensitivity to changing demand dynamics (Fang & 

Lahdelma, 2016). 

 

To better represent nonlinear and time-varying patterns, forecasting research has increasingly 

used machine learning and neural approaches. Systematic reviews in building energy 

forecasting show that tree-based methods, kernel methods, and DL can improve performance 

when demand depends on interacting factors (e.g., weather, schedules, control settings) 

(Ardabili et al., 2022). For temporal modelling, recurrent NN such as Long Short-Term Memory 

(LSTM) were introduced to learn dependencies over time and have become a standard DL 

building block for sequence prediction (Hochreiter & Schmidhuber, 1997). In DH applications, 

NN methods have also been compared directly against multiple linear regression, showing 

advantages in settings with nonlinear dependencies (Hua et al., 2024). 

 

A key assumption in much of the forecasting literature is centralized data access - operational 

measurements are collected into a single repository for training and evaluation. In practice, DH 

data are often generated and stored across distributed assets (substations, metering 

infrastructure, utility IT systems) and may be constrained by governance, privacy, bandwidth, 

and scalability considerations. Federated learning surveys emphasize that centralizing large 

volumes of fine-grained data can increase privacy risks and create system bottlenecks, 

especially in heterogeneous and multi-client environments (Li et al., 2020; Kairouz et al., 2021).  
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Federated learning (FL) addresses these constraints by enabling collaborative model training 

without transferring raw data: each client trains locally and shares only model updates for 

aggregation (Kairouz et al., 2021). In the DH domain, recent work has demonstrated privacy-

preserving federated approaches for district heating forecasting with a 24-hour horizon, 

explicitly framing scalability and heterogeneity as central design requirements (Dai et al., 

2025). From an implementation perspective, practical experimentation commonly relies on 

orchestration frameworks that support federated workflows and heterogeneous clients; the 

Flower framework has been proposed as a research-friendly platform for scalable FL 

experimentation and deployment (Beutel et al., 2020). Motivated by this background, this thesis 

evaluates federated learning for DH substation prediction under heterogeneous client data and 

compares aggregation strategies (FedAvg and FedAdam) to identify which elements of the 

federated setup are most important for stable learning and client-level predictive performance. 

 

Motivated by this background, this thesis sets itself at the intersection of DH substation 

forecasting and decentralized learning. It evaluates a federated learning approach implemented 

using the Flower framework and investigates client-level convergence and predictive 

performance under heterogeneous substation data. The study compares aggregation strategies 

(FedAvg and FedAdam) to identify which elements of the federated setup are most important 

for stable learning and practical client-level prediction performance. The detailed theoretical 

foundations and along with their related-work discussion are provided in Chapter 2. 
 

1.2 PROBLEM DISCUSSION 
 

Accurate energy consumption forecasting in buildings is important for optimizing energy use, 

supporting maintenance, and enabling demand-side management. Many building-energy 

studies still assume a centralized learning workflow in which operational data from multiple 

sites are collected and stored in one place. In district heating (DH) applications, however, 

substation data are often high-volume and multi-variable, and data sharing is restricted by 

organizational, technical, and regulatory constraints (Grataloup et al., 2024). 

 

From a system-operation perspective, heat production and distribution must be planned based 

on expected heat demand and the heat losses in the network. The system-level heat load is 

therefore driven by (i) the aggregated demand from connected customer substations and (ii) 

distribution losses, both of which vary in time (Gadd & Werner, 2013). This creates a 

forecasting and capacity-planning problem for utilities, particularly during cold periods when 

peak loads dominate production and distribution constraints. 

 

At the customer level, DH contracts commonly include a capacity-related tariff component. For 

example, Swedish utilities may apply an abonnerad effekt (subscribed capacity) where the 

customer pays for the highest hourly average power, they want to have available going forward, 

which helps both customer and utility plan required system capacity (Göteborg Energi, n.d.). In 

practice, this contractual capacity is reflected in design and commissioning decisions at the 

substation (e.g., component sizing and control settings) where the heat transfer station is 

selected to meet the building’s capacity requirements (Danfoss, n.d.). 

 

A key problem is that the measured consumption profile is not a flat line that perfectly follows 

a fixed contractual level or a single setpoint. High-resolution measurements show substantial 

intra-day and inter-day variability with occasional sharp peaks, even for the same customer 

category (Gadd & Werner, 2013). Figure 1 illustrates this behavior for one week of aggregated 
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hourly heat demand: most hours are near a relatively stable baseline, but a few hours exhibit 

pronounced peaks well above typical levels.  

To characterize what constitutes normal daily behavior - without letting single-day peak events 

dominate the interpretation - Figure 2 summarizes the diurnal pattern by aggregating the hourly 

measurements across N = 89 days. This figure shows the median heat demand for each hour of 

the day (0–23) as a “typical” daily profile, together with the interquartile range (25th–75th 

percentile) that captures day-to-day variability. The median profile reveals systematic diurnal 

structure (including a mid-day reduction and higher demand during late evening/early morning 

hours), while the wide interquartile band indicates that variability remains substantial even 

under typical operating conditions. 

A weekday vs weekend comparison of the median diurnal profile showing that the timing and 

magnitude of typical demand can differ by day type and further supports the presence of 

systematic (non-flat) daily variation, (see Appendix 10.2). 

This mismatch between contractual capacity and realized demand motivates a modelling 

approach that combines information about operational limits with the observed peak variations. 

Hours with low peaks indicate potential energy-saving or efficiency opportunities, while 

repeated high peaks are relevant for peak-shaving and load management interventions (Gadd & 

Werner, 2013). 

 

In this thesis, the term heat load is used to denote a peak-design thermal power requirement: the 

heat supply (power) that must be available to maintain required indoor conditions under critical 

(design) outdoor conditions, consistent with the definition of design heat load in building 

heating standards (Deutsches Institut für Normung [DIN], 2017). In substation engineering 

practice, this capacity is also the basis for selecting and sizing DH stations since station size is 

determined by the building’s heat demand (Danfoss, n.d.). Because DH operational data are 

typically recorded at hourly resolution, this “capacity” must be inferred from historical demand 

time series (e.g., maximum or upper-quantile hourly demand within a period) rather than from 

a constant setpoint alone. 

 

Forecasting and capacity estimation across many substations are further complicated by data 

heterogeneity: different buildings exhibit different load shapes due to building physics, 

occupancy schedules, control strategies, and local weather. Such non-identically distributed 

data can reduce the generalization of a single global model trained on pooled data (Li et al., 

2020; Wang et al., 2024). Finally, centralized learning creates practical limitations for multi-

client DH deployments. Collecting substation-level operational data to a central server increases 

the attack surface and raises privacy concerns, particularly when data can be linked to individual 

customers or buildings. In the European context, data processing must comply with the General 

Data Protection Regulation (GDPR), which places obligations on personal-data processing and 

cross-entity sharing (European Parliament and Council of the European Union, 2016). Central 

aggregation also increases storage and processing requirements and can become costly and 

difficult to scale (Papadopoulos et al., 2024). 

 

Federated learning (FL) offers a privacy-preserving alternative by training models locally on 

decentralized data and sharing only model parameters/updates for aggregation, reducing the 

need to transfer raw data (Kairouz et al., 2021; Li et al., 2020; Yang et al., 2019). Recent work 

in building-energy forecasting highlights FL’s potential to address both privacy constraints and 

heterogeneous building data distributions via personalized or adaptive approaches (Wang et al., 

2024). 
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Figure 1. Weekly heat demand (hourly, last 7 days). The baseline (median)  

and an upper threshold (95th percentile) highlights a small number of  

peak hours dominate the variability 

 

 
 

Figure 2. Typical daily profile (median + IQR, N = 89 days) 

 

1.3 PROBLEM STATEMENT 
 

District heating substations must be sized and operated so that they can meet the building’s peak 

thermal power requirement. Accordingly, this thesis focuses on estimating the heat load of DH 

substations, understood as the peak-design heat supply (power) required under critical 

conditions (DIN, 2017) and as the capacity dimensioning basis for DH stations (Danfoss, n.d.). 

 

The estimation problem operationally can be stated as follows: Given historical substation 

measurements sampled at a fixed time resolution (e.g., hourly), the objective is to learn a 

predictive mapping from operational signals - including variables associated with maximum 

operating levels (e.g., volume flow, temperatures, or other controller-related variables) and 

historical energy use - to an estimate of heat load. Because the realized demand exhibits peaks 

that are not directly captured by a single fixed setpoint, the model must learn both the baseline 

demand behavior and the peak deviations (Figures 1-2; Gadd & Werner, 2013). 

 

Formally, let (qt) denote the measured hourly heat demand (kWh per hour; numerically 

equivalent to the hourly average kW) at time (t), and let (xt) denote a vector of local operational 

measurements (e.g., volume flow in m³/h and supply/return temperatures). The task is to predict 

an upper-demand indicator for a future horizon or for a specified assessment period - for 

example, the expected maximum hourly demand - based on historical sequences (xt, qt) and 

their variations. This predicted capacity can then support capacity planning, peak-load 

management, and robust operation in DH networks. 

 

To respect privacy and reduce data-transfer requirements in multi-client settings, the thesis 

further investigates this modelling task in a federated-learning setting, where substation models 
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are trained locally and aggregated centrally without sharing raw customer data (European 

Parliament and Council of the European Union, 2016; Kairouz et al., 2021). 

 

1.4 PURPOSE  
 

Recent work has started to apply federated learning (FL) to energy forecasting problems to 

address privacy, data governance, and heterogeneous data distributions. For example, Dai et al. 

(2025) propose a privacy-preserving multi-center federated learning framework for district 

heating demand forecasting with a 24-hour horizon, demonstrating that FL-style collaboration 

can be used in district heating contexts. In addition, FL has been investigated in broader 

building-energy forecasting settings, including personalized federated approaches designed to 

handle heterogeneity across buildings (Wang et al., 2024). Reviews of FL in energy applications 

further highlight privacy, communication efficiency, and heterogeneity as persistent challenges 

that motivate decentralized learning pipelines (Grataloup et al., 2024; Li et al., 2020).  

While the above studies support the feasibility of FL for forecasting in heating/energy domains, 

an open practical question remains for district heating operators and substations: how well can 

decentralized learning support heat load estimation at the substation level, where the target is 

not necessarily the next-hour demand, but rather a capacity-relevant indicator derived from 

historical operation (e.g., a peak or upper-quantile hourly demand over a period). In DH 

practice, capacity and peak behavior are operationally important because short-duration peaks 

can drive sizing needs and peak-management actions, yet substation data are typically 

customer-linked and therefore sensitive, making centralized data pooling difficult under 

European data protection requirements (European Parliament & Council of the European 

Union, 2016). 

Purpose: The primary purpose of this thesis is to design and evaluate a federated learning–

based predictive approach for heat load estimation in district heating substations using a 

Multilayer Perceptron (MLP) model. FL is used to enable collaborative learning across multiple 

substations/clients while keeping raw operational data local, consistent with the privacy-

preserving motivation and system constraints highlighted in the FL literature (Kairouz et al., 

2021; Li et al., 2020; Yang et al., 2019). The use of an MLP is motivated by its implementation 

simplicity and suitability for deployment in resource-constrained edge environments, where 

model size and computational overhead can be important design considerations. 
 

1.5 RESEARCH QUESTION 
 

RQ1. To what extent is Federated Learning an effective strategy for predicting individual 

customer energy heat load in a district heat network using decentralized operational time series 

data? 

To address RQ1, the thesis considers the following points: 
 

Effectiveness: Does an FL-trained model improve or maintain predictive accuracy for each 

substation compared with models trained only on local substation data? 

Key success factors: Which elements of the FL setup are most important for successful training 

and strong client-level performance (e.g., aggregation strategy, degree of client heterogeneity, 

and communication/training configuration)? 

Scalability: How does the approach scale with an increasing number of substations in terms of 

training stability, communication requirements, and robustness of client-level performance? 
 

1.6 LIMITATIONS 
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This section states limitations specific to the scope and assumptions of this study and discusses 

how strongly these assumptions hold. 

Limited scale (clients and rounds): The study uses three simulated clients and evaluates 12 

rounds. This is sufficient to observe early convergence and later-round instability, but it is not 

representative of real-world district heating deployments with many substations. Therefore, 

claims about scalability are limited to qualitative insights rather than statistically robust scaling 

laws. 

Simulated FL environment: Clients are simulated within Flower rather than executed on 

physical edge devices. This assumes stable connectivity, synchronous participation, and 

consistent compute capacity. In practice, edge deployments face dropouts, asynchronous 

updates, variable bandwidth, and hardware constraints. As a result, communication overhead 

and robust results are limited to the controlled simulation setting. 

Local model curves are not a strict local-only baseline: The plotted “local” models are client-

side models initialized from the global model at the beginning of each round and trained locally. 

This assumes that “local performance” within FL represents a meaningful comparison. 

However, it is not equivalent to a purely local model trained from scratch without FL. Therefore, 

the study’s “local vs global” comparison mainly shows the stabilizing role of aggregation, not 

a full comparison against a non-federated local-only training baseline. 

Limited feature set and missing exogenous drivers: Only two predictors (kWh and m³/h) are 

used. This assumes that internal operational variables capture sufficient information for 

prediction. In district heating, demand is strongly influenced by exogenous variables such as 

outdoor temperature, wind, day type, and occupancy schedules. Excluding such variables may 

reduce generalization across seasons and building types. 

Target focuses on prediction error, not direct capacity metrics: The evaluation uses MAE on a 

24-hour demand forecast. This assumes that lower MAE translates to better capacity estimation. 

While improved profile prediction is relevant, the study does not directly evaluate capacity 

indicators such as error in daily maximum load or upper-quantile demand, which limits the 

strength of conclusions about “capacity estimation” specifically. 

Hyperparameter sensitivity and late-round instability: The observed MAE spikes in later rounds 

suggest sensitivity to learning rate, number of local epochs, and client heterogeneity. The study 

assumes one configuration (Table 2) is representative, but it does not perform extensive 

sensitivity analysis or repeated runs with multiple random seeds. Therefore, the reported 

trajectories should be interpreted as evidence of feasibility and indicative behavior rather than 

definitive performance bounds. 

Privacy guarantees are not formally evaluated: Although FL avoids centralizing raw data, this 

study does not implement or evaluate stronger privacy protections such as secure aggregation 

or differential privacy. Therefore, privacy is improved in system architecture but not formally 

guaranteed against inference attacks from model updates. 
 

1.7 SIGNIFICANCE OF STUDY 
 

This thesis is significant because it demonstrates and evaluates a federated learning (FL) 

approach for district-heating substation time-series data and derives practical insights about 

when FL training can provide stable and accurate client-level predictions. The contribution is 

threefold: methodological, results-oriented for practitioners, and informatics-oriented. 

 

1.7.1 Methodological contribution 
 

From a methodological perspective, the thesis contributes an end-to-end experimental design 

for training and evaluating a federated multilayer perceptron (MLP) on decentralized substation 
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time-series data. The study operates the FL idea in a district heating context where data are 

naturally distributed across substations and may not be easily merged (McMahan et al., 2017; 

Kairouz et al., 2021). Two aggregation strategies - FedAvg and FedAdam - are compared under 

identical feature sets and training schedules, enabling an empirical assessment of how 

aggregation choice affects learning dynamics under heterogeneous client data (McMahan et al., 

2017; Reddi et al., 2021). By reporting client-level evaluation of both the aggregated global 

model and the client-side models over multiple rounds, the study provides a structured way to 

quantify convergence and client-to-client variability - key concerns in federated settings (Li et 

al., 2020). 

 

1.7.2 Results-oriented for district-heating practitioners 
 

For district heating operators and practitioners, the results provide evidence that collaborative 

training across substations can improve or stabilize prediction performance relative to client-

side learning alone, even when raw data are not centralized. In particular, the experiments show 

that global models can achieve lower error than client-side models for multiple clients, and that 

the aggregation strategy affects robustness: adaptive optimization (FedAdam) can yield 

smoother learning behavior for some clients, while simple averaging (FedAvg) can be more 

sensitive to client heterogeneity (Li et al., 2020; Reddi et al., 2021). The observed late-round 

instability for specific clients further provides a practical takeaway: more communication 

rounds do not necessarily imply better client-level performance, motivating monitoring and 

round-selection/early stopping strategies in operational deployments. 

 

1.7.3 Informatics-oriented contribution 
 

In the field of informatics, the thesis contributes to the design of distributed analytics pipelines 

for cyber-physical energy systems by treating district-heating substations as edge clients that 

generate multivariate time-series data. The work contributes an applied perspective on (i) 

structuring time-series data into client-local learning problems, (ii) coordinating distributed 

model training via parameter exchange rather than raw-data transfer, and (iii) evaluating the 

trade-off between global generalization and client-level variability across rounds—core 

concerns in distributed machine learning systems (Kairouz et al., 2021; Li et al., 2020). In 

addition, the study’s focus on decentralized training supports data governance motivations by 

reducing the need to move customer-linked operational data outside the local domain, which is 

aligned with privacy-by-design principles in regulated environments (European Parliament & 

Council of the European Union, 2016). 
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2 THEORETICAL FRAMEWORK 
 

The increasing demand for energy efficiency and sustainability has pushed the evolution of 

District Heating (DH) systems. Accurate heat load prediction within these systems is paramount 

for optimizing energy distribution and reducing operational costs. Traditional centralized 

machine learning approaches often face challenges related to data privacy, scalability, and 

heterogeneity. This chapter explores the theoretical foundations that support the integration of 

Federated Learning (FL) with Flower framework and MLP to address these challenges in DH 

systems. 
 

2.1 DISTRICT HEATING 
 

District heating (DH) systems deliver thermal energy from centralized or distributed heat 

production plants to multiple buildings through a network of insulated pipes carrying hot water 

(or steam). A DH system can be understood as an interconnected cyber-physical infrastructure 

consisting of (i) heat supply and distribution, (ii) heat consumption at buildings, and (iii) 

monitoring and control supported by measurement and communication systems (Werner, 

2017). Figure 3 shows the key dimensions of DH network along with its associated data route. 
 

2.1.1 Energy supply and distribution 
 

Thermal energy originates from centralized or distributed generation facilities—including 

cogeneration units, combustion systems, and industrial heat recovery installations—before 

transmission through the network infrastructure. The supply must continuously balance the 

network heat load and heat losses while meeting temperature constraints and operational limits. 

Because heat production planning and peak capacity are cost-critical, operators rely on forecasts 

and load estimates to schedule production and optimize dispatch (Werner, 2017). 
 

2.1.2 Energy consumption 
 

Heat demand is generated by an aggregate of connected buildings. Even when buildings are 

similar, hourly demand differs due to weather conditions, occupancy schedules, building 

thermal characteristics, and local control strategies. At the system level, the measured network 

load reflects the sum of substation-level demand plus distribution losses. Empirical analyses of 

substation heat-meter readings show substantial variability across customer categories and 

distinct daily/seasonal patterns, highlighting that DH demand is not a constant profile and can 

contain short-duration peaks (Gadd & Werner, 2013). 
 

2.1.3 Substations 
 

The customer interface in DH is typically a district heating substation, which transfers heat from 

the primary network to the building’s secondary heating system via heat exchangers. 

Substations include control components such as regulating valves and controllers that adjust 

flow and temperatures to meet the building’s heating requirements. Substation sizing and 

configuration are driven by the building’s heat demand and are critical for operational efficiency 

(Danfoss, n.d.). 
 

2.1.4 Data recording 
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Modern DH systems generate large amounts of operational data through metering and sensing 

at substations and network nodes. At the substation level, commonly recorded variables include 

hourly heat energy delivered (e.g., kWh per hour interval), volume flow (m³/h), and 

supply/return temperatures. These signals form multivariate time series that enable monitoring, 

diagnostics, forecasting, and capacity-related analysis (Gadd & Werner, 2013). In practice, the 

hourly energy delivered in a one-hour interval can be interpreted as an hourly-average power 

proxy, which is useful when analyzing peak behavior and load variation. 
 

2.1.5 Heat load and heat load indicators 
 

Within operational DH contexts, heat load represents the dynamic thermal power requirement 

necessary to sustain specified internal environmental conditions across temporal intervals. For 

sizing and peak planning, practitioners are especially interested in peak-related measures such 

as a maximum or upper-quantile hourly demand over a relevant period. In building energy 

engineering, the capacity-relevant reference is the design heat load, defined as the heat supply 

power required to maintain the internal design temperature under design external conditions 

(DIN Media, 2017). This definition provides the conceptual basis for treating substation 

“capacity” as a peak-power requirement, even when operational estimates are derived from 

historical measurements. 
 

2.1.6 Communication and decentralization of data 
 

DH operational data are generated at the “edge” (substations, meters, controllers), typically 

managed by utilities or third-party operators. Transmitting fine-grained customer-linked 

operational data to central servers can create practical constraints due to bandwidth, latency, 

and organizational boundaries, especially when multiple stakeholders operate parts of the 

network. These characteristics make DH a natural setting for decentralized learning approaches 

that can utilize distributed data without requiring full raw-data pooling (Kairouz et al., 2021; Li 

et al., 2020). 
 

2.1.7 Privacy elements in district heating data 
 

Although DH measurements are not “personal data” by default, high-dimensional substation 

time series can be linked to individual buildings and may reveal occupancy-related patterns or 

building operational behavior. In European contexts, such processing can fall under data 

protection obligations when data can be linked to identifiable individuals or households. The 

GDPR regulates the processing of personal data and motivates privacy-aware design choices, 

including minimizing data sharing and limiting unnecessary transfers (European Parliament & 

Council of the European Union, 2016). This motivates privacy-preserving analytics approach 

that keeps raw time series local where possible. 
 

2.1.8 Implications for learning-based prediction 
 

Traditional district heating (DH) forecasting has often relied on linear regression and 

autoregressive models (e.g., SARIMA) that provide strong baselines when demand drivers are 

stable and well captured by a small set of variables (Fang & Lahdelma, 2016). However, DH 

load at building and city level can exhibit regime changes and nonlinear dependencies (e.g., 

different operating modes and control behaviour) that reduce the adequacy of purely linear or 

seasonal statistical formulations (Hua et al., 2024). This motivates learning-based approaches 

that can represent nonlinear relationships and exploit temporal structure in substation 

measurements. 
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Machine-learning and DL models are therefore increasingly used for short-term DH load 

prediction. For example, Xue et al. (2019) proposed a feature-fusion LSTM model that 

explicitly combines proximity, periodicity, and trend components and demonstrated improved 

prediction performance for district heating load forecasting. Likewise, comparative DH studies 

show that artificial NN can outperform multiple linear regression when nonlinear dependencies 

are present (Hua et al., 2024). 
 

A practical limitation is that many learning-based approaches assume centralized availability 

of fine-grained substation data for model development and evaluation. In real DH settings, 

substation measurements are distributed across stakeholders, and central data collection can 

introduce governance, privacy, and scalability barriers; especially when high-dimensional data 

are generated continuously at the edge (Li et al., 2020; Kairouz et al., 2021). These constraints 

motivate federated learning (FL) as a decentralized alternative where learning can be 

coordinated across substations without transferring raw measurements (McMahan et al., 2017). 

Recent DH-focused FL work further indicates that privacy-preserving federated setups can be 

viable for DH forecasting, reinforcing the relevance of studying FL under DH-specific 

heterogeneity and operational constraints (Dai et al., 2025). 
 

 
Figure 3. Key dimensions of a district heating (DH) network and its associated data pathway 

 

Figure 3 shows how heat is supplied from a plant through the distribution network to building 

substations, which deliver heat to end users. Substation meters record operational signals (e.g., 

kWh and m³/h), which are transformed into an hourly heat-load series and capacity-relevant 

indicators (e.g., maximum setpoint). Communication to central analytics or control functions 

may occur via aggregated indicators rather than raw customer-linked time-series, supporting 

privacy-aware data handling. 

It summarizes the DH system elements relevant to this thesis and highlights that substation 

measurements are generated at the edge. Because these signals can be customer-linked, privacy-

aware handling motivates keeping raw time series within the local domain and communicating 

only aggregated indicators when needed. 

 

2.2 ARTIFACT DEVELOPMENT 
 

2.2.1 Artifact development in informatics 
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In informatics, research often contributes by developing and evaluating an artifact - a designed 

system, method, or process that addresses a practical problem and can be assessed empirically. 

In this thesis, the artifact is a distributed learning pipeline for district heating substations: it 

specifies how operational measurements are transformed into learning inputs, how models are 

trained across multiple clients without pooling raw data, and how predictions are produced and 

evaluated. The artifact is not only the predictive model itself, but the complete workflow that 

connects data, computation, communication, and evaluation. 

 

2.2.2 Data analysis as artifact development 
 

This work implements substation analytics through a structured series of methodological 

choices: 

 

1. Data representation: substation measurements (kWh, m3/h) are organized as multivariate 

time series. 

2. Feature–target construction: Sliding-window sequences transform raw measurements into 

supervised learning samples with fixed input history n_input and forecast horizon n_output. 

3. Model training and evaluation: Models are trained either locally or in a federated manner and 

evaluated using client-level error metrics (e.g., MAE). 

4. Capacity relevance: Predicted hourly profiles can support capacity-oriented reasoning by 

identifying peak-prone periods and high-demand variability at substation level. 

 

This perspective highlights that the contribution is not only “applying a model,” but designing 

an end-to-end analytic pipeline that is reproducible and deployable under realistic data 

constraints. 

 

2.2.3 AI and machine learning for time-series prediction 
 

Machine learning models are well suited for substation analytics because heat-demand signals 

are nonlinear and influenced by multiple interacting factors. NN models are particularly useful 

when the mapping from recent history to future demand is complex. However, model choice 

must also consider operational constraints such as training stability, inference cost, and deploy 

ability. 

 

2.2.4 Multilayer Perceptron as a deployable baseline model 
 

This thesis uses a Multilayer Perceptron (MLP) as the base learner because it offers a balance 

between demonstrating power and implementation simplicity. MLPs are widely used 

feedforward NN capable of learning nonlinear mappings and are supported by well-established 

training methods based on gradient descent and backpropagation (Rumelhart et al., 1986). In 

theory, MLPs can approximate continuous functions under sufficient capacity, motivating their 

use as general-purpose nonlinear regressors (Cybenko, 1989; Hornik et al., 1989). From a 

practical perspective, MLPs are relatively lightweight compared to sequence models such as 

LSTMs and can be deployed efficiently in resource-constrained environments, making them 

suitable as an initial model class for edge-oriented substation learning. 

 

2.2.5 Federated Learning as the core distributed learning strategy 
 

Federated learning (FL) is central to this thesis because it enables model training across multiple 

data owners without transferring raw data to a centralized repository. Instead, clients train 
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locally and share model updates with a coordinating server for aggregation. This addresses 

practical constraints in district heating where substation data can be customer-related and 

distributed across organizational boundaries. 
 

2.2.6 Effective strategies for succeeding with FL approach 
 

Empirically successful FL depends on design choices that directly relate to this thesis’ 

experiments and analysis: 
 

Aggregation strategy: simple averaging (FedAvg) can be sensitive to heterogeneous clients, 

while adaptive federated optimization (e.g., FedAdam) may improve stability under non-IID 

conditions (McMahan et al., 2017; Reddi et al., 2021). 

Client heterogeneity: substations differ in building type, control settings, and usage patterns, 

leading to non-identical data distributions. This can slow convergence or cause unstable later-

round behavior if local training dominates global progress. 

Hyperparameters strongly affect stability: number of local epochs, learning rate, and number of 

rounds can change whether training converges smoothly or oscillates. The results show that 

“more rounds” may not always improve client-level MAE, supporting the need for monitoring 

and round selection. 

Evaluation must be client-level: because the deployment goal is accurate prediction for each 

substation, performance should be assessed per client and not only as an overall average. 

Privacy is not automatic: while FL reduces raw-data movement, privacy risk can remain through 

model updates unless additional mechanisms (secure aggregation, differential privacy) are used; 

therefore, FL should be treated as a privacy-improving architectural step rather than a complete 

privacy solution. 

 

In the thesis, the MLP is used as the base learner working on supervised time-series windows 

constructed from substation measurements (kWh and m³/h). The next section introduces how 

this same model can be trained in a distributed manner using federated learning, where each 

substation trains locally and only model updates are communicated to a coordinating server for 

aggregation. 
 

2.3 FEDERATED LEARNING 
 

Federated Learning (FL) is a decentralized machine-learning paradigm that enables multiple 

distributed clients to collaboratively train a shared global model without centralizing their local 

datasets. Unlike traditional centralized training methods that aggregate data at a specific 

location, FL ensures that operational data remains on local devices, with only model parameters 

transmitted to a coordinating server for synthesis (Li et al., 2020). 
 

2.3.1 Concept and Working Mechanism 
 

FL fundamentally operates through cyclic processes coordinated across distributed nodes. 

Individual participants independently develop predictive models using site-specific data to 

identify localized operational patterns. Subsequently, these nodes transmit parameter 

representations—rather than raw measurements—to a coordinating infrastructure where 

algorithmic synthesis produces an updated global model configuration (McMahan et al., 2017). 

This architectural approach enables collaborative learning without centralizing sensitive 

operational datasets. 

 

The iterative nature of FL proceeds through federation rounds. Each round begins with the 
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server distributing the current global model to participating clients. Clients then execute local 

training using their exclusive datasets, optimizing model parameters through standard gradient-

based methods. Upon completing local optimization, clients transmit updated parameters back 

to the server. The server applies an aggregation algorithm to synthesize these distributed updates 

into an improved global model, which is then redistributed to begin the subsequent round. This 

cycle continues until convergence criteria are satisfied or a predetermined number of rounds is 

reached. 

 

This collaborative approach enables the model to learn from diverse, non-identically distributed 

(non-IID) data that reflect real-world variability. In district heating applications, this 

heterogeneity arises from differences in building types, occupancy patterns, control strategies, 

and local weather conditions across substations—making FL particularly relevant for capturing 

system-wide knowledge while respecting data locality constraints. 

 

Figures 4 and 5 sum up the federated learning workflow used in the thesis. District heating 

substations act as clients that retain raw data locally, perform local MLP training, and transmit 

only model updates to a server. The server aggregates these updates (FedAvg or FedAdam) and 

returns the updated global model to clients for the next round. 

 

 
Figure 4. Federated learning workflow for district heating substations.  

 

2.3.2 Key Components of Federated Learning 
 

This implementation operationalizes FL concepts through specific architectural choices that 

address the constraints and objectives of distributed district heating forecasting. 
 

Distributed Learning Nodes (Clients) 
 

In this study, three simulated substations serve as independent learning nodes, each maintaining 

exclusive custody of local operational measurements (hourly kWh energy delivery and m³/h 

flow rates). Each client independently trains a multilayer perceptron (MLP) model on its 

historical data for a fixed number of epochs per federation round. Local training proceeds 

without requiring access to other clients' datasets, ensuring that customer-linked consumption 

patterns remain within their respective operational domains. This design choice directly 

addresses privacy requirements inherent to energy data that may be associated with individual 

buildings or households (European Parliament & Council of the European Union, 2016). 
 

Central Coordination Infrastructure (Server) 

 

The Flower framework provides the coordinating infrastructure for this FL deployment. The 

server's responsibility is limited to distributing the current global model at the start of each 

round and receiving parameter updates from clients upon completion of local training. 

Critically, the server never accesses raw operational measurements—it processes only model 
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weights and optimization states. This separation of model coordination from data access is 

fundamental to FL's privacy-preserving properties (Kairouz et al., 2021). 
 

Aggregation Mechanisms 
 

The aggregation mechanism alternates between two synthesis strategies in this study's 

experimental design: 
 

Federated Averaging (FedAvg): This communication-efficient approach implements 

weighted averaging of client model parameters based on McMahan et al. (2017). Each client's 

parameter update receives a weight proportional to its local dataset size, ensuring that 

substations with longer operational histories exert commensurate influence on global model 

evolution. FedAvg treats all parameter changes symmetrically after weighting, making it 

computationally efficient but potentially sensitive to highly divergent client updates under 

heterogeneous data distributions. 
 

Adaptive Federated Optimization (FedAdam): Following Reddi et al. (2021), FedAdam 

introduces adaptive optimization at the server level. Rather than simple averaging, this approach 

applies momentum and adaptive learning rates to the aggregation process itself, analogous to 

how the Adam optimizer operates during local training. FedAdam is designed to accommodate 

non-identically distributed client data by adaptively scaling the influence of each round's 

updates, potentially offering more stable convergence when clients exhibit significantly 

different demand patterns. 
 

Communication Protocol 
 

Communication efficiency in this setup emerges from transmitting only model parameters after 

local training epochs, rather than streaming continuous operational measurements. Each 

federation round requires one bidirectional communication event per client: the server sends 

the global model (a set of weight matrices, approximately 2,500 parameters for the two-layer 

MLP architecture used), and clients return their locally updated parameters of identical 

structure. This contrasts sharply with centralized approaches that would necessitate continuous 

ingestion of hourly meter readings from all substations—a substantially higher bandwidth 

requirement, particularly as the number of monitored substations scales. 
 

Privacy and Security Considerations 
 

While FL reduces raw-data movement, this implementation does not incorporate additional 

privacy-enhancing mechanisms such as secure aggregation protocols or differential privacy 

noise injection. Therefore, the privacy benefits realized here are architectural rather than 

cryptographically guaranteed: operational data never leaves its origin substation, and the server 

processes only derived model parameters. However, it should be noted that model parameters 

can potentially leak information about training data under certain threat models (Nasr et al., 

2019), meaning FL should be understood as a privacy-improving architectural step rather than 

a complete privacy solution. 
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Figure 5: Flow Diagram of Federated Learning 

 

2.3.3 Benefits of Federated Learning 
 

This federated architecture provides several advantages relevant to the district heating 

forecasting context: 

 

Data Governance Compliance: By maintaining operational measurements within their source 

substations, the implementation aligns with data minimization principles emphasized in 

European data protection frameworks (European Parliament & Council of the European Union, 

2016). Energy consumption data, when linked to specific buildings, can fall under regulatory 

requirements that discourage unnecessary centralization and cross-entity transfers. 

 

Communication Efficiency: Transmitting only model parameters substantially reduces 

bandwidth requirements compared to continuous centralized data collection. For the three-client 

setup studied here with approximately 2,500 model parameters, each federation round requires 

transferring roughly 5 KB per client (assuming 32-bit floating-point representation), versus 

potentially megabytes of hourly time-series data that would accumulate over extended 

operational periods. 

 

Heterogeneity Accommodation: The FL paradigm naturally supports learning from non-

identically distributed data across clients. Different substations exhibit varying heat demand 

patterns due to building characteristics, usage schedules, and local conditions. Rather than 

requiring these diverse patterns to be homogenized into a single centralized dataset, FL allows 

each client to contribute its unique local knowledge while the aggregation process synthesizes 

common patterns that generalize across the population. 

 

Scalability Potential: Although this study evaluates only three clients, the FL architecture is 

designed to scale: adding additional substations requires provisioning client-side training 

capacity but does not fundamentally change the server's aggregation workload (Li et al., 2020). 

This stands in contrast to centralized systems where each additional data source increases both 

storage requirements and preprocessing computational demands at the central facility. 
 

2.3.4 Challenges in Federated Learning 
 

Despite its benefits, this FL implementation faces challenges that affect both experimental 

design and practical deployment considerations: 

 

Statistical Heterogeneity Effects: The experimental results (Chapter 5) demonstrate that 
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client-to-client variation in data distributions can lead to unstable learning dynamics in later 

federation rounds, with some clients experiencing error increases even as others improve. This 

behaviour reflects the fundamental challenge that aggregating updates from divergent local 

optima may not consistently improve the global model for all participants (Li et al., 2020). The 

comparison between FedAvg and FedAdam specifically addresses how aggregation strategy 

choice influences sensitivity to this heterogeneity. 

 

Hyperparameter Sensitivity: The number of local epochs per round, client-side learning rate, 

and server-side aggregation parameters significantly influence both convergence speed and 

stability. The experimental configuration (Table 2) uses five local epochs and a fixed learning 

rate, but the observed later-round instabilities suggest these choices interact with client 

heterogeneity in ways that require careful tuning or adaptive adjustment mechanisms not 

implemented in this baseline study. 

 

Client Availability Assumptions: This simulation assumes synchronous participation where 

all three clients are available for every federation round. Real-world deployments would need 

to address intermittent connectivity, varying computational capacities across edge devices, and 

potential client dropouts—complications that would require asynchronous aggregation 

strategies or client selection mechanisms beyond this study's scope. 

 

Privacy-Utility Trade-offs: While architectural privacy benefits are realized by avoiding raw 

data centralization, incorporating stronger privacy guarantees (e.g., differential privacy) would 

introduce noise that could degrade predictive performance. This trade-off between privacy 

protection strength and model utility represents a design decision space not explored in the 

current implementation but relevant for deployment in highly regulated environments. 
 

2.3.5 Federated Learning in Energy Systems 
 

Federated Learning has garnered increasing attention in energy systems research due to its 

capacity for distributed learning without centralized data aggregation. In smart grids, district-

heating networks, and renewable energy installations, operational data are inherently distributed 

across geographically dispersed assets and often subject to organizational, regulatory, or 

privacy constraints that discourage centralization (Grataloup et al., 2024). 

 

Recent work has specifically demonstrated FL applications for building energy forecasting, 

including personalized federated approaches designed to manage heterogeneity across buildings 

with different thermal characteristics and usage patterns (Wang et al., 2024). In the district 

heating domain, Dai et al. (2025) proposed privacy-preserving multi-centre federated learning 

for 24-hour demand forecasting, explicitly framing scalability, and heterogeneity as central 

design requirements—motivations directly aligned with this study's focus on client-level 

performance under distributed substation data. 

 

This thesis contributes to this emerging body of work by providing empirical evaluation of FL 

aggregation strategies (FedAvg vs. FedAdam) specifically for district-heating substations, 

analysing not only global model performance but also client-level convergence and stability—

a consideration critical for understanding whether collaborative federated training genuinely 

benefits individual substations or primarily serves system-level aggregates. 
 

2.4 INTEGRATION OF THEORETICAL CONCEPTS 
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This thesis integrates DH-domain attributes with an informatics-driven artifact development 

perspective by designing a deployable prediction artifact for substation-level heat-demand 

modeling. At the modeling level, a multilayer perceptron (MLP) is used as a computationally 

lightweight baseline that can approximate complex nonlinear mappings when trained on 

suitably constructed input–output pairs (e.g., lagged time-window sequences), consistent with 

universal approximation results for feedforward networks (Cybenko, 1989; Hornik et al., 1989). 

 

At the system level, federated learning provides the organization mechanism required to learn 

from decentralized substation data without centralizing raw measurements. In FL, each 

substation (client) performs local training and shares only model updates for server-side 

aggregation, iteratively refining a global model while keeping operational data local (McMahan 

et al., 2017). To operationalize this in an experimental yet realistic way, the Flower framework 

is used to orchestrate client–server training rounds and support scalable FL experimentation 

under heterogeneous client conditions (Beutel et al., 2020). 

 

Finally, the integration explicitly addresses heterogeneity and stability through aggregation 

choices: FedAvg provides the standard communication-efficient baseline, while adaptive 

federated optimization (e.g., FedAdam) is motivated by evidence that adaptive server-side 

methods can improve convergence behavior under client drift and non-IID data (Reddi et al., 

2020). Together, DH substation realities (distributed measurements and heterogeneous demand 

patterns) and informatics considerations (artifact design, scalability, and privacy-preserving 

learning) motivate the proposed framework: an MLP-based predictor trained via Flower-

orchestrated federated learning to support substation-level heat-load estimation under practical 

data-governance constraints (Li et al., 2020; Kairouz et al., 2021). 
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3 METHODOLOGY 
 

This chapter discusses the research strategy i.e., methodology, research method and method 

reflection used in this study. The scope of this study is also discussed at the end of this chapter. 
 

3.1 RESEARCH STRATEGY: CRISP-DM 
 

This research adopts CRISP-DM as its methodological foundation, selected for its systematic 

yet adaptable phased approach that accommodates domain-specific requirements while 

maintaining methodological rigor across the analytics lifecycle. As described by Shearer (2000) 

and Wirth & Hipp (2000), CRISP-DM comprises six iterative phases: Business Understanding, 

Data Understanding, Data Preparation, Modelling, Evaluation, and Deployment. Together, 

these phases provide a repeatable workflow while allowing iteration as new insights emerge. 

 

Each phase includes specific objectives and deliverables, making it useful for planning, 

documentation, and communication across project teams. Even in more experimental or 

research-oriented settings, the generic tasks and checklists provided by CRISP-DM help 

maintain rigor and consistency. For this study, the methodology guided the development and 

evaluation of federated time-series forecasting models, ensuring that each step, from defining 

the problem to validating model performance, was systematically approached and well-

documented. 
 

3.1.1 CRISP-DM Phases 
 

As described by Shearer (2000) and Wirth & Hipp (2000), CRISP-DM comprises six iterative 

phases: Business Understanding, Data Understanding, Data Preparation, Modeling, Evaluation, 

and Deployment (Figure 6). Together, these phases provide a repeatable workflow while 

allowing iteration as new insights emerge. 

Each phase includes specific objectives and deliverables, making it useful for planning, 

documentation, and communication across project teams. Even in more experimental or 

research-oriented settings, the generic tasks and checklists provided by CRISP-DM help 

maintain rigor and consistency. For this study, the methodology guided the development and 

evaluation of federated time-series forecasting models, ensuring that each step, from defining 

the problem to validating model performance, was systematically approached and well-

documented. 

 
Figure 6: Phases of the Current CRISP-DM Process Model (Berthold et al. 2010) 

  

The CRISP-DM framework aligns with common data-mining workflows and helps structure 
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this thesis from problem formulation through model evaluation (Berthold et al., 2010; Chapman 

et al., 2000; Wirth & Hipp, 2000). The six phases can be summarized as follows: 

Business understanding: Define the forecasting objective and constraints (e.g., privacy, 

governance, and operational requirements) and translate them into a concrete analytics task. 

Data understanding: Collect the available measurements, explore key patterns (e.g., seasonality 

and peaks), and assess data quality issues such as missing values and outliers. 

Data preparation: Construct the modeling dataset through cleaning, feature engineering, 

normalization, and time-aware train/validation/test splitting. 

Modeling: Select the learning approach, configure hyperparameters, and train models (local and 

federated) across communication rounds. 

Evaluation: Assess whether the trained models meet the research objectives using appropriate 

metrics (e.g., MAE) and analyze client-to-client variability and stability. 

Deployment: Organize and communicate the results and, where applicable, plan how the model 

would be integrated into operational systems. 

 

3.1.2 Why CRISP-DM 
 

The CRISP-DM methodology was chosen for this study because of its flexible, iterative 

structure, which aligns well with the nature of federated learning systems where continuous 

refinement and evaluation are essential. Unlike linear data mining approaches, CRISP-DM 

supports feedback loops that allow model updates based on real-time performance metrics, 

client-specific variability, and federated evaluation outcomes. This adaptability is especially 

valuable in research involving privacy-preserving energy systems, where distributed data and 

system-level complexity demand agile and structured methodologies (Schröer et al., 2021). 

 

3.1.3 CRISP-DM Over Other Approaches 
 

In the landscape of data mining methodologies, three frameworks are commonly referenced: 

KDD (Knowledge Discovery in Databases), SEMMA (Sample, Explore, Modify, Model, 

Assess), and CRISP-DM (Cross-Industry Standard Process for Data Mining). While all offer 

structured approaches to extracting insights from data, CRISP-DM was selected for this study 

due to its practical orientation, domain independence, and better alignment with privacy-aware 

ML tasks such as federated learning. 

 

Comparison with KDD 
 

Introduced by Fayyad et al. (1996), the KDD process outlines a high-level theoretical 

framework for knowledge discovery, emphasizing conceptual stages like data selection, 

transformation, and interpretation. However, it lacks detailed guidance on how to operationalize 

these steps in applied research. In contrast, CRISP-DM builds on KDD’s foundational 

principles but extends them into a well-defined, executable process by including phases like 

business understanding and deployment. This enhancement makes CRISP-DM especially 

suitable for domain-driven projects like smart energy forecasting, where technical modeling 

must remain tightly linked to operational goals and policy considerations (Azevedo et al., 2008). 

 

Comparison with SEMMA 
 

SEMMA, developed by SAS, provides linear progression through sampling, exploring, 

modifying, modeling, and assessing data. While effective for model development, SEMMA is 

closely tied to SAS software and lacks phases such as business understanding and deployment. 
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This makes it less suitable for applications requiring context-aware analysis and long-term 

model integration. CRISP-DM, by contrast, encourages early-phase planning and late-phase 

operationalization, offering a full-lifecycle perspective that is more holistic and adaptable, 

particularly for federated learning systems that must account for data privacy, infrastructure 

variability, and domain-specific constraints (Azevedo et al., 2008). 

 

Applicability to This Research 
 

The selection of CRISP-DM for this thesis is driven by its ability to balance structure with 

flexibility, support iterative experimentation, and accommodate domain-specific requirements. 

Its non-linear, feedback-oriented design complements the federated learning paradigm, which 

involves continuous performance evaluation across decentralized data silos. This study applies 

CRISP-DM through its core phases - project understanding, data understanding, preparation, 

modeling, and evaluation—to develop and assess forecasting models that estimate heat load for 

district heating substations. 

 

Although deployment is a standard phase in CRISP-DM, this study, consistent with other 

academic work (Azevedo & Santos, 2008), does not cover deployment. The focus remains on 

the pre-deployment stages, with the methodology’s modular structure leaving room for future 

operational integration. 

 

Scope and Methodological Focus 
 

This study is designed around the evaluation of a specific ML technique - Federated Learning 

(FL), applied to the context of heat demand forecasting in district heating systems. As such, the 

research focuses solely on the experimental development and evaluation of FL models, rather 

than the deployment or integration of these models into production systems. This is consistent 

with research designs that prioritize performance assessment and model comparison over full 

system implementation. 

 

 To support this approach, the CRISP-DM methodology is employed as a flexible yet structured 

process model. Its iterative phases, particularly data understanding, preparation, modeling, and 

evaluation - map effectively onto the experimental method. These phases allow for continuous 

refinement and assessment of FL models based on performance metrics such as mean absolute 

error (MAE). The deployment phase of CRISP-DM is acknowledged but considered outside the 

scope of this thesis, a decision aligned with common practice in data mining research where 

operational rollout is often deferred (Schröer et al., 2021; Azevedo & Santos, 2008). 

 

Thus, the entire study adheres to one clearly defined aspect—the experimental evaluation of a 

federated learning approach—supported by a methodology that enables systematic, repeatable, 

and transparent research. 

 

3.1.4 Mapping Research Question to CRISP-DM Phases 
 

The mapping Table 1 shows cohesiveness between research question’s focus, research strategy 

(CRISP-DM) phases and set up of the experimental design. 
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Table 1: Mapping Research Question to CRISP-DM phases 

 

CRISP-DM Phase Relation to RQ 

Project Understanding Defines the need to forecast heat demand in a privacy-

preserving way using FL 

Data Understanding Study local client data from substations (energy 

consumption, flow rate, etc.) 

Data Preparation Time-series processing, normalization and formatting for 

FL training 

Modeling Design and training of local clients’ models using MLP 

and Flower + TensorFlow 

Evaluation Test and evaluate local and global models using metrics 

such as MAE, convergence aligned with RQ focus. 

Deployment Not addressed in this study (see section 3.1.2); outside the 

research scope 

 

3.2 RESEARCH METHOD: EXPERIMENTAL DESIGN 
 

This research adopts an experimental study design, which is well-suited for evaluating and 

validating the performance of Federated Learning (FL) models in a controlled, repeatable 

environment. The experimental method enables systematic testing of hypotheses related to heat 

load forecasting for district heating systems, allowing the study to measure how the FL models 

perform under varying client data distributions and settings. As Saltz et al. (2020) demonstrate, 

controlled experiments are essential in data science for comparing methodologies and 

understanding which frameworks support project success under specific constraints. This 

reflects the intent of the current study—to assess and refine learning models using measurable, 

repeatable experiments, rather than focusing solely on deployment or integration into 

production systems. 
 

Moreover, this experimental approach is tightly coupled with the CRISP-DM framework used 

as the overarching research strategy. Wiemer et al. (2019) introduced DMME (Data Mining 

Methodology for Engineering Applications), a holistic extension to CRISP-DM, where 

experimental design is not a separate activity but embedded throughout all phases - from 

business understanding to model evaluation. This aligns with Martínez-Plumed et al. (2020), 

who argue that data science trajectories are evolving from rigid workflows to more adaptive 

and experimentation-driven processes. In this study, experimental cycles guide the iterative 

improvement of model accuracy and efficiency, particularly in the modeling and evaluation 

phases of CRISP-DM. Thus, CRISP-DM not only supports but actively benefits from 

experimental design, making it a strong foundation for the technical and methodological goals 

of this thesis. 
 

3.3 METHOD REFLECTION 
 

The experimental method chosen in this study proved suitable for addressing the research 

question, as it allowed systematic evaluation of a federated model against local client models 
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in a controlled simulation. By simulating multiple clients using the Flower framework and 

TensorFlow, the study was able to isolate the effects of federated aggregation on model 

accuracy, convergence, and stability while maintaining strict privacy constraints. The 

integration of the CRISP-DM framework (Shearer, 2000; Wirth & Hipp, 2000) provided a clear, 

iterative structure for executing each phase-ranging from project understanding to model 

evaluation - ensuring methodological transparency and reproducibility (Berthold et al., 2010). 

This structured process helped align the technical implementation of federated learning with 

the domain-specific objectives of heat demand forecasting in district heating networks. 

Despite its strengths, the chosen methodology also showed certain limitations. The simulated 

environment, while effective for proof-of-concept experimentation, could not fully replicate 

real-world operational constraints such as heterogeneous hardware performance, fluctuating 

network conditions, and asynchronous client availability (Kairouz et al., 2021). Moreover, the 

deployment phase of CRISP-DM was intentionally excluded from the scope, consistent with 

prior observations that academic studies often focus on modeling and evaluation rather than 

operational integration (Schröer et al., 2021). Future research could extend the experimental 

design to real-world deployments, incorporating live data streams from distributed substations 

and automated model update pipelines. Nonetheless, the combined use of CRISP-DM and the 

experimental method provided a rigorous foundation for investigating privacy-preserving, 

distributed forecasting models, fulfilling both the analytical and practical aims of the study. 

 

3.3.1 Validity and generalization 
 

In research methodology, validity refers to the degree to which a study accurately measures 

what it is intended to measure, while generalization concerns the extent to which the results can 

be applied beyond the specific conditions of the study (Creswell & Creswell, 2018). In this 

work, validity is addressed by ensuring that each phase of the CRISP-DM framework is 

rigorously implemented, from consistent preprocessing of client datasets to standardized model 

evaluation procedures across all federated rounds. The choice of metrics, such as Mean 

Absolute Error (MAE) and model convergence rates, directly aligns with the objective of 

assessing heat load forecasting accuracy, thereby supporting construct validity. Internal validity 

is strengthened by controlling experimental variables, including the simulation environment, 

client sampling strategy, and aggregation method, to ensure that observed performance 

differences are attributable to the federated learning setup rather than uncontrolled factors. 

Generalization is more challenging in this study due to the use of simulated client data and 

controlled execution within the Flower framework. While the experimental design provides 

valuable insights into model behavior in a distributed environment, external validity is limited 

by the absence of real-world deployment and heterogeneous operational conditions across 

actual district heating substations. Nonetheless, by incorporating diverse data partitions for each 

client and simulating realistic distribution patterns, the study aims to improve the transferability 

of findings to similar contexts. Future research, particularly involving live deployment in 

operational energy systems, will be necessary to fully establish the robustness and 

generalization of the proposed federated learning approach (Yin et al., 2021). 
 

3.3.2 Ethical considerations 
 

Ethical considerations are central to research involving distributed data from operational energy 

systems. In this thesis, the selection of a federated learning approach directly addresses key 

privacy and data protection concerns by ensuring that raw data from district heating substations 

remain on local devices, never being transferred to a central server. This design minimizes the 

risk of unauthorized access, data breaches, or unintended disclosure of sensitive operational or 
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customer-related information (Kairouz et al., 2021). All experiments were conducted using 

simulated or anonymized datasets, further mitigating risks associated with personally 

identifiable information (PII) or commercially sensitive operational parameters. 

Moreover, fairness and transparency were considered throughout the CRISP-DM phases. 

Model evaluation was carried out using consistent metrics across all clients to avoid bias in 

performance reporting, ensuring that the global model’s benefits are equitably distributed. 

Transparency in reporting methodology, assumptions, and limitations also supports the ethical 

principle of reproducibility, allowing other researchers to verify and extend this work (Floridi 

& Taddeo, 2016). 

Although the deployment phase is out of scope for this thesis, ethical compliance in future real-

world integration would require adherence to regional data governance laws - such as the EU 

General Data Protection Regulation (GDPR) - and thorough stakeholder communication to 

ensure informed consent and responsible AI deployment. 

Federated Learning inherently supports privacy preservation by keeping raw data on the client 

side, addressing critical concerns in data-sensitive applications like DH systems (McMahan et 

al., 2017). This decentralized approach complies with GDPR regulations, ensuring that user 

data remains confidential throughout the training process. However, risks of inference attacks 

and model inversion persist, where malicious actors could infer private data from gradient 

updates (Nasr et al., 2019). 
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4 HEAT LOAD PREDICTION – EXPERIMENTAL DESIGN 
 

To address the research question, the experimental design was structured according to the 

CRISP-DM methodology mentioned in section 3.2, which provided a systematic framework for 

organizing the entire federated learning approach into clearly defined phases. Each phase 

aligned with a specific step in the implementation of a privacy-preserving, distributed model, 

developed using the Flower framework with a TensorFlow (Bonawitz et al., 2017). The 

experiment was designed to simulate a federated learning environment along with evaluation 

of the performance of a global heat demand forecasting model with that of individual local 

client models. Figure 7 shows the high-level design connectivity and workflow of the 

experiment. 
 

4.1 SYSTEM ARCHITECTURE 
 

 
Figure 7: High level block diagram of system using FL  

 

The System Architecture is the logical and physical setup of the Flower + TensorFlow FL 

pipeline for the study of heat load forecasting. It shows both methodology and implementation 

in one view. Each CRISP-DM phase is linked with Flower and TensorFlow code files. This 

makes it easy to align phases and reproduce the project. It depicts the implementation 

components such as Server, Clients, Task code, customized FL strategy, Logging, Centralized 

test set and how they connect as shown in Figure 8. 

The components are described as follows: 

• task.py is used by both clients (local preprocessing) and server (to build initial model & central 

test set). 

• client_app.py runs MLPClient — local training & evaluation, logs client CSVs. 

• server_app.py runs ServerApp with FedAdam/FedAvg strategy; and logs global models 

metrics in CSV. 

• log_metrics/ stores client_eval_log_* and global_eval_log.csv, which plot_metrics.py reads 

to create mae_vs_rounds.png. 
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Figure 8: System Architecture (Methodology and Implementation view)  

 

4.2 EXPERIMENTAL SETUP 
 

As mentioned in Section 3.1.1, the CRISP-DM framework (see Figure 6) divides the research 

into logical, iterative phases, offering both structure and flexibility in addressing the research 

question. The key phases relevant to this work are project understanding, data understanding, 

data preparation, modeling, and evaluation (Berthold et al., 2010). Following this structure, the 

experimental process began by defining and clarifying the project objectives. Next, the study 

examined and characterized the relevant datasets, including their sources and key components. 

The subsequent phase involved extracting and preparing the necessary features for model 

training. The modeling phase focused on selecting, configuring, and training a NN model on 

local client’s datasets within the federated learning setup. Finally, the evaluation phase assessed 

the performance of the trained models—both locally and globally—within the Flower-based 

federated framework, enabling a detailed comparison of predictive accuracy and convergence 

behavior. The entire implementation was developed using the Flower federated learning 

framework with a TensorFlow backend. 
 

Project Understanding 
 

The objective of this project was to estimate the heat load of district heating substations based 

on maximum setpoint constraints, using a Federated Learning (FL) approach. The study aimed 

to answer the research question: How can Federated Learning be used to accurately estimate 

heat load across distributed substations while ensuring data privacy and efficient global model 

convergence? 

 

From a practical perspective, the goal was two ways: 
 

1. Develop an FL based model capable of predicting short-term heat demand. 

2. Evaluate the performance between a federated global model and individual local client 

models, focusing on accuracy, convergence and federated aggregation strategies. 

Setup: Use Flower as the federated platform and TensorFlow (Bonawitz et al., 2017) for model 

training and evaluation. Each substation or edge devices acts as a separate client node with its 

own local dataset. Define rounds of communication and specify metrics (e.g., MAE) as targets 

for success. 

The constraints and drivers shaping this research include:  

a) Data privacy Raw data from substations must remain local. 

b) Distributed nature: Data is spread across multiple clients (simulated edge devices). 

c) Evaluation scope: Focus is on model building and evaluation of FL approach. 
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Data Understanding 
 

Data for the experiment was obtained from district heating substation datasets, representing 

real-world measurements of temperature, flow rate, and energy consumption. 

Each client was assigned a distinct dataset reflecting different load characteristics and 

consumption patterns. 

Data collection: 

In this study, secondary data sources were utilized to train and evaluate ML models for 

forecasting heat demand. These included historical consumption records and set-point 

configurations obtained from district heating substations. Using this pre-existing data allows 

for the development of a federated learning framework without direct real-time intervention, 

ensuring both efficiency and data privacy compliance. 

Key points: 

Sources: Secondary datasets representing anonymized substation records. 

Time range & resolution: Hourly data over a period sufficient to train time-series models. 

Features: historical energy consumption, set point temperatures, flow rate etc. 

Target variable: Heat load (kWh). 

Dataset: Data was available in pickle format for three clients containing time-series energy data 

(kWh and m³/h) for a year's worth of hours. This data was used as local datasets to simulate 

three clients. 

Exploratory Analysis: Load each dataset and inspect distributions, missing values, and patterns. 

Log basic statistics and plot trends to ensure consistency across clients. 

 

Data exploration revealed variability in load patterns across clients, this shows that there is need 

of a federated approach to capture both local patterns and global trends. 

 

Data Preparation 
 

The next phase was data preparation, to transform the raw heat load measurements from district 

heating substations into a form suitable for DL within a federated learning framework. This 

stage involved feature engineering and data transformation, guided by CRISP-DM’s emphasis 

on creating model-ready datasets (Wirth & Hipp, 2000; Berthold et al., 2010). Data 

preprocessing was applied locally to each client to maintain privacy.  

The significant transformation technique used was a sliding time window approach, in which a 

fixed number of past observations was selected as input features to predict the subsequent heat 

load value. Windowing the time series into input-output pairs, e.g., past 72 hours of features to 

predict the next 24 hours heat load. Generate multistep sequences via 

create_multistep_sequences. This conversion from time-series format to supervised learning 

samples enabled the MLP model to capture short term sequential dependencies and temporal 

patterns in the data. 

Feature scaling via Min-Max transformation addressed magnitude disparities between 

measurement types (kWh energy delivery and m³/h flow rates) while promoting numerical 

conditioning during neural network optimization, constraining all inputs to the unit interval [0, 

1]. This normalization was performed locally on each client dataset, ensuring no sharing of raw 

data or global statistics, thereby maintaining privacy and preventing data leakage (Pyle, D. 

1999; Han et al., 2012). 

In keeping with the temporal nature of the data, chronological partitioning was implemented to 

divide datasets into training and testing sets. This approach preserves real-world operational 

constraints, ensuring that future data is never used to predict past events and that local data 
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remains securely stored on client devices.  

After feature engineering and transformation, the next technique was splitting datasets into 

training (60%) and validation (20%) sets and testing (20%). Only test sets are consolidated for 

central evaluation. 

The feature engineering pipeline, comprising time windowing, local normalization, and time-

based partitioning was intentionally kept minimal yet robust, prioritizing reproducibility and 

aligning with the privacy-preserving requirements of federated learning experiments.  

 

Modeling 
 

Once the data had been pre-processed and transformed, the next step in the CRISP-DM 

framework was modelling. In this study, modelling centered on the development and evaluation 

of a privacy-preserving, distributed learning system for district-heating substations, 

implemented using the MLP architecture and Flower federated learning framework with 

TensorFlow. 

 

Model Architecture: The MLP was configured with an input layer matching the time-windowed 

sequence length (72 hours) and feature count (2 predictors: kWh and m³/h), followed by two 

dense hidden layers with ReLU activation, and a single-output dense layer for heat load 

prediction. The model was constructed via the build_model () function and optimized using the 

Adam optimizer with mean squared error (MSE) as the loss function. Model performance was 

evaluated using mean absolute error (MAE) as the primary metric. MLPs learn through 

backpropagation, which adjusts weights by propagating error backward from the output layer 

to earlier layers (Rumelhart et al., 1986). 

 

To stabilize training, a learning-rate schedule was used to decay the learning rate over 

communication rounds on the server side, supporting convergence in federated settings 

(McMahan et al., 2017). 

 

Federated Learning Setup: Local training proceeds independently at each substation, executing 

five epochs per federation cycle on site-specific datasets comprising historical operational 

measurements. Following local optimization, clients transmit updated parameter configurations 

to the central coordinator. The Flower server synthesizes these distributed updates through 

weighted combination, where contribution magnitudes scale proportionally with local dataset 

sizes (McMahan et al., 2017). This proportional weighting ensures substations with longer 

operational histories exert commensurate influence on global model evolution. The server 

updates the global model without accessing individual client datasets, preserving privacy and 

security. The updated global model was redistributed to clients for the next training round. 

 

Two aggregation strategies were evaluated: Federated Averaging (FedAvg) (McMahan et al., 

2017) and adaptive federated optimization (FedAdam) (Reddi et al., 2021). These strategies 

differ in how they manage heterogeneous client updates: FedAvg treats all parameter changes 

equally after weighting by data volume, whereas FedAdam applies momentum and adaptive 

learning rates at the server level to accommodate non-identically distributed client data. 

 

Training Parameters: The modelling stage was configured with parameters optimized through 

preliminary experiments: 

i. Batch size: To control gradient updates and memory efficiency 

ii. Learning rate: 0.01, tuned for stability in both local and aggregated updates 

iii. Number of local epochs: Five per round, balancing local computation cost and 
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communication frequency 

 

Evaluation 
 

The evaluation phase focused on assessing the performance and reliability of the developed 

models, between 1. Global model performance (aggregated across clients). 2. Individual local 

model performance (trained independently on each client’s dataset). It determines whether they 

meet the research objectives and identify areas of refinement (Wirth & Hipp, 2000). It enabled 

a detailed understanding of how the federated training process influenced predictive accuracy 

across distributed data sources. 

Global model Evaluation: After each federated training round, evaluating global model on 

aggregated global weights using centralized evaluation dataset i.e. Server-side evaluation, this 

study used combined test set from three clients for experimentation i.e., centralized hold-out 

dataset. This supported assessment of the generalization ability of the aggregated models across 

diverse client data distribution. Log centralized loss, MAE, predictions, and true values. Clients 

append their local metrics in CSV format. 

Client model Evaluation: Each client computed MAE on its own local test set after each round. 

Each client logs its validation metrics post-training that is Federated or client-side evaluation. 

This showed how well the global model aligned with local data patterns and whether 

performance varied significantly between clients. 

Performance Metrics: MAE for global and client models, Loss curves over rounds and residual 

plots for insight into prediction errors. 

Logging and Tracking: Applied CSV logs stored in a log_metrics directory, with one file per 

client and one for global evaluation. This enables later plotting and residual analysis. Metrics 

were logged to CSV at both client and server sides. Last six rounds of global MAE and last five 

rounds of each client’s MAE were used for plotting MAE vs. Round graphs. Global metrics log 

(global MAE and global Loss) is stored in log_metrics/global_eval_log.csv per round number 

Client metrics log are stored in log_metrics/client_eval_log_Client_X.csv for each client’s 

MAE. 

The comparison enabled assessment of behavior of the federated global model, client-specific 

deviations due to local data characteristics and evaluating impact of federated aggregation on 

performance stability across heterogeneous client’s data. 
 

Deployment 
 

 Deployment of generated models is beyond scope of this study. Outcome and performance 

were analyzed based on memory and computation factors along with scalability and real-world 

implementation potential. It can be integrated with IoT devices and data platforms. It supports 

gaining knowledge, continuous learning and improving the model for better performance and 

updates in federated model. Results are reported and presented. 

 

4.2.1 Experimental Environment 
 

Hardware: Local workstation with Python virtual environment. 

Software stack: 

Python 3.11 

TensorFlow 2.x 

Flower 1.19 or latest stable version 

Pandas, NumPy, Matplotlib for preprocessing and analysis. 

 

4.2.2 Implementation Overview 
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Figure 9. shows the Federated Learning simulated communication between server and client 

along with its code implementation files using Flower and TensorFlow (Bonawitz et al., 2017) 

implementation. It is an iterative federated learning process showing “Send global weights” and 

“Return updated weights with metrics”.  

 

 
Figure 9: Federated Learning iterative communication process  

 

4.2.3 Experiment Execution - Federated Learning workflow 
 

The Flower project can be run in both simulation and deployment mode, but this thesis aims to 

run the project in Simulation mode. By default, flwr run will make use of the Simulation Engine. 

For more information about how to run flower projects - Flower Framework Documentation. 

 

The step-by-step interaction between Server and Clients for a federated workflow is as follows:  

1. Server sends initial global model. 

2. Clients train locally. 

3. Clients send updates. 

4. Server aggregates & updates global model. 

5. Evaluation happens, metrics logged. 

Figure 10. shows the FL executions workflow using different methods: 

(init, configure_fit → clients.fit → aggregate_fit → configure_evaluate → clients. evaluate → 

aggregate_evaluate → centralized evaluate, logging). 

configure_fit() uses on_fit_config_fn(server_round) to pass "lr" to clients. Client fit() method 

reads this config and sets learning rate if model is constructed there. 

evaluate_fn() method on the server uses task.build_model(...) method and 

parameters_to_weights(parameters) to set model weights and evaluate on centralized test set. 

Clients log per-round metrics to client_eval_log_CLIENTID.csv (log_client_metrics() 

function). 
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Figure 10: Experiment execution - Federated Learning Workflow  

 

4.2.4 Sequence Diagram 
 

Figure 11 shows low-level, timely ordered sequence diagram between server and client 

communication rounds. 

One-time steps (before loop): Data Loading → Each client loads raw district heating data. 

Data Preparation → Cleaning and scaling before model training. Model Initialization → MLP 

architecture setup on server and clients. Iterative FL loop (per round). Server sends global 

models to clients. Clients train model on local prepared dataset. Clients send model’s updated 

weights to server. Server aggregates the updated weights using FedAdam and FedAvg 

strategy. Server evaluates global models on centralized datasets that are different from local 

datasets. Repeat until all rounds are complete. 
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Figure 11: Sequence diagram between server and client communication rounds. 
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5 RESULTS 
 

This chapter reports the empirical results of the federated learning (FL) experiments described 

in Chapter 3. The objective is to evaluate whether FL can learn from distributed substation time-

series data and provide accurate individual meters or client-level predictions without 

centralizing raw data. The experiments use hourly operational signals from district heating 

substations to predict the next 24 hours of hourly heat demand. It is capacity-relevant because 

peak behavior and high-demand periods within the predicted profile are central to capacity 

planning and load management. The evaluation focuses on model dynamics across FL rounds, 

client-level accuracy, and robustness under heterogeneous client data. The main aim is to 

evaluate the performance of the proposed approach against the research question (RQ1). 

Performance is evaluated using MAE on each client’s test set, and results are analyzed in terms 

of (i) learning dynamics across federated rounds, (ii) differences across clients, and (iii) 

sensitivity to aggregation strategy. 

The results are presented in three parts: 

First, a convergence analysis examines how global and client-side prediction error evolves over 

communication rounds.  

Second, client-level performance is compared between the aggregated global model and the 

client-side model to assess whether collaborative training improves generalization across 

heterogeneous substations.  

Third, two aggregation strategies—FedAvg and FedAdam—are compared to understand how 

aggregation choice influences stability and robustness under heterogeneous client data. 
 

5.1 EXPERIMENTAL CONFIGURATION 
 

Federated training was implemented using the Flower framework (Beutel et al., 2020) with 

three simulated clients representing district heating substations. Each client trained a multilayer 

perceptron (MLP) model locally using Adam optimizer and sent model updates to a central 

server at the end of each communication round. Training was performed for twelve rounds, and 

each round used a fixed number of local epochs and batch size. Server aggregation was 

performed using two alternative strategies: 

FedAvg, which aggregates client updates by weighted averaging (McMahan et al., 2017). 

FedAdam, an adaptive federated optimization method designed to improve robustness under 

heterogeneity (Reddi et al., 2021). 

Each client dataset was transformed into supervised sequences using a sliding window with 

fixed input length ὲinput χς hours and forecast horizon ὲoutput ςτ hours. The feature set 

consisted of two predictors: hourly energy kWh and volume flow m³/h. For each client, the data 

were split into training and test sets using a 70/30 temporal split. Model performance was 

measured using MAE on each client’s test set. 

Interpretation of “local model” in the plots. In the results figures, the “local model” refers to the 

client-side model after local training in each round (before server aggregation). This is not a 

separate “local-only” baseline trained independently from scratch without federated 

initialization; rather, it represents the client update within the federated process. 

Each client contributed its own energy consumption data, which was preprocessed into time-

series sequences. The feature set consisted of predictors such as ‘kwh’ and ‘m3h’ from the client 

datasets, and the temporal split followed the same train/test ratio for each client. The models 

were trained in over twelve communication rounds. In each round, clients trained their local 

models and shared updates with the server. The server then aggregated the client weights using 

two different strategies: FedAdam (Reddi et al., 2020) and FedAvg (McMahan et al., 2017). 

The performance was evaluated using MAE, chosen because it directly measures prediction 
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accuracy in terms of energy consumption values. Both the global model (after aggregation) and 

the local client models (before aggregation) were tested separately on each client’s dataset to 

assess fairness and generalization. The different hyperparameters shown in Table 2 were used 

during the experiments. 
 

Table 2: Experimental Hyperparameters 

 

Parameters Values 

Number of simulated clients 3 

Federated rounds 12 

Local epochs per round 5 

Optimizer Adam 

Learning rate (lr) 0.01  

Sequence length (ninput) 72 hours 

Forecast horizon (noutput) 24 hours 

Stride 1 

Features 2 predictors (kWh and m3h) 

Train/Test split 70/30 

Federated Averaging Algorithm FedAdam and FedAvg 

 

5.2 RESULT INTERPRETATION AND ANALYSIS 
 

This section interprets the client-level MAE trajectories across rounds for both aggregation 

strategies. In each figure, solid lines show the MAE of the global aggregated model evaluated 

on a given client’s test set, and dashed lines show the MAE of the client-side (local) model 

evaluated on the same client’s test set after local training in that round. 
 

5.2.1 FedAdam aggregation (Figure 12) 
 

With FedAdam aggregation, the global model demonstrates reduced error levels across all 

clients during early rounds, showing effective initial learning. During the initial three to five 

rounds, global MAE exhibits noticeable decline, indicating that the aggregation process 

successfully identifies shared patterns within the distributed client datasets. Throughout the 

middle rounds, the global MAE maintains low and consistent values for multiple clients, 

notably Client 2 and Client 3, whereas client-side models display greater variability. 

An important observation concerns the dynamics in later rounds (rounds 9-12). Client-side 

models show marked error spikes for certain clients (particularly Client 2 and Client 1), while 

the global model maintains substantially lower values across most rounds, though occasional 

increases appear for specific clients. This behaviour indicates that aggregation yields a 

stabilizing influence compared to client-specific updates, though the overall training dynamics 

continue to exhibit sensitivity to client heterogeneity and training configuration. The 

instabilities observed in later rounds further demonstrate that simply increasing the round count 

does not guarantee consistent improvement for each individual client, supporting the 

consideration of monitoring mechanisms or early stopping criteria in operational 

implementations. These findings suggest that FedAdam effectively accommodates imbalances 

and variations within client data. The adaptive learning mechanism inherent to this approach 

facilitates faster convergence while maintaining robust generalization across the client 

population. 
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Figure 12: Evaluation of global and three client’s model on client’s data using FedAdam 

strategy 

 

5.2.2 FedAvg aggregation (Figure 13) 
 

With FedAvg aggregation, early round improvement is similarly observable, with the global 

model typically achieving lower MAE than client-side models throughout numerous rounds. 

Nevertheless, when compared to FedAdam, the MAE trajectories demonstrate increased 

volatility during later rounds for certain clients. Notable error spikes appear in client-side 

models near rounds 9-10, with global MAE also exhibiting increases for at least one client 

during final rounds. This pattern aligns with the known sensitivity of simple averaging 

approaches to non-identically distributed (non-IID) client updates, wherein individual clients 

may push the global model away from other clients' optimal configurations during each round 

(Li et al., 2020). These observations indicate that FedAvg's straightforward averaging strategy 

demonstrates reduced effectiveness when managing non-IID data distributions, a characteristic 

commonly encountered in real-world deployment scenarios.  

Client-specific effects are clear: certain clients maintain stable performance while others 

experience substantial degradation in later rounds. This variation underscores that aggregation 

performance depends not solely on the algorithmic approach but also on the degree of client 

heterogeneity and the extent to which local training drives updates away from a shared optimal 

solution. 
 

5.2.3 Comparative observations (FedAdam vs FedAvg) 
 

Across both aggregation strategies, the globally aggregated model typically achieves lower 

MAE compared to the corresponding client-side model within the same round. This finding 

demonstrates that collaborative learning successfully reduces prediction error and diminishes 

the instability characteristic of isolated client updates. When comparing the two aggregation 

strategies, FedAdam displays more consistent global learning dynamics for certain clients and 

demonstrates more pronounced improvement during early rounds, whereas FedAvg exhibits 

heightened sensitivity to client divergence during later training stages. Concurrently, both 

methodologies show late-round instability affecting at least one client, confirming that stability 

should not be presumed but rather evaluated as an empirical characteristic of the specific 

implementation configuration. 
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Figure 13: Evaluation of global and three client’s model on client’s data using FedAvg 

strategy 

 

A practical consideration emerging from these results is that model selection processes should 

account for round-dependent performance behaviour: within these experiments, substantial 

improvement concentrates in early rounds, while later rounds may introduce instability. 

Consequently, realistic operational deployments might benefit from validation-based round 

selection or implementation of stabilization approaches (e.g., reduced learning rates, decreased 

local epoch counts, adjusted client weighting schemes, or personalization strategies). 
 

5.2.4 Summary of Results 
 

The experimental findings demonstrate that federated aggregation effectively supports client-

level forecasting of substation heat demand utilizing distributed operational time-series. 

Employing three clients across twelve communication rounds, the globally aggregated models 

typically attain lower MAE compared to client-side models trained locally during each 

individual round. Both FedAdam and FedAvg aggregation strategies produce substantial 

improvement during early rounds, though late-stage instability manifests for particular clients 

under both methodologies. In summary, FedAdam demonstrates more consistent performance 

for certain clients alongside stronger early-stage improvements, while FedAvg exhibits 

increased volatility when processing heterogeneous client updates. These findings confirm the 

viability of FL for substation-level demand prediction while highlighting that convergence 

characteristics and stability properties depend critically on configuration parameters and the 

degree of client heterogeneity. Extended investigation beyond this limited-scale simulation 

environment is necessary for comprehensive evaluation. 
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6 DISCUSSION 
 

The Flower framework offered a practical and adaptable platform for implementing federated 

learning within the time-series forecasting context. Flower facilitated efficient coordination 

between server and client components, enabling experimentation with alternative aggregation 

strategies within a consistent experimental environment. This infrastructure supported 

controlled comparison of FedAvg and FedAdam performance while maintaining consistent 

underlying data distributions and client configurations. 

In summary, the experimental results indicate that federated aggregation enhances client-level 

prediction accuracy relative to client-side models trained exclusively on local datasets within 

individual rounds. Distinctions between aggregation strategies were clearly observable: 

FedAdam demonstrated more substantial early-round performance improvements and exhibited 

comparatively superior robustness when processing heterogeneous client updates compared to 

FedAvg, aligning with established findings that adaptive federated optimization approaches can 

reduce tuning challenges and convergence difficulties when operating under non-IID client data 

conditions (Reddi et al., 2021; Li et al., 2020; Zhao, 2018). 

The MLP architecture was selected due to its simplicity and established application in 

regression contexts, along with its capacity for efficient implementation within resource-

constrained computational environments. Existing research has established that MLPs deliver 

competitive predictive capabilities for energy-related forecasting applications, with 

architectural selections significantly influencing both generalization capacity and 

computational requirements (Ekonomou, 2010; Ramchoun et al., 2016; Popescu et al., 2009). 

Within this thesis, the integration of MLP architecture with federated training methodology 

provides initial evidence that distributed substation time-series data can be utilized 

collaboratively without necessitating raw data transfer, consistent with the fundamental 

motivation underlying FL for decentralized operational contexts (Kairouz et al., 2021). These 

characteristics establish MLPs as an appropriate selection for edge computing environments, 

where memory limitations, latency constraints, and energy consumption considerations 

represent critical design factors. 

A significant finding concerns the non-monotonic relationship between training progression 

and communication round count. Although early rounds consistently yield performance 

improvements, subsequent rounds may introduce oscillatory behaviour and performance 

deterioration for particular clients. This observation suggests that operational deployments 

should integrate mechanisms including monitoring-driven stopping criteria, validation-based 

round selection, hyperparameter optimization (particularly learning rate schedules and local 

epoch configuration), and potentially personalization approaches or client clustering strategies 

to mitigate the impacts of pronounced client heterogeneity. 

Finally, while the experimental framework focuses on 24-hour ahead heat-demand forecasting, 

the observed tendency toward peak variability within district heating demand patterns indicates 

that enhanced profile prediction maintains practical relevance for capacity-oriented operational 

planning. Nonetheless, subsequent research should incorporate direct evaluation of capacity-

relevant metrics (e.g., prediction errors for daily maximum demand values) to establish stronger 

connections between forecasting performance and heat load estimation objectives. 
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7 CONCLUSION 
 

This thesis showed a federated learning approach for energy consumption forecasting, 

constructed fully using the Flower framework. By using Flower’s client–server architecture, the 

study proved how models can be trained collaboratively without centralizing sensitive energy 

data. The experiments deepened that global models aggregated across clients consistently 

perform better than local models trained in isolation. 

 

The comparison between FedAvg and FedAdam demonstrated that aggregation strategy has a 

strong influence on performance. FedAdam’s adaptive characteristics allowed it to distribute 

faster convergence and more consistent results in the presence of heterogeneous data, while 

FedAvg, though computationally lighter, demonstrated instability. These outcomes focus on 

Flower’s value as a research platform for studying and evaluating such strategies. 

 

In conclusion, federated learning with Flower offers a realistic, privacy-preserving, and 

effective solution for distributed energy forecasting. Adaptive aggregation strategies, 

particularly FedAdam, show robust capability for real-world deployment in environments 

where client data is diverse. 
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8 FUTURE SCOPE 
 

Future work should first validate the approach at a realistic scale by training with many more 

substations and account for practical issues such as client dropouts, uneven data volumes, and 

communication cost. Since the 12-round experiments showed client-specific error spikes, the 

next step is to improve stability under heterogeneous data using better round selection/early 

stopping and more robust or personalized FL strategies beyond FedAvg/FedAdam.  

Finally, based on the heat load capacity goal, evaluation should focus more on peak-relevant 

measures (e.g., daily maximum errors) rather than only overall MAE. 

Further it could be extended by working with external data sources such as seasonal or calendar 

variables for generalization and enhancing accuracy. 
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10 APPENDIX 
 

   

10.1  DAILY PROFILES 
 

 
Figure 14: Weekday vs weekends (median) 
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University of Borås is a modern university in the city center. We give courses in business administration 

and informatics, library and information science, fashion and textiles, behavioral sciences and teacher 

education, engineering and health sciences. 

In the School of Business and IT (HIT), we have focused on the students' future needs. Therefore, we 

have created programs in which employability is a keyword. Subject integration and contextualization 

are other important concepts. The department has a closeness, both between students and teachers as 

well as between industry and education. 

Our courses in business administration give students the opportunity to learn more about different 

businesses and governments and how governance and organization of these activities take place. They 

may also learn about society development and organizations' adaptation to the outside world. They have 

the opportunity to improve their ability to analyze, develop and control activities, whether they want to 

engage in auditing, management or marketing. 

Among our IT courses, there's always something for those who want to design the future of IT-based 

communications, analyze the needs and demands on organizations' information to design their content 

structures, integrating IT and business development, developing their ability to analyze and design 

business processes or focus on programming and development of good use of IT in enterprises and 

organizations. 

The research in the school is well recognized and oriented towards professionalism as well as design 

and development. The overall research profile is Business-IT-Services which combine knowledge and 

skills in informatics as well as in business administration. The research is profession-oriented, which is 

reflected in the research, in many cases conducted on action research-based grounds, with businesses 

and government organizations at local, national and international arenas. The Research design and 

professional orientation is manifested also in InnovationLab, which is the department's and university's 

unit for research-supporting system development. 
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