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Chapter 1

Introduction

This thesis aims to take an introductive, explorative look at the relatively uncharted area
of automated, genre-based fiction classification. Fiction classification, in general terms,
is seemingly an area which has recieved a notably small degree of scientific attention
over the last few decennia, as argued by Beghtol (1994, p. 14) among others – a state-
ment which will be elaborated upon later in this thesis. Through an experimental, explo-
rative approach, this thesis will aim to explore the use of machine-learning methods for
text classification in relation to existing fiction classification theories, and also, attempt
to discern some of the quantitative patterns that characterize genres of fiction.
Contrary to the interest for fiction classification, the interest in automated text classifica-
tion seems to have spiked in the last few years (Mirończuk & Protasiewicz, 2018, p. 46).
This is likely due to a combination of scientific breakthroughs and innovations connected
with an overall elevated societal interest in the potentials of machine-learning, big data
analytics and the development of artificial intelligence. Methods for automated text clas-
sification have been proven to carry significant capabilities of efficient processing and
analysis of large collections of text documents, with relatively small costs in terms of
time and resources; for example, for purposes of metadata extraction, authorship attri-
bution and text genre classification (Gunnarsson, 2011; Sebastiani, 2005). This last field
of application is, as implied by the title, the central focus of this thesis – the purpose of
which is to investigate the possibilities of automatically classifying text documents of
fiction and categorizing them by genre, with a level of effectiveness and correctness that
is satisfactory to humans. However, unlike theorists such as Gunnarsson (2011, p. 2)
and others, who address the concept of genre as categories of non-fiction documents that
share a resemblance through communicative and structural properties, this study will
occupy itself with genres of fiction in the common, everyday sense, in which most of
us casually discuss the concept – namely, in categorizing and describing books, movies,
TV series, and other media containing fictional narrative. In order to investigate the po-
tential for employing automated methods to classify text documents containing narrative
fiction (in the context of this thesis, mainly novels and short stories) by genre in this ev-
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eryday sense, the first part of this explorative experiment will test and evaluate methods
for automated classification for this particular task. The second part of the experiment
will consist of an attempt to gain closer insight into the properties that distinguish these
genres, and thus supposedly influence the decisions of the automated classifiers to some
degree.

The structure of this thesis will proceed as follows. In the following section of the In-
troduction chapter, some clarifying statements will be made about the terminology used
in this thesis, to avoid any misconceptions about the intentions of the study. Then, the
theoretical and practical significance of fiction classification will be briefly introduced
from a LIS perspective – asking the questions why genre-based fiction classification is
an interesting area, and why the furthering of discussions in this field is arguably bene-
ficial for LIS theory and library practices. The second chapter will consist of a literature
review, with the aim of providing a theoretical basis for discussing fiction classification.
This chapter will also provide an outline of the basic, established principles and meth-
ods for automated text classification in general. Following this introduction of central
concepts – the understanding of which is arguably necessary to understand the compo-
nents of the research problem in focus – the problem statement itself will be presented,
along with the research questions that this experimental study seeks to address. The ex-
perimental study will focus on two main areas; firstly, to investigate whether automated
methods for classification can effectively be used to categorize collection of fiction, and
secondly, to gain some insight into textual variations that can be assumed to distinguish
the genres and thus influence the results of the automated classification experiments.

The third chapter will aim to provide theoretical and practical insight into the meth-
ods used in the practical, experimental study that forms the main part of this thesis. The
chapter will begin by describing the necessary, elementary steps of text document pre-
processing, and will then continue onwards to describing applications of automated text
classification methods. Then, this chapter will detail the methods that will be used to
evaluate the classification tests, and finally, the methods that will be used for closer in-
spection into the components that assumedly distinguish between the genre-classes will
be detailed. The fourth chapter will present the results of the experiments themselves,
including an analytical review and analysis of the classification test results, as well as the
closer inspection of class-distinguishing factors. In chapter five, the observations from
the analysis in the fourth chapter will be discussed, reflected upon and related to the the-
ory reviewed in the introducing chapters. The end of the fifth chapter will summarize the
observations in the thesis through some conclusive reflections based on the Discussion.

1.1 Introductory notes on terminology
In this section, a few short notes will be provided to clarify some elements of the termi-
nology used in this thesis, in the hope of averting any misconceptions and supporting the
readability of the text.
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”Fiction” and ”Non-fiction”

The concepts of fiction and non-fiction can, according to Beghtol (1994), be regarded
as two distinct document categories. Fiction is defined by Beghtol as ”works that are
thought to arise primarily from the imaginations of their creators” (1994, pp. 6-7),
whereas works of non-fiction, according to Beghtol, ”are thought to arise from a ratio-
nal faculty” (1994, p. 7). Furthermore, Beghtol suggests, the category of fiction can be
specified even further, to constitute ”works arising from the imagination that are written
in narrative prose” (Beghtol, 1994, p. 7). She furthermore describes that the delimita-
tions of the domain of fiction are largely disputed – as such, she argues, this concept
necessitates an open and widely inclusive definition (Beghtol, 1994, p. 7). Consider-
ing Beghtol’s statements, however, both the concepts of imagination and narrative form
seem to be of central importance to fiction, whereas they seem to be of less importance
for non-fiction. For this reason, the above definitions will be kept consistent throughout
the study. To clarify the intents and delimitations of this study, this thesis concerns it-
self with text documents which mainly consist of fictional narrative; most prominently
novels, short stories and similar material.

”Works of fiction”

In addition to the above statements about the concept of fiction, it should probably be
clarified that this study will exclusively concern itself with what Beghtol (1994, p. 18)
defines as primary works of fiction; namely, the fictional texts themselves. This concept
is distinct from the concept of secondary works, which entails works that are derived
from the primary works of fiction themselves. This second concept may according to
Beghtol include critical text, literary analyses, or other derivative works based on the
primary fictional texts. This distinction is important in discussions on fiction classifi-
cation, since there is obviously a considerable difference between discussing works of
fiction, i.e. primary works, and works about fiction, i.e. secondary works, which should
essentially be regarded as works of non-fiction (Beghtol, 1994, pp. 18, 21).

”Genres of fiction”

As implied by the title, this thesis heavily concerns itself with the concept of genres in
relation to fictional text. Already at this stage, it should probably be stated that genre is
a largely problematic, disputed and ambiguous term, its meaning shaped by the context
in which the concept is approached. This ambiguity is discussed by Finn & Kushmerick
(2006), who argue that the use of the term genre is permeated by a considerable degree
of subjectivity, and varies widely from the level of domain all the way down to the in-
dividual level. The concept of genre may, for instance, be used to categorize documents
by applying broad labels such as the ones used by Stamatatos et al. (2000, p. 481, Table
1) in their study on text classification; for example, Press editorials, Academic prose,
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Literature and Recipes. However, when the concept of genre is referred to in the con-
text of the experimental study of this thesis, what is referred to is genres of fiction as
a construction of everyday, social discourse; the sometimes consensual and sometimes
disputed labels we use to describe and categorize cultural expressions containing fic-
tional narrative, such as motion pictures or literature. To exemplify, in this sense, motion
pictures may be described as romantic comedies, horror films or buddy-cop movies, and
works of literature may be described as romantic poetry, literary classics, cyberpunk or
historical crime novels. Needless to say, the boundaries of individual genres viewed from
this perspective are vague and may overlap and vary widely, depending on group consen-
sus and individual perception. For this reason, the categorization decisions concerning
the collection in this experiment were performed with some degree of authoritative rein-
forcement; the labelling process for the experiment is detailed in section 3.1.1. A more
in-depth discussion of the basic, theoretical principles of concepts and genres will also
be provided in section 2.1.2.

”Documents”

When the term documents is used in this thesis – disputed as this concept is in the LIS
domain (Bawden & Robinson, 2012, pp. 75-78) – what is generally referred to is perhaps
most easily explained by considering the well-developed FRBR resource description
scheme (IFLA, 2009); which, it should be mentioned, has since been replaced with the
LRM framework (IFLA, 2017). What this basically entails, for the context of this study,
is that each document in the empirical material collected for analysis in this study can
be described as an item containing a certain manifestation, which in turn adheres back to
the intellectual expression and work of a certain author, to use the terminology used by
IFLA (2009). This distinction is important, since this experiment uses material collected
from Project Gutenberg – a well-known, online repository of open source texts, to which
public domain writings are transcribed from (generally, older) books and uploaded to
the repository by volunteers. This treatment naturally means that documents, even if
adhering back to the same original work of fiction, may well be expected to contain at
least some variations compared to the original text. This is arguably also an issue in
”regular” libraries, since different manifestations may, for example, have been edited by
different people involved in the publication of the book at Gutenberg. Since it cannot
be outruled that this may affect on how fiction documents are classified by human or
automated classifiers, it should be kept in mind that we are (at least, most often) not
dealing with the raw, intellectual content of authors when handling fiction documents,
but rather reproduced items containing manifestations of the original work, to again use
the terminology of IFLA (2009).

The next section will consist of an attempt to outline the historic and current state of
the domain of fiction classification, in order to provide the necessary backdrop for the
experiments that will form the main part of this study.
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1.2 Fiction classification
The field of fiction classification, as briefly mentioned in the Introduction chapter, ap-
pears to be an area permeated by a relative, long-term neglect or disinterest in the LIS
area. Already at the time of writing her book, Beghtol (1994) describes, the human-
istic field as a whole – including fiction – had seen little historical scientific interest.
In Beghtol’s own words: ”Instead, science and technology have virtually monopolized
the attention of classificationists both in theory and in practice” (Beghtol, 1994, p. 14).
Looking at the present state of fiction classification in LIS, little seem to have changed
in this regard – one exception is a recently published article by Ward & Saarti (2018),
in which the authors argue that theories of fiction classification, compared to non-fiction
classification, are still underdeveloped and consistently found elusive among theorists
(p. 317). A reason for this, Ward & Saarti (2018, p. 318) suggest, may be that works of
fiction are significantly complex to describe compared to non-fictional texts – the cen-
tral undertaking of determining the aboutness of a text is is described by Ward & Saarti
(2018) as significantly more difficult for a work of fiction than for a work of non-fiction;
a statement which is also supported by Beghtol (1994, p. 22). The nature of this com-
plexity is quite concisely captured by Iivonen (1988), who describes that works of fiction
are ”multidetermined entities” (p. 12), which simultaneously deal with a considerable
varitety of different themes and subject matters. Non-fiction documents, on the other
hand, are described by both Beghtol (1994, pp. 18-19, 22) and Ward & Saarti (2018,
p. 317) as considerably more easy to generalize and condense into singular statements
of aboutness. Since a considerable part of library collections and activities is centered
around fiction, (Ward & Saarti, 2018, p. 317) argue, further development of the theoret-
ical frameworks that currently exist for fiction classification would be highly valuable.
Observing the bibliography section in the article by Ward & Saarti (2018) provides a
rather interesting illustration of what can be assumed to be the apparent historical peak
of scientific interest in fiction classification – a significant majority of the cited works
which concern fiction classification were published in the 1980s and 1990s. Notably
fewer publications can be found from the 2000s and forward. The preliminary literature
search which preceded the writing of this thesis largely seemed to reaffirm this obser-
vation – the current and historic interest in discussing fiction classification among LIS
researchers seems surprisingly low, considering the importance of fiction in libraries, as
suggested by Ward & Saarti (2018).

The main objective for fiction classification in libraries has seemingly been to satisfy
the fiction retrieval needs of library users; a statement which is confirmed by several
theorists, such as Ward & Saarti (2018, pp. 317-318) and Iivonen (1988). According to
Iivonen (1988, p. 12), the basic idea has been that user accessibility to fiction is improved
if different forms of content-descriptive information can be swiftly communicated to
prospective readers. In the everyday work of Swedish (physical) libraries, however, fic-
tion classification schemes based on anything other than authorship seem to be more
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exception than standard. The predominant arrangement scheme for documents of fiction
consistently seems to be what Beghtol (1994) denotes as classification-by-creator (p.
21) instead of description schemes more resembling classification-by-subject (Beghtol,
1994, p. 21). A recent, rather informal excursion to local libraries in the Swedish cap-
ital area, performed by the author of this thesis, seemed to confirm this – documents
of fiction were typically found to be arranged in alphabetical order under the general
heading of ”Fiction”, which was usually in turn subdivided by language categories such
as ”Fiction - English”, ”Fiction - Icelandic” or ”Fiction - Sami”. Smaller collections of
books were often detached from the generalized fiction shelves and highlighted for pro-
motional purposes; for example ”Staff recommendations” or ”Theme of the week”. The
exceptions from the apparently established rule of classification-by-creator most often
seem to consist of curated subselections of books, that are sometimes separated from the
main fiction collection by the staff and placed onto shelves (or sub-sections of shelves)
consisting of, for example, ”crime”, ”fantasy”, ”science fiction” or ”horror”, depending
on current popular demand. In the case of digital library catalogues, resource description
methods vary from library to library (probably depending on local circumstances), but
the general trend seems to lean toward multi-faceted description schemes that commu-
nicate generalized characteristics of works of fiction through a selected set of subject- or
genre headings in a controlled vocabulary – see, for example, the catalogue post for Dan
Simmons’s excellent novel The Terror in the Swedish national library catalogue, Libris
(2019). Such multi-faceted description schemes are recommended by a number of au-
thors; for example Pejtersen (1978), Nielsen (1997) and Ward & Saarti (2018). All of
these authors argue that classification schemes for fiction should be designed to support
a multitude of user information needs, rather than simple categorization by single labels.
Furthermore, these authors also suggest that multi-faceted classification systems serve
to counter issues that arise from attempts to make generalizing statements of aboutness
from complex works of fiction (Nielsen, 1997; Pejtersen, 1978; Ward & Saarti, 2018).
These stances on fiction classification, and others, will be elaborated upon in the Litera-
ture review chapter of this thesis.

The above described method for genre-based categorization on shelves in Swedish
libraries resonates well with the most common practical application of the classification
method that Saarti (1997) denominates shelf classification (p. 160) of fiction – a concept
which is defined by Saarti as the subdivision of fiction collections onto library shelves,
to support the browsing activity of users. According to Saarti, other, less common, prac-
tices of this organizational method include the separation of ”popular fiction” (Saarti,
1997, p. 161) from the general fiction collection, followed by a classification of the
separated subselection into genre-based subcategories. According to Saarti, this method
can be extended by forming a main distinction between the categories of ”recreational
fiction” (Saarti, 1997, p. 162) - in which the literature is supposedly more easily classi-
fiable into genre-based subcategories - and ”serious fiction” (Saarti, 1997, p.162), which
supposedly consists of books that, due to their relative classicality, their literary and/or
historical significance, or other characteristics that qualify them for separate treatment
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from more easily genre-classifiable literature. Some theorists, such as Pejtersen (1978,
p. 7), argue that such a distinction is necessary to at all subdivide collections of fiction
by genre, since not all fiction can be described simplistically enough to fit into single
facets. It can, however, be argued that this is a problem that largely relates to the pur-
pose of the classification activity in question. As shall be elaborated upon in section 2.1,
which aims to outline the theoretical fundaments of classification both as a general activ-
ity and in specific regards to fiction, purpose is arguably a central concept in the design
of classification systems; a statement suggested by several theorists, such as Hjørland &
Nissen Pedersen (2005).

To summarize this section, fiction classification has seemingly been subject of notably
little scientific discussion in a considerable time period (Beghtol, 1994; Ward & Saarti,
2018), while different activities involving fiction classification can seemingly serve many
interesting purposes in library practices, most often as part of an effort to satisfy library
user needs (Iivonen, 1988; Saarti, 1997). In the next section of this thesis, the question of
why fiction classification is worth studying further in the LIS context will be explored,
and in addition, the question of its usefulness in library practices.

1.2.1 Fiction classification in the LIS context
It can be suggested that scientific discussions on fiction classifications may provide ben-
efits in several scientific contexts. In her book, for example, Beghtol (1994, pp. 18-20)
suggests that scientific studies on fiction classification may provide valuable insights
for the humanistic field. According to Beghtol, established and traditional classification
methods are largely incompatible with documents of human-made, creative expressions
in a broader sense – such as, for example, art, music, plays, literature or motion pic-
tures. Beghtol argues that these, and other, different categories of human creative ex-
pression, demand category-specific analytical approaches as any framework developed
to fit one of these categories would hardly be fitting for the others. However, accord-
ing to Beghtol, a successful development of subject-based methods of classification for
fiction may also benefit the development of frameworks for classifying documents ad-
hering to other, more complex document-categories adhering to the humanistic domain.
Beghtol’s argument for this claim is that documents of fiction, which constitute human-
istic expressions, are closely resemblant of documents of non-fiction in communicative
form. According to Beghtol, ”This characteristic makes fiction closest to documents for
which subject analytic techniques have already been most fully developed and tested”
(Beghtol, 1994, p. 19). Development of these established frameworks to reach a correct
and exhaustive methodology for classifying fiction could thus also provide valuable in-
sights in the development of analytical frameworks for other document-types of creative
expressions as well, according to Beghtol (1994, p. 20). This potential should obvi-
ously be of high interest for several subdomains of the transdisciplinary LIS field. Most
obviously, developed discussions would benefit the field of knowledge organization, as
introduced by Bawden & Robinson (2012, pp. 105-106) – however, a knowledge gain in
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this area could most likely also support, for example, such subfields that concern them-
selves with library user experience, variations in library user behaviour, or the very basic
and ever-current question of how libraries should work to satisfy user needs. As already
mentioned, there is also the humanistic field, which would arguably benefit from a gain
of deeper insight in the fundamentals of how to describe humanistic works, as suggested
by Beghtol (1994, pp. 19-20).

1.2.2 Fiction classification in library practices
As has been previously introduced, genre-based fiction classification has seemingly
been seen to a considerably small extent in library practices. As was also introduced
previously, the traditional method for classifying and organizing documents of fiction
on library shelves has been authorship-based; usually alphabetically or chronologically
(Beghtol, 1994, p. 21). Subject- or topic-based classification has, according to Beghtol,
been a method employed for non-fiction classification to a far greater extent than for
fiction (p. 21). However, some theorists contest the tendency of libraries to settle with
authorship-based classification; for example Pejtersen (1978, p. 5), who argues that user
interest in fiction is mostly engaged from other perspectives than that of authorship; and
Gunnarsson (2011), who argues that this system is ”far from satisfying when the range
of possible types of information access problems is considered” (Gunnarsson, 2011, p.
3). Gunnarsson also poses an interesting, and perhaps central, problematization of the
author-based categorization system: ”If someone wants and expects to find e.g. a trea-
tise on Roman history, it would then be necessary to know in advance which authors
have written treatises on Roman history” (Gunnarsson, 2011, p. 3). Some authors, how-
ever, seem to favor the classification-by-creator approach, perhaps due to a lack of better
options; for example, Beghtol (1994, p. 22), who argues that author-based fiction cat-
egorization is a useful and accurate organizing system, which eliminates the need for
aboutness determination and supports those users who wish to find documents written
by specific authors. These two different perspectives on fiction description make an ex-
cellent illustration for the validity of Gunnarsson’s statement that: ”Libraries therefore
need tools and principles that support many different points of departure for information
seeking.” (Gunnarsson, 2011, p. 3). This observation also reinforces the suggestion that
multi-faceted categorization schemes, as proposed by Nielsen (1997), Pejtersen (1978)
and Ward & Saarti (2018), are a good idea – at least in the case of digital libraries.
When arranging physical library collections on library shelves, however, the choice of
some kind of single-faceted categorization scheme seems almost unavoidable. At the
moment, simple authorship categorization seems to be the most popular choice. How-
ever, other options have been shown to exist and function, such as shelf classification, as
described by Saarti (1997).

The method of shelf classification was evaluated by Saarti (1997) through an empiri-
cal, comparative study on two Finnish libraries. Previous to the experiment, both of the
participating libraries’ fiction collections had consistently been alphabetically arranged
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by authorship; a system which Saarti found to be of little aid to the considerable propor-
tion of library users who visited the libraries to browse the fiction collection simply to
look for ”good books to read” (Saarti, 1997, p. 160), without necessarily having author-
ship knowledge beforehand. In the library where Saarti’s shelf classification system was
implemented, the fiction collection was classified by genre and indexed into a digital
library catalogue, and subsequently rearranged on the shelves sorted into genre-based
sections. In the other library, the alphabetical, authorship-based arrangement was al-
lowed to remain, to enable a comparison for observing how the system affected users’
fiction retrieval activities. The effects of the categorization of fiction on library shelves
were evaluated by Saarti through interviews, on-location observations and analyses of
lending statistics. Although he could observe no significant change in the behaviour of
library users following the experiment, he found that the genre-based shelf classifica-
tion system had been considerably well-received by library users, who found the system
to have improved their library experience and swiftened their access to interesting fic-
tion. Saarti also found that this form of organizing the fiction collection was received
very positively by the library staff, since it greatly supported their navigation of the fic-
tion collection, and their guidance of users toward fiction in the users’ area of interest
(Saarti, 1997). The results of Saarti’s study clearly imply that genre-based fiction classi-
fication may be of considerable help to library patrons and staff in the management and
retrieval activities of fiction collections. Considering these results, furthering discus-
sions on how a content- or subject-based form of fiction classification can be developed
should therefore be of interest to both LIS theorists and practicing librarians.

Some evidence that communication of genre adherence is connected to user interest
in fiction also exists, as shown in a study by Piters & Stokmans (2000). In their article,
the authors introduce the concept of typicality, which they define as the extent to which
a work of fiction shares commonalities with a certain fiction genre. For their empirical
study, Piters & Stokmans (2000) hypothesized that this factor was be related to the de-
gree of user preference toward books that were more or less adherent to different genres
of fiction. To investigate this relation, the authors asked 32 participants to guess the
genre-adherence of 13 books, based on the book covers, and also, to describe the degree
of confidence in their estimations. The authors then asked the participants to describe
their own interest for each of the books; again, based on the first impressions gained
from simply looking at the book covers. Through a statistic analysis on the participant
responses, the authors then related the measured typicality of the books to the participant
interest ratings, in order to identify whether correlations existed between the observed
typicality of the book covers and the degree to which users expressed an interest in the
books. Piters & Stokmans (2000) found that book covers that participants found to be
reminiscent of a certain genre were more likely to be preferred by the participant in ques-
tion if the participant favored the observed genre of fiction. Based on these results, the
authors could reinforce their hypothesis that the perceived genre-adherence of a book
did seem to have an impact on whether users would find the book to be of interest. The
authors suggested that a perceived association between a book with a certain genre found
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interesting by a user held the potential of creating ”a preliminary preference for the book
based on the shared beliefs of the cover with the genre” (Piters & Stokmans, 2000, p.
165) with the user in question. The findings in the study by Piters & Stokmans (2000)
can thus be argued to support the suggestion that fiction genre categorization (and, of
course, communication of genre adherence) can support users searching for fiction in
their area of interest in library collections.

In his thesis, Gunnarsson (2011, p. 3) describes that new types of media and the
growing digitalization of library material - and consequently, a growing diversity of user
needs - puts increased pressure on libraries’ capacity to process larger and larger volumes
of different information resources in order to describe and organize them. Gunnarsson
describes that such activities have traditionally been performed by humans, although in-
novations in the machine-learning area have in recent years allowed the development of a
robust technological and methodological platform for automated categorization of large
text collections (Gunnarsson, 2011, pp. 3-4). The potential of these automated methods
should naturally be regarded as highly interesting from a library-practical perspective –
despite this, automated methods for categorizing documents of fiction seems to be an al-
most completely unexplored area, considering anything else than authorship. Hopefully,
this thesis can help lay a foundation to support libraries and LIS scientist in exploring
the apparently highly uncharted subdomain of topic- or subject-based, automated fiction
classification.
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Chapter 2

Literature review

This chapter will begin with an attempt to outline the central theoretical fundaments and
problem areas of fiction classification (whether human or automated). Arguably, this
domain is in no way an area of exclusive interest to LIS – at the very least, the field
of fiction classification can be argued to overlap into literary science, as suggested by
Nielsen (1997). The subfield of automated fiction classification can also very well be ar-
gued to have a strong connection to linguistics, in addition to its obvious connections to
computer science through machine learning and statistic textual analytics, as explained
by Baeza-Yates & Ribeiro-Neto (2011), Gunnarsson (2011) and Sebastiani (2005). This
chapter will begin with an attempt to formulate a starting point for reasonings about clas-
sification in general, and fiction classification in particular. Then, some specific problem
areas in regards to fiction classification will be introduced, which can be expected to
have impact on the explorative experiments that constitute the main part of this study.
Then, methods for automated text classification will be given a brief introduction, along
with an explanation of their principles, and some brief discussions on their limitations.
Having been provided the necessary theoretical background, the problem statement of
this study will then finally be presented, along with the research questions that will be
the central focus in the classification experiments.

2.1 Theoretical fundaments of fiction classifica-
tion

This section aims to outline a suggested theoretical framework for approaching fiction
classification, beginning with a brief attempt to discuss the most basic fundaments on
classification and categorization. This will be attempted by asking some basic questions
to the literature – where do we begin, how should we design our classification systems,
and how do we evaluate the performance of our classification choices?
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2.1.1 Starting points
A main distinction in the general activity of document classification can, according to
Gunnarsson (2011), be observed thus: classification may either be regarded as a ”de-
scriptive activity” (Gunnarsson, 2011, p. 70) or a ”subdividing activity” (Gunnarsson,
2011, p. 70). According to Gunnarsson, discussions on classification in LIS have been
considerably more centered on the first category, in which the objective of the classi-
fication activitiy is to describe documents as accurately as possible, rather than sorting
documents for organizational purposes (Gunnarsson, 2011, pp. 3, 101). Gunnarsson
(2011) also argues that the descriptive form of classification can be supportive of the
goal of collection subdivision (p. 101); however, these perspectives on classification
should still probably be regarded as two distinct activities, since the latter form of classi-
fication is more centered on determining the similarity between different documents (p.
1) while the former activity is more centered on the description of individual documents
(Gunnarsson, 2011, p. 85).

As approached previously, the characteristics of individual ”works in the humanities”
(Beghtol, 1994, p. 16) are widely varying, making these extensively difficult to study us-
ing generalizable tools. Whether classifying human creative expressions such as music,
art or fiction, Beghtol argues, these documents tend to defy categorization by singular
subject headings or simple statements of aboutness, since large contextual variations can
be expected across, as well as within, these categories (p. 19). According to Beghtol,
this constitutes a substantial reason why the traditional method-of-choice in library clas-
sification has been to group and arrange works of fiction by author and not content (p.
22). Considering these complexities, if we wish to aim for an approach for a topic-,
subject- or genre- based form of fiction classifciation, we apparently have to look for
other options than a generalizable one-size-fits-all approach.

An interesting proposition for a starting perspective is made by Hjørland & Nis-
sen Pedersen (2005), who suggest that classification activities should be approached
from the perspective they denominate as pragmatism, rather than that of positivism (pp.
584-586). The latter positioning is described by the authors as approaching classification
from an object-centered, descriptive perspective, with the goal of producing as accurate
object-descriptions as possible, regardless of collection or surrounding context. The
positivistic view is described by the authors as originating from a view which holds that
science should generally refrain from subjective interpretations, and keep to generaliz-
able and objectively measurable deductions. As such, the authors argue, classification
from a positivistic view demands a scientifically consensual, generalizable set of criteria,
against which the success of classifications should be measured (p. 584). The pragmatic
view, on the other hand, is instead described as viewing classification as an activity
relative to the goal of satisfying a certain purpose (whatever purpose that may be). Sub-
sequently, the authors suggest that the success of classifications should be evaluated by
measuring how well the classification performs in relation to this purpose or goal. Hjør-
land & Nissen Pedersen (2005) themselves advocate the latter viewpoint – arguing that
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”a classification is always required for a purpose” (Hjørland & Nissen Pedersen, 2005, p.
585); and also that the activity of classification will inevitably contain an inherent degree
of subjectivity, even if performed with an intentionally positivistic mindset – according
to the authors, object descriptions produced by positivistic classification attempts will
need to depend on the theories upon which the classification decisions are based, and
will consequently also depend on the views of the people who suggested the theories
in question, thereby making them subjective (Hjørland & Nissen Pedersen, 2005, pp.
585-586). The proposition of an inherent subjectivity in classification is also supported
by Sebastiani (2005), who makes the following statement:

TC is a subjective task: when two experts (human or artificial) decide whether
or not to classify document dj under category ci, they may disagree, and this
in fact happens with relatively high frequency. A news article on George W.
Bush selling his shares in the Texas Bulls baseball team could be filed un-
der Politics, or under Finance, or under Sport, or under any combination
of the three, or even under neither, depending on the subjective judgment of
the expert. (Sebastiani, 2005, p. 3)

Considering fiction classification specifically, several classification theorists seem to
recommend a heavily end-user-oriented approach – for example, Iivonen (1988, p. 12),
as well as Ward & Saarti (2018, pp. 317-318), who all argue that the main purpose
of fiction classification should be to guide end-users toward finding books of interest.
Other authors, while recognizing the statement that classification activities should be
aimed toward users, argue that classifiers should not forget the intrinsic properties of the
documents themselves. For example, Nielsen (1997), while agreeing that classification
systems for fiction should be user-oriented, also makes the following statement: ”If the
classifier does not know the nature of the document (i.e., the literary text), he will not be
able to make an adequate representation of the document. Consequently, retrieval and
identification of the document may be difficult.” (Nielsen, 1997, p. 172). Therefore,
Nielsen suggests that classifiers and indexers should consider shifting focus from user
satisfaction to the documents themselves, and derive document descriptions by applying
theories from literary science to determine the documents’ main subjects and themes.
Such object descriptions, Nielsen argues, need not be limited to singular thematic de-
scriptions; he suggests that classifiers, indexers and designers of classification schemes
and indexing structures should consider incorporating themes emerging from several dif-
ferent viewpoints, for the purpose of representing the works of fiction as accurately and
insightfully as possible (Nielsen, 1997, p. 175), while also supporting users whose pri-
mary interest in fiction lies elsewhere than in the region of aboutness (Nielsen, 1997, p.
177).

In her book, Beghtol (1994) refers back to Nozick (1981, as cited in Beghtol, 1994, pp.
23-24), who suggested that two distinct, theoretical extremes exist toward approaching
classification. One of Nozick’s positionings is described by Beghtol as a significantly
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object-centered approach, aiming to create representations of objects to such an accurate
and exhaustive extent that the objects must be regarded as highly unique. In practice, ac-
cording to Beghtol, this would entail that classes established using this approach would
mainly only consist of a single object. The other extreme position suggested by Nozick
instead aims for as indiscriminate a classification process as possible, which will lead
to the allowance of all objects that share the very most basic of characteristics into the
same class. According to Beghtol, Nozick argues that these rather extreme positionings
seemingly serve little purpose other than the purely theoretic, and instead suggests that
classification systems aimed to be of actual use should seek their delimitations for class
inclusions and exclusions in the middle ground between these two extremes (Nozick,
1981, as cited in Beghtol, 1994, p. 24). A similar distinction is proposed by Iivonen
(1988), who denominates object-centered, exhaustive classification activities as ”logical
classification” (Iivonen, 1988, p.12), which can be compared to ”library classification”
(Iivonen, 1988, p.12) that is performed with the purpose of guiding users toward poten-
tially interesting books.

Extreme positionings such as these may serve the purpose of aiding designers of clas-
sification systems in the decision of which direction their design should lean, depending
on the purpose of the system. They may also be useful to have in mind when deciding
which commonalities between objects should form the basis for class inclusion or ex-
clusion; something that will be discussed in the next section. Since this study is mainly
aimed toward document categorization, and aims to use genre adherences of works of
fiction as the central commonalities to support collection subdivision, class delimita-
tions and class inclusion, genre-based commonalities and differences between fiction
documents will be the main focus of these discussions.

2.1.2 Concepts, genres and the relatedness of documents
In order to make informed decisions on how documents should be classified and cate-
gorized using genre as the common denominator, we need first understand the nature
of genres, classes and concepts, and the different perspectives from which one may ap-
proach these concepts and the activities that relate to them. According to Glushko (2013,
chapter 6), the basis for intentional or unintentional categorization constitutes that items
within a category need to be determined as adequately ”equivalent” (Glushko, 2013, p.
237) to satisfy the intents, presumptions or purposes of the categorization. The related-
ness of items within a category can, according to Glushko, be determined by commonal-
ities; for example, common properties shared between categorized documents. Accord-
ing to Glushko (2013), human categorization happens in three main, different contexts:
”cultural, individual, and institutional categorization” (Glushko, 2013, p.238). Cultural
categorization is explained by Glushko as ”a natural human cognitive ability that serves
as a foundation for both informal and formal organizing systems” (Glushko, 2013, p.
238), which is formed by social, cultural or lingustic influences and contexts, whereas
individual categorization activities are more strongly connected to contexts and needs
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that stem from individual persons. Institutional categorizations, according to Glushko,
are typically connected with organizations (as in institutions), and usually emerge out
of the necessity to create order for the purpose of facilitating information-related activ-
ities where a controlled organization of resources is deemed necessary (Glushko, 2013,
p. 238). This last category, according to Glushko, forms the basis for the activity of
classification; quite concisely defined by the author as ”the systematic assignment of
resources to categories in an organizing system.” (Glushko, 2013, p. 241). A simple –
yet effective – way of constructing document categories is described by Glushko (2013,
p. 245) as using common single properties observed in items as foundations for cate-
gorization. Again, this needs to be related to the purpose of the organization system;
theoretically, any property or characteristic that forms a similarity relation between ob-
jects may be used as basis for categorization, but with very varying degrees of usefulness
depending on the context. To avoid uninformative or unhelpful categorizations, Glushko
suggests that object properties chosen for categorization should be either ”formally as-
signed, objectively measurable and orderable, or tied to well-established cultural cate-
gories” (Glushko, 2013, p. 246). Somewhat obviously, genres of fiction can be argued
to most closely correspond to the category of culturally applied properties.

In a similar manner to Glushko’s reasoning, Piters & Stokmans (2000, pp. 160-161)
argue that documents of fiction can be categorized into genres if they share certain com-
mon characteristics shared by documents within that genre. This set of commonalities
are referred to by the authors as the genre prototype, which forms the lowest common
denominator for works within that genre. As has been previously described, according
to Piters & Stokmans (2000), the degree to which specific documents of fiction adhere
to a certain genre can be estimated by determination of their typicality in relation to the
genre in question. In the authors’ words: ”The probability that a book is categorized into
a genre depends on the shared properties of the book with that genre or the similarity of
the book with the prototype of the genre” (Piters & Stokmans, 2000, p. 160).

In his book, Glushko (2013) details different conceptual theories in order to describe
how categories are established and delimited. According to Glushko, a central view in
this regard has been what the author refers to as ”The classical view on categories” (p.
250), which holds that ”categories are defined by necessary and sufficient properties”
(p. 250). However, as Glushko argues, even though this theory is arguably intuitively
appealing and logically sensible, this form of categorization is often found ineffective
in practice, since many organizational purposes require categorizations to be performed
without the documents carrying the observable and comparable properties necessary for
categorization by this principle (pp. 250-251). In such cases, Glushko describes, cate-
gorizations may instead be performed based on the fuzzier and less strictly formulated
concept of family resemblance (Glushko, 2013, p. 252). These two different conceptual
theories are also detailed by Hjørland & Nissen Pedersen (2005), who argue that the
family resemblance equivalence is highly relatable to their suggested pragmatic view on
classification, since this view holds that classifications should be performed for satisfy-
ing certain human-defined purposes, and the family resemblance basis for categorization
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takes into consideration that the opinions of what constitute a certain concept may differ
widely depending on individual or group contexts. According to Hjørland & Nissen Ped-
ersen (2005, p. 588), this view thus suggests that concepts are shaped by the cultural
and contextual circumstances surrounding the people who would categorize objects into
these concepts. A similar view on genres is argued by Finn & Kushmerick (2006), who
argue that genre definitions and constraints are highly subjective constructs, shaped by
human-determined purposes and perspectives, and often differing in different contexts.
In the authors’ own words:

Genres depend on context and whether or not a particular genre class is use-
ful or not depends on how useful it is for distinguishing documents from the
users point-of-view. Therefore genres should be defined with some useful
user-function in mind. (Finn & Kushmerick, 2006, p. 5)

In regards to class inclusion, Beghtol (1994) recites Nozick’s (1981, as cited in Beghtol,
1994, pp. 23-24) two criteria, stating that documents categorized in a certain class 1)
need to ”be sufficiently similar” (Beghtol, 1994, p. 24) to each other, and 2) may not
have a stronger resemblance to any documents outside the class than to any of its class
members. According to Beghtol, Nozick’s criteria differ from ”traditional bibliographic
classification theory” (Beghtol, 1994, p. 26), since his framework also considers the dis-
similarities that exist between objects. According to Beghtol, the traditional framework
for classification has instead contended with the assumption that distinctions between
classes will be formed if the similarities between objects are sufficiently established.
Beghtol (1994, p. 25) furthermore argues that Nozick’s statement of prerequisites for
class inclusion are somewhat simplified, and mainly connected to two problems: firstly,
since its similarity requirements is left largely vague and without definition, there is
seemingly a need for different requirement sets depending on the purpose and context
of the classification. Furthermore, she writes: ”the more members a given class con-
tains, the greater the constraints upon admitting new members would appear to become”
(Beghtol, 1994, p. 26), since prospective documents to be classified will need to be com-
pared to a much greater set of similar and dissimilar assets if the class has already been
saturated with a multitude of documents with different characteristics.

To summarize this section, categorization has been shown to happen both intention-
ally and unintentionally, as well as implicitly and explicitly, and may originate from both
personal and external influences and needs (Glushko, 2013, p. 246). As Glushko (2013,
p. 241) describes, the activity of classification can largely be described as an intended,
explicit categorization activity, the need of which often emerges from externally influ-
enced, organizational needs. Categories can be shaped either by establishing a minimum,
shared set of properties that must be shared by documents within the class (Glushko,
2013; Hjørland & Nissen Pedersen, 2005; Piters & Stokmans, 2000), or by more fuzzy,
subjective and contextual determination factors, such as by observing the similarity, dis-
similarity (Beghtol, 1994; Glushko, 2013) or family resemblance (Glushko, 2013; Hjør-
land & Nissen Pedersen, 2005) between documents. Generally, document genres are
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established in cultural and group contexts, and shaped by the evaluation of their useful-
ness in the given context (Finn & Kushmerick, 2006). Based on these considerations, it
can well be argued that the pragmatic view on classification, and the evaluation of clas-
sification activities in relation to the purpose for which the classification activities were
performed, as advocated by Hjørland & Nissen Pedersen (2005) is a well-substantiated
starting point for an experimental investigation of practical classification.

2.1.3 Central problems in classifying fiction
According to Ward & Saarti (2018, p. 318), a central step in the classification of any
document is determining its aboutness. Here, an obvious problem emerges, since text
documents are not always easy to boil down to a simple statement of what they are
about (Beghtol, 1994, p. 22). This problem seems especially true for works of fiction,
the subtexts of which are often deliberately complex, vague and left open for reader
interpretation (Ward & Saarti, 2018, p. 317). This suggests that completely exhaustive
and accurate descriptions of the contents of fiction documents are hardly possible; as
both Iivonen (1988, pp. 12-13) and Beghtol (1994) argues, the activity of classification
in itself demands that informative compromises need to be accepted in order to determine
the aboutness, and subsequently, the class-adherence, of documents. In Beghtol’s own
words:

In classifying, we inevitably lose information. In order to classify a general
document in a class named ”Organic Chemistry”, for example, one must
ignore differences of perspective or organization that make one document
different from other documents similar enough to it in other ways to be
appropriately placed with it in ”Organic Chemistry”. (Beghtol, 1994, p.
17).

Nielsen (1997), on his hand, contests the focus on aboutness in classification, arguing
that fiction cannot be appropriately classified by utilizing the same, somewhat crude an-
alytical perspective as works of non-fiction, since a central purpose of fiction is to bring
readers an ”aesthetic experience” (Nielsen, 1997, p. 174). A significant problem in this
regard, Nielsen argues, is that theoretical and philosophical frameworks to support the
analysis of works of fiction exist in a wide, varying multitude, in which no approach can
be regarded as obviously superior; a problem to which Nielsen has no solution to offer
(p. 172). However, he reasons, classifiers and indexers should at least be able to perform
”qualified” (Nielsen, 1997, p. 173) readings of documents of fiction. Also, Nielsen ar-
gues, indexers of fiction need not necessarily limit themselves to approaching fictional
texts by choosing a single perspective; a fictional text could simultaneously be repre-
sented by descriptions of its denotative content - for example, its settings, characters or
events - and based on appropriately chosen analytical perspectives, its connotative con-
tent, such as the genre or implicit themes of the text. To complement these aspects of
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the works of fiction, Nielsen (1997) also advocates that classifiers and indexers should
take into consideration how the work of fiction is presented - for example, its dramatur-
gical, structural or narrative-technical properties - since he argues that these aspects are
of central importance when classifying or indexing fiction. Nielsen uses the following
example to illustrate this argument:

Alternatively look at Paul Auster’s New York Trilogy: these are apparently crime nov-
els, but told in a way that fundamentally breaks the genre rules. The novels are more
examples of a postmodern fiction which use crime formulas to tell allegories of life as a
labyrinth without ending, a puzzle without solution. (Nielsen, 1997, p. 175)

In his article, Saarti (1999, p. 86), too, describes the central, distinctive dimensions
of content in fiction: denotative (apparent, concrete and explicit) properties, which exist
in a text regardless of readers’ interpretations, and connotative (obscure, abstract and
implicit) properties, that first emerge through subjective interpretation of the reader. Ac-
cording to Nielsen (1997, p. 171), established classification and indexing schemes, at
the time of writing his article, had traditionally advocated that classifiers should only
engage with the denotative content of fiction, and that the connotative aspects of fiction
were more or less deliberately left without much consideration. One reason for this,
Nielsen suggests, is that subjective interpretation of fictional documents has been con-
sidered to be the work of literary critics rather than that of classifiers and indexers, whose
mission have instead been regarded as the guidance of prospective readers towards in-
teresting fiction. This traditional view on classification has, according to Nielsen, held
that classifiers and indexers should avoid imposing their subjective views on fictional
works, and instead strive for as impartial descriptions of the fictional works as possible
(p. 171). Nielsen, however, argues that this positioning in its own way risks impos-
ing shallow or outright misleading properties to the documents due to their ambiguous,
elusive and, again, largely aesthetic nature. Nielsen – himself coming from a literary
science background – instead argues that central properties of fictional documents can-
not be accurately understood and described without a certain degree of interpretation.
Furthermore, he argues that any attempt to conceptualize the properties of fictional texts
”implies a linguistic and aesthetic decoding. In other words: it will imply an interpreta-
tive act”. (Nielsen, 1997, p. 176).

Minding these observations, it can confidently be suggested that fiction classification
is a complex task, and that attempts to determine the aboutness of documents of fiction
requires attention to both its denotative and connotative aspects (Nielsen, 1997; Saarti,
1999). This suggests that fiction documents can be expected to depend on a larger de-
gree of subjective interpretation than documents of non-fiction. This factor is, of course,
connected to different complications in regards to human fiction description. According
to Saarti (2002), various inconsistencies occur to a high degree in different aspects of
fiction classification and indexing. Saarti (2002, p. 50) argues that consistency in index-
ing and classification is necessary to support functioning and efficient retrieval systems,

18



and usually requires reference tools such as classification schemes and controlled vocab-
ularies to support consistent document description. Even with the aid of tools such as
these, however, Saarti’s empirical study showed that human inconsistency in indexing
still forms significant obstacle on different levels. A significant source of inconsistency,
according to Saarti, is the abstract themes of fiction documents that emerge only by sub-
jective interpretation (Saarti, 2002, p. 60) – a problem that, arguably, becomes even
more complicated since these aspects can be viewed as necessary for full understanding
of the work in question. Another source of inconsistency, Saarti (2002) suggests, lies
in the fact that subject headings and categories may themselves be subject to different
interpretations and delimitations by different classifiers and indexers. This form of in-
consistency may occur both from differing views on what constitutes a certain concept,
and also from disagreements on which terminology is the most appropriate to describe
the different concepts (Saarti, 2002, p. 51). Other inconsistencies, Saarti describes, may
also arise from individually varying experiences of classification or indexing, differing
cultural experiences, and even factors such as the gender of classifiers and indexers (p.
61). According to Saarti, all of these quite human-depending aspects may contribute to
different interpretations of works of fiction, in addition to the complications caused by
the human factor and the compexity of fictional works. To complicate things even more,
external factors such as author renown and the age of the fictional works to be classified
may also affect classification and indexing, since these factors are both relatable to the
degree to which interpretations of fiction become generally accepted (Saarti, 2002, p.
56). Saarti concludes his paper with reasoning that the way to approach classification
and indexing should be directed by the overall purpose of the retrieval system: ”(...) is
its main emphasis to disseminate fictional works or reader’s interpretation of the works”
(Saarti, 2002, p. 63)?

To summarize this section, documents of fiction seem inherently more difficult to clas-
sify than documents of non-fiction, mainly due to the aesthetic (Nielsen, 1997; Ward &
Saarti, 2018) nature of these documents, and their high degree of connotative content
(Nielsen, 1997; Saarti, 1999) in relation to the informative compromises that need to
be accepted in categorization (Beghtol, 1994; Iivonen, 1988). As suggested by Nielsen
(1997) and Hjørland & Nissen Pedersen (2005), this seemingly calls for a more subjec-
tive approach; however, the different inconsistencies that seemingly emerge on different
levels in human classification and indexing implies that an entirely subjective classifica-
tion approach will likely cause problems in relation to retrieval activities (Saarti, 2002).
These complexities concerning fiction can arguably be suggested to constitute a reason
to investigate whether the ”intrinstic static properties” (Glushko, 2013, p. 161) of the
documents themselves can be exploited to determine genre-adherences.

2.1.4 Linguistic features in genres of fiction
Considering that human-performed text classification apparently contains an inherent
degree of subjectivity – seemingly, regardless of what counter-measures are taken to pre-
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vent this (Hjørland & Nissen Pedersen, 2005; Sebastiani, 2005) – and that this subjectiv-
ity may cause problems in retrieval systems due to inconsistent indexing (Saarti, 2002),
the intriguing thought emerges to derive the basis for genre categorization by looking
for ”intrinsic static” (Glushko, 2013, p. 161) genre indicators in the texts themselves.
In his book, Biber (1988, chapter 4) describes how different methods of textual analysis
may be used to identify linguistic variation by observing written (and spoken) language
from different perspectives. According to Biber, methods of textual macroscopic analy-
sis may be employed to identify larger-scale patterns, correlations and differences across
corpora of language communication, while their microscopic analysis counterparts may
be utilized to inspect how individual terms contribute to linguistic variations in the text.
According to Biber, these methods are most useful when used complementary to each
other – textual analysis from a macro-perspective can be quite effective in identifying
tendencies, differences and variations in large amounts of text, whereas changes caused
by singular terms are less easy to discern from this perspective. Conversely, the micro-
perspective form of analysis does carry this capability, but is instead less effective in
observing variations in the wider context (Biber, 1988, pp. 61-63).

To illustrate these methods of analysis, Biber (1988, chapter 4) provides an intriguing
comparative analysis of prominent features in a collection of different text genres and
types, including a comparison of feature distributions across different genres. Included
in Biber’s analysis is a set of documents adhering to different fiction genres. Specifically,
the fiction genres in Biber’s comparison consist of General fiction, Mystery fiction, Sci-
ence fiction, Adventure fiction and Romance fiction (Biber, 1988, Table 4.2., p. 67). Of
special interest for this study is Biber’s inclusion of the Humor category (since part of
the empirical material for the experiment in this study is classified under this label, as
will be shown in chapter 3); however, it should be mentioned that Biber unfortunately
leaves unexplained whether this category altogether, partly, or not at all contains fictional
material. According to Biber, analyses of feature distribution can potentially be used to
distinguish, illustrate and quantify the linquistic characteristics of a genre (Biber, 1988,
p. 62). Although the largest differences are, unsurprisingly, found between different
text types (a term used by Biber to distinguish, for example, between the overarching
category of fiction and non-fiction text types, such as letters or speeches), notable dif-
ferences can also be observed within the fiction category itself. For example, past tense
markers – for which high frequencies, according to Biber (1988, Appendix II, p. 223),
is a significant feature of fiction documents in general – show a notably higher mean
frequency in mystery fiction than in any other fiction category; similarly, nouns show
a higher prominence in the Humor and Science fiction categories than the other fiction
categories, while Romantic fiction shows a comparably low value in this regard (Biber,
1988, Appendix III). The characteristics of each genre is presented by Biber (1988, Ap-
pendix III) in the form of tables summarizing the frequencies of different linguistic fea-
tures – i.e. stylistic markers that convey the author’s communicative intents, and that
also serve as quantifiable properties that can designate the characteristics of individual
documents and document categories.
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These linguistic features can, according to Biber (1988, pp. 63-65), be exploited to
perform statistical analyses on text documents to observe their linguistic characteristics
on the macro- and micro-levels. Furthermore, according to Biber (1988, p. 72; Appendix
II), computer algorithms can be written and utilized for this purpose. This suggestion,
considering recent advances in machine learning-based text classification methods as de-
tailed by, for instance, Mirończuk & Protasiewicz (2018) and Sebastiani (2005), calls for
the question whether the differences in feature distribution in different genres of fiction
are observable and significant enough that text classification algorithms may be utilized
to divide such collections with fiction genres as basis. Furthermore, the potential for
analyzing individual features on a microscopic level (Biber, 1988, p. 62) also calls for
the question of what linguistic features would distinguish genres and thus assumedly in-
fluence classifier decisions in genre-based categorization. Machine-learning-based text
classification methods may very well be argued to constitute methods of written lan-
guage macroscopic analysis, as described by Biber (1988, pp. 61-63) – modern software
for statistical textual analysis – such as R (RPubs, 2019), the main analytical tool that
will be used in the experiment of this study – come equipped with algorithmic tools for
analyses that support different forms of microscopic text analysis; for instance, to ob-
serve the importance of individual terms in relation to the distinction of document types
or genres, as is the main application of interest in the context of this particular study.

The next section will introduce the theoretical fundaments of modern automated clas-
sification methods, in order to provide a background for the methods that form the basis
of the experiment that constitutes the main part of this thesis.

2.2 Automated text classification
An elementary (and quite informative) introduction to the field of automated text clas-
sification is provided by Sebastiani (2005). Sebastiani describes that automated text
classification techniques – which are, according to the author, closely connected to the
domains of machine learning and information retrieval (p. 1) – are capable of quick,
cost-effective categorization of digital text documents without necessarily having ac-
cess to metadata or other types of descriptive information. Instead, Sebastiani describes,
these techniques are based on observations of characteristics and patterns within the in-
dividual documents and across the document collection. Possible areas of use for these
techniques involve, for example, e-mail spam filtering, authorship attribution, document
organization and text genre identification (Sebastiani, 2005, pp. 10-15). Out of these
categories, the last two applications are obviously of particular interest for this study.

As previously mentioned, automated text classification have seen a recent interest
spike, as is detailed in a recent article by Mirończuk & Protasiewicz (2018). In their arti-
cle, the authors provide a perspicious, updated domain overview and process description
of automated text classification – an area which, according to the authors, has been an
area of scientific discussion and development for several decades. A domain analysis
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on the scientific field of automated text classification, performed by the authors, showed
that this field has seen an almost explosive growth in recent years, effectively illustrated
by a massive increase in published articles in the field. Most notably, the massive rise
in the number of publications seems to have happened in 2016, and continued forward
since then, implying that the area of text classification is currently a topic of high interest
among researchers (Mirończuk & Protasiewicz, 2018, pp. 46-47).

In their book, Baeza-Yates & Ribeiro-Neto (2011, chapter 8) provide a thorough de-
scription of automatic text classification, its models and their applications. As these
models originate in the field of machine learning, according to the authors, they adhere
to similar principles: the authors describe that established models for automatic text
classification are centered around algorithms which base their predictions on the class-
adherences of new documents on patterns observed in sets of documents whose class-
adherences are already known. The authors name three main categories of machine-
learning models: ”supervised learning, unsupervised learning, and semi-supervised learn-
ing” (Baeza-Yates & Ribeiro-Neto, 2011, p. 282).

Supervised learning is explained by Baeza-Yates & Ribeiro-Neto (2011, pp. 283, 291-
294) to entail the training of classification algorithms on a set of pre-classified documents
(usually by a human expert), followed by the prediction of unseen documents based on
the observed patterns in the set of training data. In unsupervised learning models, algo-
rithms are given no pre-classified data, and are instead iterated by observing the whole
of the data to be classified, until a machine-satisfactory categorization has taken place.
An unsupervised (Baeza-Yates & Ribeiro-Neto, 2011, p. 286) learning method that is
described by the authors as especially interesting for the area of automated text classi-
fication is clustering, which automatically categorizes documents into different groups
based on observed similarities and differences within the data. Semi-supervised learn-
ing is described by the authors as training algorithms by allowing them to study both
pre-classified data and non-classified data. However, the authors do not go into any
greater details in elaborating the principles of semi-supervised machine learning, and
the main focus on text classification in their book is placed on supervised and unsuper-
vised learning models (Baeza-Yates & Ribeiro-Neto, 2011). This thesis will focus on
the supervised methods for classification, as these constitute the methods on which the
main experimental parts of this thesis are based; the other two methods will therefore
only be described very briefly in this section.

According to Sebastiani (2005, p. 3), classification functions may be tasked with per-
forming either single-label classification tasks, i.e. grouping documents to be classified
into categories covered by a singular label, or multi-label classification tasks, in which
the classification function is allowed to assign multiple labels to a document (Sebastiani,
2005). As the empirical part of this study is mainly concerned with document catego-
rization based on generalized statements of singular genres, as will be detailed in the
Methods chapter, it can well be described as a single-label classification experiment as
per Sebastiani’s (2005) definition.
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2.2.1 Topical and stylistic features
As documents of fiction arguably constitute linguistic and aesthetic expressions trans-
mitted by the author and decoded by the reader, as argued by Gunnarsson (2011, p. 43)
and Nielsen (1997, p. 176), it can be reasonably hypothesized that the distribution of
linguistic features should have some impact on the perceived genre of a work. Unfortu-
nately (at least within the LIS field) the question of which linguistic features are more
and less influential in determining the genre adherence of fiction documents is an area
that seems largely lacking of investigation. According to Stamatatos et al. (2000), ”The
two main factors that characterize a text are its content and its style, both of which can
be used for categorization purposes” (p. 472). Most classification theorists that have
explored the relation between topical and style markers as genre determinants, how-
ever, seem to have done so primarily in relation to non-fiction documents – for example,
Gunnarsson (2011), Finn & Kushmerick (2006) and Stamatatos et al. (2000). As Gun-
narsson (2011, p. 24) explains, it should be stressed that this view on genre differs from
the genre concept as in ”genres of fiction” in the context of this study (defined in section
1.1). Tentative reasonings on the distinction between topical and stylistic features will
therefore have to be formed from fragments in these discussions that can arguably be
related to genres of fiction. Hopefully, the experimental part of this study can contribute
to outlining these relations.

While making the above distinction between uses of the term genre, Gunnarsson
(2011) briefly suggests that the distinction between genres of fiction lies primarily in
factors that adhere to topic and not style or form. In his own words: ”The difference
between, e.g., a crime novel and a romance relates more to narrative topic than to com-
municative purposes, and should therefore not be confused with (nonfictional) genre.”
(Gunnarsson, 2011, p. 24). Finn & Kushmerick (2006, p. 4), on the other hand, suggest
that the concept of genre, in relation to text documents, seems more closely related to
style than topic; even if it should, again, be emphasized that genres of fiction are not
the primary focus of their study. It should also be mentioned, however, that Finn &
Kushmerick (2006) do not outright exclude this perspective, since the genre concept is
explained by describing genres of fiction in several of the definitions they lean on to de-
fine the genre concept. According to the authors, a significant distinction exists between
topic and genre; they argue that the latter concept is more closely related to the techni-
cal, communicative aspects of a text, i.e. its form and style. For this reason, the authors
argue, models for text classification should be designed to identify genre regardless of
topic (Finn & Kushmerick, 2006, p. 5). A similar positioning is proposed by Sebastiani
(2005, p. 13), who argues that stylistic features are generally stronger indicators of both
genre and author than their topical counterparts. Although not explicitly discussed in
relation to genre, Nielsen (1997) argues that the style of a work of fiction should not be
disregarded in its description. In his own words:

23



Readers read about love, incest, family problems, drugs, "old times", etc.
In this aboutness a parallel can also be drawn to the reading of other infor-
mational documents. These aspects of the aesthetic experience of reading
fiction should not, however, be promoted to create the basis of classifying
and indexing fiction. Both the cognitive and the emotional implications of
fiction reading are inseparably bound up with the aesthetic and formal struc-
ture of the piece of fiction. (Nielsen, 1997, p. 174).

It can thus be hypothesized that style is, if not predominant in defining genres of fic-
tion, then at least tightly interconnected with the topical aspects. Arguments to support
this are for example posed by Karlgren (2010, p. 33). We might also consider, for exam-
ple, classical works such as Mary Shelley’s Frankenstein and Jules Verne’s Twenty Thou-
sand Leagues Under the Sea. Aside from their most common categorizations as horror
and adventure fiction, respectively, these novels are argued by many modern readers
to be very early examples of science fiction. The Swedish National Encyclopedia (NE
Nationalencyklopedin AB, 2019) defines science fiction as a genre of imaginary fiction
characterized by a notable degree of speculation on future scientific or technological
achievements. Both of the mentioned novels explore the possibilities of the technologi-
cal marvels of the time; in particular, electricity. If we, for the purposes of our classifica-
tion system, wished to label these works as science fiction in an automated single-label
classification experiment in which more recent science fiction novels were part of the
collection, the purely topical features of these works would have to be compared with
features originating from the widely varying subjects in more recent science fiction nov-
els, such as spacecrafts, artificial intelligence or time travel. Of course, it is by no means
certain that taking the stylistic aspects of these novels in consideration would solve this
problem completely, but it arguably does expand the area in which we can look for dis-
tinguishing features to discern genre characteristics.

Central in observing the style of documents, according to Stamatatos et al. (2000, p.
472), is the selection of document features that illustrate the stylistic characteristics of the
texts; so-called style markers. According to the authors, such style markers can consist
of a wide array of measures, which may be more or less suitable depending on the goal
of the classification task. For example, the authors describe, observable stylistic features
may consist of word or phrase frequencies, frequencies of interpunctuations, variations
of word and sentence lengths, as well as a multitude of other measures depending on the
task at hand. They may for example also, according to the authors, consist of syntactic
and lexical information, such as the frequencies of certain word classes, or variations
and/or diversity in word usage. In genre attribution studies, the authors describe, anal-
yses based on word frequencies and syntax information have seen the most usage in
research, whereas analyses of term diversity have seen more use in authorship attribu-
tion studies (Stamatatos et al., 2000, pp. 473-475). In an empirical classification study,
performed by the authors and detailed in the article, Stamatatos et al. (2000) found that
stylometric features were considerably more successful in sorting documents by genre,
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compared to the authorship attribution tests. The authors concluded that ”stylistic dif-
ferences are clearer among text genres” (Stamatatos et al., 2000, p. 493), which may be
seen as an indicator that style has influence in genre determination. It should, however,
be mentioned that the text collection analysed by the authors consisted mainly of non-
fiction, deliberately and explicitly pre-categorized into groups consisting of documents
with known stylistic similarities and differences. Interesting to note, however, is that
the document class of ”literature” (Stamatatos et al., 2000, p. 483) – which, unfortu-
nately, was left without explanation by the authors, but may have consisted of fiction –
seemed to be a significant cause of confusion with the class of ”interviews and planned
speeches” (Stamatatos et al., 2000, p. 483) due to the narrative qualities that according
to the authors are prominent in both categories. This appears logical, since according
to (Biber, 1988, Appendix II, p. 223), past tense style markers are significant indicators
of narrative. As a consequence, past tense markers are highly prominent in fiction; as is
observable in Appendix III of Biber’s book (Biber, 1988, Appendix III). Regardless of
whether fiction was part of the collection in this particular study, implications seem to
exist that style markers can at the very least distinguish heavily narrative text from non-
narrative text. The question of how style markers contribute to distinguishing genres of
fiction from each other seems largely unexplored, and will therefore be an object of high
interest in the empirical part of this thesis.

Today, tools exist to support stylometric analysis of text documents; in a recent article
by Eder et al. (2016), the authors introduce stylo, a package of tools for textual analysis,
developed for use with the previously mentioned programming language R. The concept
of stylometry is described by Eder et al. (2016, p. 108) as the use of quantitative methods
of analysis on collections of textual data in order to derive information from stylistic pat-
terns in the text, to be regarded as distinct from patterns emerging from topical content.
Although the authors argue that stylometry has mainly seen use in studies of authorship
attribution (which is also the main focus of their article), they also suggest that stylo-
metrics may be used to derive other ”meta-data about those texts (such as date, genre,
gender, authorship)” (Eder et al., 2016, p. 107). The package is described by the authors
as coming equipped with tools for both text preparation, feature selection, and the for-
mulation of algorithms for both supervised and unsupervised text categorization. stylo
supports analysis of both token-level and phrase-level features (i.e. character and word
n-grams) for text classification and other text-analytical purposes (Eder et al., 2016, p.
108). Some of these feature types are considered and used in this experiment, and will
thus be detailed further in the Methods chapter (chapter 3).

It should be addressed that the distinction between stylistic and topical features has
been found significantly difficult to define in a generalizable fashion; as also indicated by
Stamatatos et al. (2000, p. 472). In section 3.3, this distinction will be discussed further,
as the characteristics of these concepts will play a prominent part in the research problem
to be explored. Section 3.3 will discuss the distinction between these two categories in
order to form an applicable distinction that suits the purpose of the experimental study
which forms the main part of this thesis.
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2.2.2 Limitations of automated text classification
The most obvious – and perhaps the most central – problem with automated text classifi-
cation seems to lie in the divide between human intuitive categorization and quantitative,
machine-performed classification. The difference between externally applied genres and
linguistic, formal and structural text types is discussed by Biber (1988, p. 70), who for-
mulates an interesting example concerning fiction documents: Biber reasons that the
genre-category of science fiction, for example, is a label assigned to documents exter-
nally (usually based on human-related, subjective criteria), while the structure, terminol-
ogy and textual features of science fiction documents may be easily confused with, for
example, technical instruction manuals. Since machines lack human interpretation abil-
ities and intuition, and can (currently) only analyze text documents based on observed,
quantifiable features and patterns, this poses obvious challenges for automated classi-
fiers in making this distinction a human-satisfactory level. This divide between human,
intuitive categorization and machine-based quantitative analysis is arguably the cause of
several other potential issues in text classification, which will be further discussed below.

In his article, while describing the concept of document organization – a purpose of
text classification which can be said to be largely related to this study – Sebastiani (2005)
addresses the issue of non-consistent and ”novel” (Sebastiani, 2005, p. 11) language in
relation to machine-learning text classification techniques, in the specified problem of
automatic processing of patent applications. According to Sebastiani, extended usage
of terms and phrases that are unrelatable or unrecognized by text classifiers contains a
considerable potential to compromise the effectiveness of the text classification, since
classifiers lack the intuition to interpret the semantic meaning of these features, and are
essentially based on different kinds of term-frequency calculations. In Sebastiani’s own
words: ”This use of non standard vocabulary may depress the performance of a text
classifier, since the assumption that underlies practically all TC work is that training
documents and test documents are drawn from the same word distribution” (Sebastiani,
2005, p. 11). A similar potential should probably be addressed in regards to fiction (even
if it can be assumed that the problem would be even more prominent if we were dealing
with a collection of, for example, poetry) since it may be assumed that the aesthetic
(Ward & Saarti, 2018; Nielsen, 1997; Saarti, 2002) properties of the documents allow
authors to have a non-trivial degree of artistic freedom over the language that is used in
the text. It may confidently be assumed that term-frequency calculations are affected to
at least some extent if documents of fiction contain a significant amount of, for example,
poetic, nonsensical, or written dialectical content. This may in turn make the automated
comparison to other documents difficult.

As has been previously suggested, genre-based classification of documents of fiction
performed by humans is a complex and often challenging task, due to the aesthetic nature
and properties of these documents, (Ward & Saarti, 2018; Nielsen, 1997) and their com-
parably high degree of connotative (Nielsen, 1997; Saarti, 1999) content. This seems
to imply that at least some effort of interpretation by readers is necessary in order to
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understand the works of fiction; according to Ward & Saarti (2018), fiction is often in-
tentionally written with this aspect of reading in mind. It is therefore natural to assume
that the challenge of genre-based fiction classification will be even greater for machines.
To the best of the knowledge of the author of this thesis, as of yet no automated tech-
niques capable of interpreting text on the abstract levels of human interpretation have
yet been fully developed. In his article, Hogenraad (2018) discusses ambiguity as an is-
sue that complicates quantitative analysis of natural language content. To explain the
elements of ambiguity in text, Hogenraad refers back to Empson (2004, as cited in
Hogenraad, 2008, p. 299), who formulated seven main types of ambiguity, of which
”vagueness, metaphors, polysemous words, contronyms and other paradoxes of words
put side by side in unexpected sequences” (Hogenraad, 2018, p. 299) are especially
suggested by the author as quantifiable. With the aid of a set of predefined dictionaries,
indended to facilitate detection of ambiguous language segments in the text documents,
Hogenraad (2018) performed an automated content analysis on seven different data sets,
of which five consisted of political texts, and the remaining two of fiction documents;
namely Henry James’ (2009, as cited in Hogenraad, 2018, p. 300) The Bostonians and
Flaubert’s (1993, 2006, as cited in Hogenraad, 2018, p. 300) L’Education Sentimentale,
in its original French version and an English translation. By performing this analysis,
the authors could observe, quantify and perform statistical computations on the inher-
ent patterns of ambiguity in the texts. Regarding the political texts, the authors could
also illustrate changes in ambiguity over time, and discuss them in relation to politically
historical paradigms and events. In the two sets of fiction, the authors could observe
ambiguous content mainly stemming from the authors’ stylistic choices of expression
(Hogenraad, 2018). The authors’ study illustrates that automated methods of text anal-
ysis may very well be capable of identifying and extracting ambiguous content in text;
though such analysis seemingly still requires a certain extent of human interpretation in
order to understand it. It can thus be somewhat confidently hypothesized that the am-
biguous and connotative content (Nielsen, 1997; Saarti, 1999) and the aesthetic nature of
fiction documents (Nielsen, 1997; Ward & Saarti, 2018) will pose a challenge for tradi-
tional, automated text classification methods, since these are mainly based on in-corpus
computations, as described by Baeza-Yates & Ribeiro-Neto (2011); Sebastiani (2005),
without the aid of external references such as the ambiguity dictionary used in the study
by Hogenraad (2018, p. 301).

2.3 Previous studies
It should be noted that very little research has seemingly been performed exclusively
relating fiction collections to techniques of automated text classification, with the ex-
ception of stylometry and authorship attribution. The notable exception that was found
when conducting the literature search for this thesis is a conference paper by Hettinger
et al. (2015), in which the authors employed a set of machine-learning algorithms (in-
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cluding SVM and kNN classifiers, as will be used in this study and explained in section
3.2.3) to genre-classify a large collection of German novels. However, unlike this the-
sis, the study by Hettinger et al. (2015) did not occupy itself with genres of fiction; in
this case, the genre-based classification aimed to categorize the document set into two
class-categories: ”social and educational novels” (Hettinger et al., 2015, p. 251). For
this purpose, the authors produced a number of different feature sets, in order to observe
how well the different classification algorithms performed in relation to the different
feature sets. Three main feature sets were used by the authors: ”stylometric, content-
based and social features” (Hettinger et al., 2015, p. 250). The characteristics of the
stylometric and content-based feature sets selected by the authors largely corresponded
to the feature categories previously described in section 2.2.1 of this thesis, whereas the
category of social features were constructed by measurement of ”the number of protag-
onists and their interactions” (Hettinger et al., 2015, p. 251). This study showed several
interesting results; primarily that the topical feature set, contrary to statements by pre-
vious researchers, seemed to yield the best results in the classification tests; particularly
when employing an SVM classification algorithm (Hettinger et al., 2015, p. 252). The
methods and results of classification and classifier evaluation in this study – as well as
the applied distinction between topical and stylistic features – will be of obvious interest
for this study, even though the study by Hettinger et al. (2015), as previously mentioned,
approaches the concept of genre on a different level than this study.

2.4 Problem statement and research questions
This section will attempt to summarize the observations from reviewing the literature
in the previous sections, in order to formulate coherent research questions for the study.
Based on the studies reviewed in the former sections, it can well be argued that the
problem of genre-based fiction classification is an intriguing and complex area, and also
seemingly valuable to examine further relating to its potential value in library practices
(Saarti, 1997; Piters & Stokmans, 2000; Ward & Saarti, 2018) and other scientific areas
(Beghtol, 1994). As discussed in section 1.2, fiction classification – somewhat surpris-
ingly – seems largely left without attention by scientists in recent years (with Ward &
Saarti [2018] as the notable exception) – implications of the apparent peak of fiction
classification studies in the 1980s and 1990s can easily be observed by studying the bib-
liography of their article). As discussed in section 2.2, it is also clear that innovations
in the area of machine-learning have enabled the development of a well-established
methodological framework for classification of non-fiction documents (Mirończuk &
Protasiewicz, 2018; Baeza-Yates & Ribeiro-Neto, 2011); however, judging by the lack
of empirical studies of such techniques employed on collections of fiction, the ques-
tion seemingly remains unexplored as to whether automated machine-learning tech-
niques can be utilized to effectively classify a collection of fictional documents based
on genre (as discussed in section 2.1.2). As discussed in section 2.1.3, several the-
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orists argue that genre-based classification of documents of fiction is a complex task
regardless of whether it is performed by humans or machines, due to the characteristic
and rather unique qualities of fiction, such as its aesthetic nature (Ward & Saarti, 2018;
Nielsen, 1997; Saarti, 2002) and its relative richness of ambiguous and connotative con-
tent (Nielsen, 1997; Saarti, 1999). Considering the implications that linguistic feature
patterns may hypothetically characterize different genres of fiction, and that these fea-
ture patterns may be exploited by algorithms written for macroscopic textual analysis
(Biber, 1988), the interesting question emerges whether machine-learning algorithms
can successfully be used for the purpose of categorizing fiction documents. As shown
in the study by Hettinger et al. (2015), this has at least proven possible for genre-labels
such as ”social and educational novels” (Hettinger et al., 2015, p. 251). Whether suffi-
cient feature patterns exist to distinguish between genres of fiction to enable automated
classification seemingly remains to be investigated, and this knowledge gap is therefore
also a central part of the research problem of this study.

As discussed in the articles by Finn & Kushmerick (2006) and Nielsen (1997), impli-
cations exist that the style of fiction documents – described by these authors as the tech-
nical, artistic and methodical aspects of how authors choose to communicate the literary
content and transmit their literary intentions to readers – has some influence over its de-
gree of typicality, or degree of adherence, in relation to a certain genre (Glushko, 2013;
Piters & Stokmans, 2000). Stylometric techniques have proven useful for genre-based
classification in earlier empirical studies such as the one by Stamatatos et al. (2000).
However, the study by Stamatatos et al. aimed to classify a set of documents that was
presumably known to contain stylistic and structural differences, in a way that resem-
bles different text types as defined by (Biber, 1988, p. 70) from extrinsic, human-applied
genre labels. The question seemingly remains unexplored whether stylometric tech-
niques can be used to effectively classify a collection of fiction into categories based on
genres of fiction. For this reason, a substantial part of this experimental study will be
oriented toward answering the question whether stylistic features can be effectively used
to genre-classify documents of fiction.

With these considerations in mind, the first part of this study aims to build upon pre-
vious theoretical discussions on fiction classification in order to investigate the possibili-
ties of employing automated text classification techniques to facilitate automated genre-
based classification of fiction (where the concept of genre should be understood as cul-
turally applied ”genres of fiction”, as described in section 1.1). Also, considering the
suggestions of Nielsen (1997), Pejtersen (1978) and Ward & Saarti (2018), who suggest
that the organization of fictional documents is best served by multi-facet indexing or clas-
sification schemes – arguably, a highly reasonable positioning considering the standards
of today’s digital information retrieval systems – a successful methodology for auto-
mated genre classification could potentially be useful for automated extraction of genre
facets relative to the controlled vocabulary of the organizing system in question. In a re-
lated area, the knowledge generated by such experiments could potentially also provide
helpful information in the related field of research that Sebastiani (2005, p. 11) denotes
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as automatic indexing of documents, which can basically be described as the process of
automatically deriving metadata directly from the content of text documents for retrieval
systems; for example keywords, subject headings or topic information adhering to dif-
ferent facets. Considering the different inconsistencies that frequently arise in fiction
classification and indexing (Saarti, 2002), furthering the scientific discussions on auto-
mated fiction classification could hopefully also provide interesting results; continued
experiments such as this could help lay the groundwork for investigating and evaluating
the consistency of automated classification methods, compared to fiction classification
performed by humans.

Based on the above considerations, the first research question that this study seeks to
answer is formulated as follows:

Q1: What potential exists for employing automated classifiers to categorize fiction
collections on basis of culturally applied genres?

However, since this first research question can only be answered based on the chosen
text collection (particularly since no existing, pre-classified text corpus suitable for this
purpose could be located within the constraints of this study), the chosen text preparation
methods and the chosen classification algorithms, the usefulness and generalizability of
answering this question alone is arguably limited. In order to gain some insight into
some of the factors that can be assumed to influence the automated classifiers, it is also
necessary to gain an understanding of what document features carry class-distinguishing
qualities. This should also be explored to support further experiments in this area. In
section 2.1.4, it was suggested that some discernable differences in linguistic feature pat-
terns are observable between genres of fiction, as shown by Biber (1988, Appendix III).
In section 2.2.1, it was also suggested that genres of fiction may be more characterized
by topical content than stylistic expressions, as briefly addressed by Gunnarsson (2011)
and Hettinger et al. (2015). In contrast to these statements, which was also reviewed
in this section, other theorists have argued that stylistic expressions contribute more to
distinguishing genres (Sebastiani, 2005; Stamatatos et al., 2000; Finn & Kushmerick,
2006). It should, however, be noted that the authors who favor stylistic expressions
in genre determination most often do not explicitly address genres of fiction, whereas
Gunnarsson, in his brief statement, does. It should be noted that findings in the study
performed by Hettinger et al. (2015, p. 252) suggest that topical features constitute ef-
fective class-discriminants. It should also be noted that classification theorists such as
Nielsen (1997) put strong emphasis on the stylistic and aesthetic properties that charac-
terize fiction. Based on these rather contradicting observations, there seemingly exists a
knowledge gap in the question of what features are influential in characterizing genres
of fiction. The second research question for this study is thus formulated as follows:

Q2: What linguistic features distinguish between different genres of fiction, in partic-
ular consideration to topic and style?
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Chapter 3

Methods

Minding the general recommendations on classification by Hjørland & Nissen Peder-
sen (2005), and recognizing the inherent subjectivity of the text classification process,
as described by Sebastiani (2005), the macroscopic (Biber, 1988, pp. 61-62) text clas-
sification part of this experiment will assume a largely pragmatic perspective, aiming
to perform the study and evaluate the results in relation to the end-goal of achieving
as accurate and efficient a genre-based classification as possible, given the chosen col-
lection. The study will take an observational, experimental approach, using established
evaluation methods for text classification in order to evaluate the effectiveness of clas-
sification and clustering techniques based on machine-learning algorithms, as detailed
by Sebastiani (2005), Mirończuk & Protasiewicz (2018) and Baeza-Yates & Ribeiro-
Neto (2011, chapter 8), on a collection of fictional texts in order to approach an answer
to the proposed research question. To complement the classification experiments, the
classification tests will be followed by a microscopic textual analysis, as described by
Biber (1988, pp. 61-62), to observe how different linguistic features can be assumed to
contribute to the text classifier decisions through characterization of the genre-classes.

In accordance with the pragmatic perspective as advised by Hjørland & Nissen Ped-
ersen (2005), as well as the end-user focus for fiction classification advised by Iivonen
(1988) and Ward & Saarti (2018), this experiment will be performed toward an end-goal
that can be said to resemble the activity of shelf classification as described by Saarti
(1997), performing attempts of single-label (Sebastiani, 2005) genre categorization of a
set of fiction documents, for the imaginary purpose of facilitating guidance toward in-
teresting fiction for a set of imaginary users. Again, minding the reasonings by Saarti
(1997, p. 160), this activity will be regarded as distinct from the object-centered activity
of theoretical, abstract classification and indexing for the purpose of ”boiling down” fic-
tional texts to representations of their most accurate and adequate core characteristics,
as described by Iivonen (1988). As described by Saarti (1997), the goal of shelf clas-
sification is instead to divide the collection into subcategories in order to achieve order
and support users’ fiction retrieval activities – as Gunnarsson (2011) puts it, a ”subdi-
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viding activity” (p. 70). The goal that Beghtol (1994) describes as historically related to
classification should also be minded:

The overall aim of both traditional and modern bibliographic classifica-
tion systems has been to group documents according to their similarity to
subjects that have been named and notated in controlled stereotypic termi-
nologies (e. g., ’Organic Chemistry’, ’Sociology’, or, ’English Fiction’).
(Beghtol, 1994, p. 21).

This goal can be said to largely resemble single-label classification, as defined by
Sebastiani (2005, p. 3).

The documents that form the empirical basis for this study will be categorized and
labelled using a similar approach as the quote from Beghtol (1994, p. 21) above, but with
the singular class labels instead adhering to different genres of fiction – the determination
and motivations of which will be described in greater detail in section 3.1.1.

3.1 Review of the text classification process
A general outline of the function of automated text classifiers is concisely presented by
Sebastiani (2005) as follows:

TC may be formalized as the task of approximating the unknown target
function Φ : D × C → {T, F} (that describes how documents ought to
be classified, according to a supposedly authoritative expert) by means of a
function Φ̂ : D×C → {T, F} called the classifier, where C = {c1, . . . , c|C|}
is a predefined set of categories and D is a (possibly infinite) set of docu-
ments. If Φ(dj , ci) = T , then dj is called a positive example (or a member)
of ci, while if Φ(dj , ci) = F it is called a negative example of ci. (Sebas-
tiani, 2005, p. 3)

Basically, what the above outline formulated by Sebastiani (2005) entails is that the
automated classification function – represented by the symbol Φ̂ – aims to predict the
correct document-class relations by ”approximating” (Sebastiani, 2005, p. 3) the theo-
retical ”key” function (or, human expert) represented by the symbol Φ; which, if avail-
able and applied, would produce the correct answers to all the document-class relation
problems. The symbol D denotes the total volume of documents that are subject to the
classification task, and the symbol C, in turn, denotes the totality of the classes. Thus, if
a classification function recognizes a document dj as a member of class ci, the document
is categorized into this class (Sebastiani, 2005, p. 3).

In their article, Mirończuk & Protasiewicz (2018) outline the current, basic framework
for the text classification process: ”(1) data acquisition, (2) data analysis and labelling,
(3) feature construction and weighting, (4) feature selection and/or projection, (5) model
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training, and (6) solution evaluation” (Mirończuk & Protasiewicz, 2018, p. 38). The
experiment in this study will largely follow this recommended structure, the elements of
which will be elaborated on in greater details in the sections below in the context of this
study. The headlines of the following sections will therefore largely correspond to these
sections as described by Mirończuk & Protasiewicz (2018, p. 38).

3.1.1 Data acquisition, analysis and labelling
To the best of this author’s abilites, no existing corpora exclusively consisting of docu-
ments of fiction, pre-classified to fit this particular purpose, could be found within the
timeframe of this experiment. As such a dataset was necessary for this experimental
study to be performed, a sample of 80 fictional texts was instead collected from Project
Gutenberg (2019b), who offer a large collection of copyright-free E-books for down-
load, dissemination, modification and other use. Conveniently, Project Gutenberg offers
download of the text documents in its collection in plain, UTF-8 encoded text format.
This was the preferred format when collecting data, for purposes of reducing the risk
of obstacles in the text preprocessing steps. For these reasons – and also, to enable the
two-step genre-label verification process, which shall be detailed later in this section –
Project Gutenberg was kept as the exclusive source from which text documents were col-
lected for the experiment. This exclusiveness, however, also carried the consequence of
limiting the sample to 80 texts, since the metadata of the 80 chosen text documents in the
Gutenberg collection (such as subject headings, digital bookshelf categorizations, etc.)
was found to most closely correspond with the metadata of manifestations of the same
text in the Library of Congress catalogue. Browsing Gutenberg’s collection beyond the
chosen 80 documents, verification of the genre-labels became less unambiguous, due
to conflict and/or ambiguity when comparing the document metadata in the two cata-
logues. As explained previously, the process of the two-step genre-label verification will
be detailed further in this section.

Once the sample of text documents had been collected, a set of four preliminary,
genre-based classes were then established, based on Gutenberg’s own genre-based sub-
categories of recommended works, or ”Bookshelves” (Project Gutenberg, 2019b):

• Detective fiction

• Gothic fiction

• Romantic fiction

• Humorous fiction

Following Sebastiani (2005), who suggests that the pre-classifications of documents
should be supported by an ”authoritative expert” (p. 3), classes were later revised in
accordance with the Library of Congress (2019f) genre descriptions of the chosen works,
as shall be reviewed later in this section.
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In order to counter possible misbalancing effects from recurring authorship in the rel-
atively small collection due to high prominence of certain authors in certain areas of
fiction (for example, the prominence of Agatha Christie in the Detective fiction genre, or
Edgar Allan Poe in the Gothic fiction genre), the author representation in each class was
limited to one document per author. Such misbalancing could for example occur through
reccurring words or phrases frequently used by the same author in different documents.
Though it could well be argued that a high presence of certain authors in a certain genre
may in itself be regarded as a characteristic of the genres in question, such a reality-
based proportion would be highly difficult to calculate, and furthermore, the main focus
of this study is not to examine the textual attributes of different authors, but rather com-
monalities between different documents that share the same genre. Therefore, to keep a
clear focus on these commonalities, the data collection aimed to provide as high a range
of different authors as possible, in order to facilitate such observations. This consider-
ation was made in order to ensure that the classification experiments performed in this
study were aimed toward genre categorization, and not authorship attribution, which
has been established as another common area in the field of automated text classification
(Sebastiani, 2005, p. 13).

In order to gain an authoritative reinforcement for the statement that the collected
texts were indeed suitable for categorization into one of the four established classes,
as suggested by Sebastiani (2005, p. 3), all collected works were compared to cata-
logue posts of different manifestations of the works in the Library of Congress Cat-
alog (Library of Congress, 2019f). Special consideration was given to the assigned
”Form/Genre” Library of Congress (2019c) descriptions in the catalogue representations
- if the LOC genre description was found to conceptually correspond to one of the pre-
liminary classes, it was assumed that the document could appropriately be categorized
into the class in question. If the genre description by Library of Congress (2019f) was
found to be too conceptually different from the preliminary class, the document was not
used in the study. When Gutenberg’s (2018) categories of recommendation had been
exhausted for suitable documents, more documents were found by browsing documents
under the subject headings used by Gutenberg which were found to correspond with the
established genres. This process was repeated until the 80 satisfactory documents in the
final collection had been gathered. These were evenly distributed into four classes, with
20 documents in each class.

Next, the class labels needed to be established. According to Beghtol, such labels
are generally extracted from ”controlled stereotypic terminologies” (Beghtol, 1994, p.
21), the members of which should provide a condensed, summarized image of the
documents’ contents to information seekers. Remembering Glushko’s (2013) advise,
properties that form the basis for document categories should be ”formally assigned,
objectively measurable and orderable, or tied to well-established cultural categories”
(Glushko, 2013, p. 246). For this experiment, the common properties between docu-
ments to support categorization was selected primarily by criteria of formal, preassigned
labels, and secondarily, by a connection to cultural categories as described by Glushko
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(2013) (in this case, genres of fiction). This systematization is arguably similar to the
establishing of classification schemes as described by Gunnarsson (2011, p. 3). The
controlled vocabulary that constitutes the class labels for this study was thus established
by observing the 80 different documents and their assigned Library of Congress genre
descriptions (Library of Congress, 2019c). The final, four predetermined class-labels for
the purpose of the study were thus established:

• Detective and mystery fiction

• Horror fiction

• Love stories

• Humorous fiction

These class-labels were named after the LOC ”Form/Genre” (Library of Congress,
2019c) heading that was observed to be the most prominent among the texts in the differ-
ent categories (see tables 3.1 – 3.4 for a complete presentation of the chosen documents
and their predefined classes). In the following subsections, these categories will be given
a brief instruction.

Detective and mystery fiction

The Library of Congress (2019a) advises that the Form/Genre label of Detective and
mystery fiction should be applied to fiction mainly concerned with crime, police or de-
tective investigations, mystery solving, and related topics. The shelf classifiers – to
borrow the terminology of Saarti (1997) – at Project Gutenberg seem to agree, adding
that ”Detective fiction is the most popular form of both mystery fiction and hardboiled
crime fiction” (Project Gutenberg, 2019a). A significant characteristic of the detective
and mystery genre is the prominence of its recognizable investigators; famous exam-
ples include Edgar Allan Poe’s Auguste Dupin, Agatha Christie’s Miss Marple, and of
course, Sir Arthur Conan Doyle’s Sherlock Holmes (Project Gutenberg, 2019a). Hypo-
thetically, this class should be fairly easy to distinguish in this experiment, due to an
assumedly strong topicality. In the body text of this thesis, this class will sometimes be
referred to as simply Mystery fiction.

Horror fiction

The Library of Congress Form/Genre label for Horror fiction defines the genre as ”Fic-
tion that is intended to shock or frighten by inducing feelings of revulsion, terror, or
loathing” (Library of Congress, 2019b). Judging by this statement, the author’s inten-
tion dimension addressed by Pejtersen (1978, p. 9) seems to have more significance for
the genre than the presence of certain topics or elements in the stories. This class seems
to primarily define itself in its aim to induce fear in readers, regardless if fear itself is
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explored as a topic in the story or not. Project Gutenberg (2019c) gives a quite similar
description to the Library of Congress, elaborating that though horror fiction often (but
by no means necessarily) features supernatural elements, the protruding characteristics
of horror fiction are its dark themes and the intent to instill fear in the reader. Based on
these considerations, this class is presumed to distinguish itself based on both topical
features and style markers.

Love stories

The primary focus of the genre of love stories, or Romantic fiction Library of Congress
(2019g); Project Gutenberg (2019d), is the depiction of love and romance (in the emo-
tional sense). Generally, according to the Library of Congress genre description, love
stories are centered around the romantic relationship between two people (Library of
Congress, 2019g). The the topics of romance and love seem to be most central in this
category, even though love stories may also aim to ”provide the reader with some degree
of vicarious emotional participation in the courtship process” (Ramsdell, K, 1999, as
cited by Library of Congress, 2019g). According to both Library of Congress (2019g)
and Project Gutenberg (2019d), happy endings seem to be common in this genre, al-
though this should not be seen as a must-have requisite for documents in this category.
Distinguishing features in this class may thus be assumed to have a high degree of topi-
cality; however, the potential of style markers for defining the class should probably not
be regarded as entirely unimportant.

Humorous fiction

Similarly to the Horror fiction category, the aspect of author intent seemingly plays a
heavily prominent part in the definition of Humorous fiction; perhaps even more so in
this category. To quote the basis of the Library of Congress Form/Genre definition:
”A comic novel is usually a work of fiction in which the writer seeks to amuse the
reader, sometimes with subtlety and as part of a carefully woven narrative, sometimes
above all other considerations” (Goodreads.com, 2013, at Library of Congress, 2019c).
Perhaps even more so than the Horror fiction class, the class of Humorous fiction seems
intuitively even more strongly related to the dimension of author’s intention (Pejtersen,
1978, p. 9), and as such, style markers can be predicted to play a strong part in defining
this class.

3.1.2 Model training
In order to provide the text classification algorithm with the prerequisites necessary to
perform informed classification attempts of new, unseen documents, Sebastiani (2005,
p. 5) describes, it is first necessary to allow it to study a sample of the document set.
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Table 3.1: Class: Horror Fiction.

Year Author Title Genre
1872 Sheridan Le Fanu Carmilla Horror
1897 Bram Stoker Dracula Horror
1818 Mary Wollstonecraft Shelley Frankenstein; or, the Modern Prometheus Horror
1907 George Sylvester Viereck House of the Vampire Horror
1897 Richard Marsh The Beetle Horror
1929 Howard Phillips Lovecraft The Dunwich Horror Horror
1839 Edgar Allan Poe The Fall of the House of Usher Horror
1894 Arthur Machen The Great God Pan Horror
1908 William Hope Hodgson The House on the Borderland Horror
1895 Robert William Chambers The King in Yellow Horror
1796 Matthew Lewis The Monk: A Romance Horror
1902 William Wymark Jacobs The Monkey’s Paw Horror
1794 Ann Radcliffe The Mysteries of Udolpho Horror
1910 Gaston Leroux The Phantom of the Opera Horror
1839 Frederick Marryat The Phantom Ship Horror
1886 Robert Louis Stevenson The Strange Case of Dr. Jekyll and Mr. Hyde Horror
1819 John Polidori The Vampyre Horror
1907 Algernon Blackwood The Willows Horror
1845 James Malcolm Rymer,

Thomas Peckett Prest
Varney the Vampire Horror

1798 Charles Brockden Brown Wieland: or, the Transformation Horror

Sebastiani describes that this is achieved by isolating a training set from the document
collection, the characteristics of which is then observed by the model training function.
The classifier algorithm is then calibrated and iterated by evaluation of the function on
the basis of tests on a validation set. When the classification algorithm is determined to
be functioning satisfactorily, it is finally confronted with a test set, and then evaluated
based on its performance in this test (Sebastiani, 2005, p. 5).

According to the DataCamp (2019) tutorial, training samples should generally be ran-
domized. According to the same tutorial, training data most often constitutes two thirds
of the set of documents, whereas the test set makes out the final third. This proportion
of training and test data was largely kept for the duration of the kNN classifications sup-
ported by the class (The Comprehensive R Archive Network, 2019c) package. A random
partition of 67% of the collection was selected as the training data for all experiments
with tokenized feature sets, while 33% was chosen as test data. Randomization also
enabled the running of repeated classification tests in order to verify the consistency of
the results. Producing randomized samples was fairly uncomplicated as to the classifi-
cations with token features, while the classification function in stylo (Eder et al., 2016),
in its basic application, required the training documents to be manually selected, leaving
the unselected document partition as test documents. For this reason, training and test
data could unfortunately not be randomly selected for the n-gram feature sets used in the
stylo classification experiment, and the training texts were instead manually specified by
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Table 3.2: Class: Humorous Fiction.

Year Author Title Genre
1896 Edgar Wilson Nye A Guest at the Ludlow and Other Stories Humor
1914 Stephen Leacock Arcadian Adventures with the Idle Rich Humor
1844 William Thackeray Barry Lyndon Humor
1902 George Barr McCutcheon Brewster’s Millions Humor
1921 Aldous Huxley Crome Yellow Humor
1887 George Wilbur Peck How Private George W. Peck Put Down The Rebellion Humor
1905 Frederick Upham Adams John Henry Smith: A Humorous Romance of Outdoor Life Humor
1922 Edward Frederich Benson Miss Mapp Humor
1898 Finley Peter Dunne Mr. Dooley in Peace and War Humor
1853 Robert Smith Surtees Mr. Sponge’s Sporting Tour Humor
1914 Booth Tarkington Penrod Humor
1934 Pelham Grenville Wodehouse Right Ho, Jeeves! Humor
1906 Mark Twain The $30,000 Bequest and Other Stories Humor
1909 Gilbert Keith Chesterton The Ball and the Cross Humor
1878 Henry James The Europeans Humor
1876 Thomas Hardy The Hand of Ethelberta Humor
1836 Charles Dickens The Pickwick Papers Humor
1822 John Galt The Provost Humor
1922 Richard Connell The Sin of Monsieur Pettipon and Other Humorous Tales Humor
1889 Jerome K Jerome Three Men in a Boat: To Say Nothing of the Dog Humor

selecting the first 80 documents in each class (in alphabetic order based on the title of
the work), leaving the remaining 20 documents in each class as training texts.

3.1.3 Solution evaluation
According to Sebastiani (2005, p. 5), the central point in the evaluation phase of text
classification is the measuring of the classification algorithm’s effectiveness; a term
which basically entails the proportion of successful document classifications performed
by the algorithm. This measure is generally derived by comparing the classifying algo-
rithm’s document-class decisions with the correct document-class relations as defined
by an authority (human or function). The effectiveness measure should, according to Se-
bastiani, be regarded as distinct from efficiency, which measures the time requirement of
the algorithm for the classification process (p. 6). In this study, for purposes of offering
transparency to the evaluation results, effectiveness of the algorithms will be measured
by calculating precision and recall as described by Baeza-Yates & Ribeiro-Neto (2011,
p. 327) and Manning et al. (2008), and the macro-average counterparts of these mea-
sures as described by (Manning & Schütze, 1999, p. 577). These measures will be
detailed further in section 3.2.4.
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Table 3.3: Class: Love Stories.

Year Author Title Genre
1877 Lev Tolstoj Anna Karenina Love
1909 Herbert George Wells Ann Veronica: A Modern Love Story Love
1884 Anthony Trollope An Old Man’s Love Love
1902 Amelia Edith Huddleston Barr A Song of a Single Note Love
1874 Thomas Hardy Far from the Madding Crowd Love
1904 Marie Corelli God’s Good Man: A Simple Love Story Love
1847 Charlotte Brontë Jane Eyre Love
1902 Frank R Stockton Kate Bonnett: The Romance of a Pirate’s Daughter Love
1869 Richard Doddridge Blackmore Lorna Doone Love
1922 Elinor Glyn Man and Maid Love
1899 S:t George Rathborne Miss Fairfax of Virginia Love
1919 Virginia Woolf Night and Day Love
1813 Jane Austen Pride and Prejudice Love
1920 Edith Wharton The Age of Innocence Love
1872 Edward Eggleston The End of the World Love
1908 Grace Livingston Hill The Girl from Montana Love
1876 Dinah Craik The laurel bush: An Old Fashioned Love Story Love
1902 Francis Lynde The Master of Appleby Love
1877 Frances Hodgson Burnett Theo: A Sprightly Love Story Love
1920 F. Scott Fitzgerald This Side of Paradise Love

3.2 Data analysis
As to general analysis approach and analytical tools, the analysis of the collected textual
data will be performed using functions in the earlier introduced programming language R
(The R Foundation, 2019), extended by the integrated development environment RStudio
(R Studio, 2019) and packages of programming tools, such as the packages tm (short for
text mining) (The Comprehensive R Archive Network, 2019a) and stylo (Eder et al.,
2016) for textual analysis and ggplot2 (The Comprehensive R Archive Network, 2019b)
for visualizations.

A detailed description of the methodology supported by these tools will be described
in short in the following sections, and the full process will be described in greater detail
in the Results and Analysis chapter (chapter 4.

3.2.1 Collection preprocessing
Once the text collection has been loaded into the text analysis environment (in this case
RStudio), the documents need to be broken down into units of information that allow the
performance of machine-based calculations on patterns in the text. Such units are often
referred to as tokens (Jockers, 2014, p. 21) and are extracted from the data through differ-
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Table 3.4: Class: Detective and Mystery Fiction.

Year Author Title Genre
1880 Anna Katherine Greene A Strange Disappearance Mystery
1909 J.S. Fletcher Dead Men’s Money Mystery
1884 Arthur Morrision Martin Hewitt, Investigator Mystery
1914 Ernest Branah Max Carrados Mystery
1908 Mary Roberts Rinehart The Circular Staircase Mystery
1918 Edgar Wallace The Clue of the Twisted Candle Mystery
1912 Burton Egbert Stevenson The Gloved Hand: A Detective Story Mystery
1902 Sir Arthur Conan Doyle The Hound of the Baskervilles Mystery
1922 G. K. Chesterton The Innocence of Father Brown Mystery
1868 Wilkie Collins The Moonstone Mystery
1841 Edgar Allan Poe The Murders in the Rue Morgue Mystery
1920 Agatha Christie The Mysterious Affair at Styles Mystery
1867 Emile Gaboriau The Mystery of Orcival Mystery
1908 Emmuska Orczy The Old Man in the Corner Mystery
1876 A. A. Milne The Red House Mystery Mystery
1907 R. Austin Freeman The Red Thumb Mark Mystery
1920 Mary E. Hanshew & Thomas

W. Hanshew
The Riddle of the Frozen Flame Mystery

1896 Arthur Griffiths The Rome Express Mystery
1920 Melville Davidsson Post The Sleuth of St. James Street Mystery
1913 E. C. Bentley Trent’s Last Case Mystery

ent steps of preprocessing. These preprocessing steps are described in detail by Baeza-
Yates & Ribeiro-Neto (2011, pp. 224-231). According to Baeza-Yates & Ribeiro-Neto
(2011), preprocessing normally begins with a lexical analysis, in which the aim is to
convert documents to strings of quantifiable words. The authors describe that the lexical
analysis deals with characters such as blank spaces, numbers and interpunctuations, and
typically also uniform letter cases in order to facilitate quantification of frequencies by
word identification through character encodings. According to Baeza-Yates & Ribeiro-
Neto (2011), words are usually separated by blank spaces, and numbers are normally
removed in the preprocessing, due to the considerable vagueness of numbers observed
outside of their surrounding context. The authors furthermore describe that interpunctu-
ations need to be considered depending on the type of symbol in question, since these
may constitute important word components; terms may lose their semantic meaning if
not handled accordingly. To illustrate this statement by Baeza-Yates & Ribeiro-Neto
(2011), one might consider the adjective expression ”matter-of-fact”, which should nor-
mally be regarded as a single term in this form. Were all hyphens to be changed to blank
spaces, the expression would be split into the terms ”matter”, ”of”, and ”fact”, which
would 1) cause the original expression to lose its meaning, and 2) distort the frequen-
cies of the resulting terms. For these reasons, Baeza-Yates & Ribeiro-Neto (2011, p.
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225) argue, great care should be taken in all parts of text preprocessing for analyses to
run optimally. In this experiment, these functions will heavily lean on the predefined
functions for text preprocessing and tokenization which come in the packages class and
stylo; since these packages consist of well-established and frequently utilized tools, it
will be assumed that they are adequately adjusted to handle these issues.

In order to provide an illustrative comparison of a text before and after preprocessing,
the second verse of Cassilda’s Song, which introduces Robert W. Chambers’ (2005) The
King in Yellow:

Strange is the night where black stars rise,
And strange moons circle through the skies

But stranger still is
Lost Carcosa.

(Chambers, 2005)

When tokenized:

strange is the night where black stars rise and strange moons circle through
the skies but stranger still is lost carcosa

Following the preprocessing description by Baeza-Yates & Ribeiro-Neto (2011), there
is also the removal of stop words to consider. Stop words are defined by the authors as
words that are by themselves uninformative and thus obtrusive in the text classifica-
tion process. Specifically, the authors mention ”articles, prepositions and conjunctions”
(Baeza-Yates & Ribeiro-Neto, 2011, p. 226) to be generally regarded as stop words
– however other candidates may also be defined in the text preprocessing due to their
commonness or lack of informativeness. In addition to the removal of very common,
obtrusive terms from the text classification process, stop word removal also serves the
purpose of achieving dimensionality reduction of the data, which will be described in
greater detail later in this section (Baeza-Yates & Ribeiro-Neto, 2011). After a stop
word removal function has been applied, the above quoted verse of Cassilda’s Poem
(Chambers, 2005) looks like this:

strange night black stars rise strange moons circle skies stranger still lost
carcosa

Unfortunately, as described in section 4.1.1, no stop word removal was possible during
the preprocessing which created the tokenized datasets, supposedly due to a lack of
processing power. For the stylo-produced n-gram datasets, however, stopword removal
proved possible; likely due to these feature sets being more low-dimensional, as will
be detailed in section 4.2.1. As will be detailed in section 4.3, stop words assumedly
had considerable effects on the end-results, which constitutes a good reason for why the
effects of stop word removal should still be explained in this section. For the purposes
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of this experiment, it can also be argued that some value exists in allowing stop words to
remain in the feature sets, as stop words can be argued to constitute style markers due to
their degree of non-topicality – a concept which will be further explored in section 2.2.1,
which aims to formulate a distinction between topical and stylistic terms to support the
practical purposes of this experiment. Furthermore, stop words arguably make up an
important part of the most frequent trigram features, as will be detailed more closely in
section 4.3.6.

3.2.2 Feature construction and weighting
In order for an automated classifier to make informed decisions about the class adher-
ences of different documents, it is necessary to establish the units of analysis on which
the classifier should base the computations necessary for classification. The concept of
document features (in the text classification context) is introduced by Sebastiani (2005),
and described as items representing document characteristics that allow computation and
quantitative analysis. According to Sebastiani (2005), features may also be denominated
as terms. These terms largely correspond to linguistic features as described by Biber
(1988, p. 72, Appendix II) and discussed in section 2.1.4 of this thesis. In the most
common form of feature construction, Sebastiani describes, feature sets are constructed
by simple calculation of words in the text – or tokens, to use the terminology of Jockers
(2014, p. 21). However, the construction of more advanced features is also possible, for
example phrases - units of analysis which usually consist of text strings consisting of
more than one word, and which may be argued to provide more informative descriptions
of the features’ semantic context than the simple calculation of singular words (Sebas-
tiani, 2005). Such phrases usually consist of n-grams (Eder et al., 2016; RPubs, 2019),
where n normally denotes the number of words to constrain phrases for analytical pur-
poses; i.e. bigrams for two-word phrases, trigrams for three-word phrases, et cetera. In
this experiment, n-gram features will primarily be constructed using the stylo package
(Eder et al., 2016), which allows easy construction of n-gram features, where features
may constitute either sets of n words or characters. In this experiment, sets of 2-grams
and 3-grams (henceforth referred to as bigrams and trigrams) were produced utilizing
stylo; the functions of these in the experiments will be detailed in the Results and Anal-
ysis section.

Once the main feature structures for the analysis have been defined, Sebastiani (2005,
p. 4) describes, the next step is to determine the weighting for these features - i.e.,
how should the importance of individual features in determining document-class rela-
tions be calculated? According to Sebastiani, a simple approach to calculate feature or
term weights is by calculating their frequency, by simply adding up the number of times
each term occurs in a document, thereby giving more importance to a term in relation
for characterizing a certain document the more frequent the term occurs in that docu-
ment. The establishing of more complex weighting schemes is also possible, Sebastiani
describes; for example, the tf ∗ idf function (Sebastiani, 2005, p. 4), which aside from
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term frequency related to a certain document also takes into account the frequency of the
same term in relation to the whole of the document collection (Sebastiani, 2005). In this
rather basic classification experiment, the tf-idf weighting scheme was not applied (nor
were any other weighting schemes, aside from the standard procedure of counting pure
term-frequencies). It may, however, possibly be of interest to evaluate the applications
of such weighting schemes in continued studies in this area.

In order to allow computational analysis of the feature sets representing the docu-
ment collection, Sebastiani (2005) describes, each document needs to be represented to
adequately support such analysis. According to Sebastiani, ”a text dj is typically repre-
sented as a vector of term weights

−→
dj = 〈w1j , . . . w|T |j 〉. Here, T is the dictionary, i.e.

the set of terms (also known as features) that occur at least once in at least k documents”
(Sebastiani, 2005, p. 4). As previously introduced, term weights are determined by ap-
plying an algorithm that, commonly, either assigns term weightings by counting simple
frequency of occurrence or applies more advanced functions, such as the tf-idf weight-
ing scheme, which also considers the distribution of terms across the entire collection, as
has been previously introduced (Baeza-Yates & Ribeiro-Neto, 2011; Sebastiani, 2005).

The set of document-representing vectors are generally arranged in a term-document-
matrix (Feinerer, 2008, p. 20) (or optionally a document-term-matrix, depending on the
preferences of the applied method). When converting the collection to a document-term-
matrix, document vectors are arranged in the rows and the term vectors are arranged in
the columns. Each matrix cell contains the weight assigned to a given term (or feature)
in relation to the documents. This facilitates computations based on the term weights in
relation to the documents.

Dimensionality reduction

In their book, Baeza-Yates & Ribeiro-Neto (2011, p. 320) pose an important argument
for why dimensionality reduction should be applied – according to the authors, too large
datasets will increase the time-consumption and computer resource requirements of run-
ning the classification algorithm, thereby causing negative impact on its usefulness. Ac-
cording to the authors, the process of dimensionality reduction usually entails one or
more methods for feature selection – i.e. reducing document representations to only a
selected set of features, for which the selection criteria may vary. Certain forms of di-
mensionality reduction normally occur already in the document preprocessing stage; for
example, a significant benefit of the stop word removal process is that it achieves a form
of dimensionality reduction (Baeza-Yates & Ribeiro-Neto, 2011, p. 226). According to
Baeza-Yates & Ribeiro-Neto (2011), another, optional, form of dimensionality reduction
may be achieved by the application of a stemming algorithm, which reduces words to
their word stems by reducing words of their linguistic inflections, such as plural indica-
tors and tempus or gender markers. Ideally, such functions serve the purpose of reducing
terms to their linguistic roots and thus make topical analysis easier. However, according
to Baeza-Yates & Ribeiro-Neto (2011, p. 226), the benefits of such algorithms are dis-
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agreed upon in the information retrieval discourse. A significant problem with stemming
is that these algorithms generally have no information of what terms should be avoided
in the stemming process - or the correct linguistical stems of terms without inflection -
often resulting in an unwanted cut off-effect, where not only the inflections of terms are
removed, but any character string that resembles an inflection (Manning et al., 2008). To
illustrate this problem, consider the stemming algorithm known as Porter’s Algorithm
(Porter, 1980, as cited in Manning, Raghavan & Schütze, 2008, p. 32), which accord-
ing to both Manning et al. (2008) and Baeza-Yates & Ribeiro-Neto (2011, p. 227) is a
very popular choice for stemming. If applied on the English word knives, the stemming
would remove the suffix es and produce the word kniv, where the linguistically correct
English word stem would be knife. Obviously, this option has a significant potential to
cause distorted information in the dataset. One way to work around this problem is to
apply a lemmatization algorithm, which leans on a dictionary containing linguistic and
morphological information, in order to produce the linguistically correct base forms - or
lemmas – of the words to be lemmatized (Manning et al., 2008). However, lemmatiza-
tion is arguably a demanding form of preprocessing (Gunnarsson, 2011, p. 224) and can
be assumed to be more so than stemming, since a stemming algorithm is not in need of a
reference dictionary. This, in turn, constitutes a substantial reason for applying a simpler
stemming algorithm instead, if this type of dimensionality reduction is desired. For this
reason, lemmatization will not be used in this study; where inflection removal is deemed
to be of interest, a stemming algorithm will be utilized instead.

Dimensionality of the data to be classified may also be reduced by applying an algo-
rithm for the reduction of sparse terms; the tm (The Comprehensive R Archive Network,
2019a) package for R comes readily equipped with a function for sparsity reduction,
which basically removes any sparse terms (by setting a user- defined threshold for what
qualifies as sparsity) from the computations. Aside from reducing the workload, and
thereby also the resource and time cost of classification algorithms, this form of dimen-
sionality reduction also serves the purpose of countering overfitting (Sebastiani, 2005,
p. 5) - which is explained by Sebastiani as a problem which arises when the classifier
algorithm is too well adapted to the training data to be able to make adequate predictions
on unseen data to be classified.

Feature selection may also be performed in regards to the frequency measure of the
individual features. Basic use of the classification function of stylo, according to Eder
et al. (2016), includes a straightforward form of dimensionality reduction where a most
frequent word (MFW) threshold is set to only include the most high-frequent features
in the analysis (in this context, words should be understood as features, since stylo is
capable of counting both single words and n-grams). Thus, in each these parts of the
experiments, a dimensionality reduction can be said to have taken place, excluding all
features but the 3000 most high-frequent ones.

An issue that should be addressed – particularly concerning the randomized samples
in the kNN classification tests, as detailed in section 4.1 – is that of potential problems
due to small document samples and considerably high-dimensional feature spaces. This
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problem is addressed by Hua et al. (2004), who describe that the error rate of classifiers
tend to decrease with an increased feature space, up to a certain point when the error rate
starts to increase instead. This is referred to by the authors as a ”peaking phenomenon”
(Hua et al., 2004, p. 1509), and is described by the authors as connected to the previously
mentioned issue of overfitting. To counter this phenomenon, the authors suggest that a
selected feature set as close as possible to the optimal feature set size in relation to the
sample size should be selected from unreduced sets (Hua et al., 2004). Since the kNN
classification tests in this experiment (detailed in section 4.1) dealt with considerably
large feature spaces in relation to the sample size, it is likely that this might have impeded
the performance of these classifiers to some degree. However, the exact influence of
this phenomenon on the end-results remains unknown, since the evaluation scores for
the classifiers were not uniformly unimpressive (with the exception of the normalized
datasets). In addition, the unreduced dataset returned the highest precision and recall
scores out of the datasets on which the kNN algorithm was employed, as detailed in
table 4.1. Some instances where this factor can be hypothesized to have influenced the
classification test results will be detailed in chapter 4.

Normalization

According to the DataCamp (2019) tutorial, datasets in classification experiments some-
times require normalization to support optimal algorithm learning. The reason why nor-
malization might be valuable is that the data to be analyzed is not always distributed in
an adequately consistent range (DataCamp, 2019). Such potential inconsistencies can,
for example, be suspected to emerge due to considerable text-length differences (Biber,
1988). In the chosen collection, a certain amount of text length variation can be ob-
served, with a few extreme examples that stand out; the Horror texts Varney the Vampire
and The Mysteries of Udolpho, the Humor text The Pickwick Papers, and the Love sto-
ries Anna Karenina and Lorna Doone all have word counts of around 300 000 words
and more. On the other extreme, shorter texts such as The Fall of the House of Usher are
composed of around 7 000 words, and The Monkey’s Paw of approximately 4 000 words.
These measures can be compared to more moderately long texts, such as Far from the
madding crowd, which has a text lengh of about 137 000 words. The probability that
any term will reach a higher frequency can naturally be assumed to grow with the length
of the text – for this reason, Biber (1988, pp. 75-76) suggests that feature frequencies
should generally be normalized in the preparatory stages of the textual analysis.

Different kinds of inconsistent feature distributions such as these examples may poten-
tially produce distortions when analyzing and comparing document representations. To
counter this, a normalization function may be applied to make the dataset more consis-
tent. Conveniently, such a function is provided in the DataCamp (2019) tutorial, scripted
and ready for application in R. The normalization function for R (which was borrowed
from the Datacamp tutorial) can be translated from programming code to a mathematical
formula thus:
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For each t in the set T of matrix features, we calculate for each instance document
d ∈ D the normalized term frequency t̂d:

t̂d =
td − tmin

tmax − tmin
(3.1)

With this normalization function applied, all features are assigned weights across the
same scale, from 0 to 1, where 1 constitutes the maximum value assigned to the ob-
served variable in the dataset. (Note: This normalization function brought unforeseen
complications, which will be detailed further in chapter 4.)

3.2.3 Building, training and application of machine-learning
algorithms

The supervised classification experiments performed in this study were primarily per-
formed using a k-nearest neighbor or kNN algorithm, as detailed by Baeza-Yates &
Ribeiro-Neto (2011, p. 299). The kNN model is a fairly easily utilized classification
model, which determines the class adherence of new documents based on the class ad-
herences of its k nearest neighbors in the vector space containing document-representing
vectors. The proximity of each document in the vector space is decided by a function
that calculates the similarity between documents, based on the Euclidian distance mea-
sure (DataCamp, 2019). k is a variable that specifies the number of nearest neighbour
documents that should influence the classification decision for unclassified documents.
k is generally set arbitrarily and may be optimized as a result of iterated experiments.

In this experiment, the kNN algorithm was built, trained and tested using tools sup-
plied to the R environment by the class package (The Comprehensive R Archive Net-
work, 2019c). The class package offers great versatility for modifying classification
models, and an extensive measure of control in creating randomized training and test
samples.

The stylo package (Eder et al., 2016) for R also provides easy access to a a multi-
tude of classifier models; users need only input the type of model they wish to apply in
their script, and stylo then applies a standardized version of said algorithm, which may
be modified by the user either through adding lines to the script or with the aid of an
optional (quite intuitive) graphical user interface. Stylo also supports classification us-
ing the kNN model, along with several additional classification models, such as support
vector machines (commonly shortened to SVM), Burrows’s Delta, nearest shrunken cen-
troid classification, and naive Bayes classification (Eder et al., 2016, p. 9). The permis-
sive programming knowledge threshold of Stylo allowed text classification experiments
to be easily performed using all of the (unmodified) models detailed above; however,
since the SVM classifier model easily provided the most successful results out of the
attempts, the experiment was focused on the performance of this classifier model, and
the previously described kNN model. SVM classification is explained by Baeza-Yates
& Ribeiro-Neto (2011, p. 306) as a complex method; as such, it will only be given a
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Figure 3.1: Example of a k-nearest neighbor classification. The green circle symbolizes
a document to be classified. The class adherences of preclassified documents are rep-
resented by red triangles and blue squares, respectively. If k is set to 3, the document
is sorted into the class symbolized by the red triangle, since two out of its three nearest
neighboring documents, in terms of similarity, adhere to this class. A k set to 5 would in
the same manner classify the document into the blue square class (Wikipedia, 2019a).
Figure by Antti Ajanki (2007). Retrieved from:
https://commons.wikimedia.org/wiki/File:KnnClassification.svg.
Licensed under the Creative Commons Attribution-Share Alike 3.0 Unported license:
https://creativecommons.org/licenses/by-sa/3.0/deed.en

(very) brief outline in this study. The design behind SVM algorithms centers around an
imaginary binary classification task, where theoretically an ideal hyperplane can be de-
fined in the space of document-representing vectors, in order to separate the two classes
from each other with optimal distance. The SVM algorithm estimates the proximity of
this hyperplane by observing the training set and determining a number of support vec-
tors, which are used to calculate the proximity of parallel delimiting hyperplanes. These
delimit an area in the vector space where, ideally, the optimal decision hyperplane – the
hyperplane that forms the basis for classification decisions – can be determined. Docu-
ments to be classified are then sorted into one of the classes based on their determined
proximity in the vector space, in relation to the decision hyperplane determined in the
training data. Though the basic principles behind SVM classifiers originate from binary
classification problems, this model is fully applicable in multi-class problems also, nor-
mally by repeating the classification task for each class in the problem, or optionally for
each class pair (Baeza-Yates & Ribeiro-Neto, 2011, p. 314). Figure 3.2 illustrates the
basic principle behind the SVM classification algorithm.

The default version of the SVM algorithm in the stylo package, which was used
throughout the classification tests, is modeled as a linear kernel support vector machine
(rdrr.io, 2019). According to the stylo manual, the linear kernel SVM is: ”probably the
best choice in stylometry, since the number of variables (e.g. MFWs) is many times
bigger than the number of classes” (Eder et al., 2019, p. 23). As will be shown in the
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Figure 3.2: Example of a Support Vector Machine. The blue and green circles sym-
bolize document vectors adhering to two different classes, separated by the ideal de-
cision hyperplane (red line). The decision hyperplane is located in the area delimited
by the dashed lines, or delimiting hyperplanes (to use the terminology of Baeza-Yates &
Ribeiro-Neto [2011]). The proximity of these are determined from the coordinates of the
support vectors (black-bordered blue and green circles) – the closest documents between
the two classes. The proximity of the decision hyperplane is decided by computing the
maximum distance between the support vectors. (Wikipedia, 2019b).
Figure by Lahrmam (2018). Retrieved from:
https://commons.wikimedia.org/wiki/File:SVM_margin.png.
Licensed under the Creative Commons Attribution-Share Alike 4.0 International license:
https://creativecommons.org/licenses/by-sa/4.0/deed.en
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Results and Analysis chapter, the SVM classifier outperformed all other models in every
instance of the classification experiments using stylo, whereas the kNN model supported
by the class package provided the most transparent results within the timeframe of this
experiment. For this reason, the experimental process of applying the kNN and SVM
classification model to the different datasets will be detailed further in the Results and
analysis section of this study, while less emphasis is placed on the experiments with the
other classification models.

3.2.4 Evaluation methods
In thist study, the main method of evaluation of the text classifiers will consist of calcula-
tion of precision and recall. The terminology and concepts of these evaluation measures
come from the field of information retrieval, in which they are well-established measures
in the evaluation of information retrieval systems (Baeza-Yates & Ribeiro-Neto, 2011;
Manning et al., 2008). Precision is defined by Baeza-Yates & Ribeiro-Neto (2011) as
”the fraction of all documents assigned to class cp that really belong to class cp (accord-
ing to the test set)” (p. 327). Recall is defined by the authors as ”the fraction of all
documents that belong to class cp (according to the test set) that were correctly assigned
to class cp by the classifier” (Baeza-Yates & Ribeiro-Neto, 2011, p. 327). Precision
and recall may be defined by the following, rather simple calculation (Baeza-Yates &
Ribeiro-Neto, 2011; Manning et al., 2008):

P =
tp

tp + fp
(3.2)

R =
tp

tp + fn
(3.3)

These measures are generally (and conveniently) gathered by producing a contingency
table or confusion matrix (DataCamp, 2019), which facilitates closer study of the perfor-
mance of classification experiments. In the above formulae, tp is defined as the number
of true positives – i.e. the number of documents in the test set that were correctly catego-
rized into class cp – and fp constitutes the number of false positives, i.e. the documents
in the test set incorrectly categorized into class cp. The variable fn – false negatives
– constitutes the number of members of class cp that were erratically predicted to not
belong to class cp (Manning et al., 2008). The measures of precision and recall are
both calculated in relation to specified classes, and may be aggregated by calculating
the macro-average precision and macro-average recall (Manning & Schütze, 1999, p.
577) in order to evaluate the classifier’s performance across all classes. These values all
produce values between 0 and 1, where a full 1 indicates that the classifier performed
optimally in the given instance.
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3.3 Inspection of feature distributions
Characterizing features for the different texts were mainly extracted in two ways: pri-
marily by means of an information gain algorithm, which achieves a measure of the
relative information between two variables; in this context, the term ki and the entire
set of classes C (Baeza-Yates & Ribeiro-Neto, 2011, pp. 323-324). Baeza-Yates &
Ribeiro-Neto (2011) provide the following formula for calculating information gain:

IG(ki, C) = H(C)−H(C|ki)−H(C|¬ki) (3.4)

In the authors’ own words:

(...) H(C) is the entropy of the set of classes C and H(C|ki) and H(C|¬ki)
are the conditional entropies of C in the presence and in the absence of term
ki. In information theory terms, IG(ki, C) is a measure of the amount of
knowledge gained about C due to the fact that kiis known. (Baeza-Yates &
Ribeiro-Neto, 2011, p. 323).

The information gain measure can thus be said to be a measure of the information
gained from term ki in predicting the class adherence of unclassified documents, si-
multaneously relative to both the presence and absence distribution of the term in pre-
classified documents (Baeza-Yates & Ribeiro-Neto, 2011, p. 323). However, this mea-
sure provides little in the way of information relative to the individual classes.

A selection of terms which scored highly in the information gain calculation was
therefore compared to a set of the most high-frequent terms in each class; seen to their
relative frequency within the class. According to Stamatatos et al. (2000), term fre-
quency is ”a reliable discriminating factor” (p. 474) and usable as such in both genre
detection and authorship attribution. This comparison was achieved by using a function
in R to produce a ranked list of features, sorted by their frequency. This way, the relative
class-prominence of features in terms of frequency could be extracted, thus countering
the text length bias to some degree for the feature inspection part of the analysis.

To complement the feature inspection part of the analysis, which was largely governed
by the information gain calculation and term-frequency prominence ranking, a set of
bivariate term-frequency scatterplots were also produced by employing the ggplot2 (The
Comprehensive R Archive Network, 2019b) package for R. This was mainly done in
order to illustrate how the prominence of a few terms can be assumed to carry class-
distinguishing information in a way that is easily observable and pleasing to the eye.
A second purpose for these visualizations was to also provide information as to term-
prominence in a way that provided easy insight as to the distributions of these terms
seen to individual documents. These distinctions were illustrated in the visualizations
through 1) allowing the document class adherence in the scatterplot to be represented by
different colors, and 2) including the document name in the scatterplot. The document
name inclusion was found to be of high value in order to identify any extreme effects
caused by documents that were found significantly deviant in terms of text length.
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Topical and stylistic features: An attempted definition

For the purposes of this experimental study, the distinction between topic and style will
require a definition, since this difference plays an important part in the analysis and cat-
egorization of class-distinguishing features. In their conference paper, Hettinger et al.
(2015) describe the difference thus: ”In contrast to stylometric features which focus on
features of writing style, content-based features capture the content of the corresponding
novels.” (p. 250). This distinction is arguably rather vague. Similarly to the classi-
ficaton experiment itself, following the pragmatic positioning proposed by Hjørland &
Nissen Pedersen (2005), it may be that the feature inspection process will also require a
perspective that suits the purpose of investigating the class-distinguishing features, espe-
cially since, according to Stamatatos et al. (2000, p. 472), no scientific consensus exists
as to the delimitations of what constitutes style as opposed to topic.

One perspective for distinguishing topical and stylistic features is offered by Sebas-
tiani (2005, p. 13), the reasonings of whom suggests that topical features can be related
to the topicality or aboutness of the text. This reasoning suggests that appropriate topical
features would constitute text that mark the subject matter that an author ”writes about”
(Sebastiani, 2005, p. 13) in the text. Stylistic features, on the other hand, are described
by Sebastiani (2005) as more adherent to form, linguistic flourishes and communicative
techniques. Obviously, the exact proximity of this distinction is far from easy to con-
fidently state, especially for researchers who are untrained in linguistics (as is the case
with the author of this thesis). For example, an intuitively appealing definition might be
to indiscriminately decide upon the rule that all nouns in text should be treated as indi-
cators of subject matter for the purpose of the analysis. However, with such a simplified
approach, we risk losing contextual information from surrounding text, possibly causing
dubious conclusions (Gunnarsson, 2011, pp. 154-155). For example, one might choose
to treat nouns as indicators of subject matter, considering terms such as murder and love,
which are obviously class-distinctive from an intuitive perspective. However, by doing
so, we forget that the verb forms of both these nouns are homonymous with their noun
forms, as in ”I love you” and ”I will murder you”. The problem gets even more compli-
cated when considering the verbs murdered and married, which arguably carry similar
topical connotations as the above mentioned nouns. Were these words to be omitted
from the analysis, valuable topical information would likely be lost. In this particular
case, a stemming algorithm as described by Baeza-Yates & Ribeiro-Neto (2011, p. 226)
and Manning et al. (2008) might solve part of this problem; however, this still does not
eliminate the fact that different word classes fill different syntactic functions, but may
still be topically related to each other. Clearly, the distinction between topic and style is
far from easy. When performing their study, Hettinger et al. (2015) distinguished topic
from style by employing a Latent Dirichlet Allocation (p. 249) topic model to construct
their feature set. Within the time constraints of this experiment, no such technology was
readily available, nor was the knowledge of how to employ such a technique. In lieu of
the aid of such a topic model, this thesis will attempt to reach a definition of the two
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concept through a rather qualitative reasoning.
Perhaps, the best way to work around this issue would be to employ more advanced

natural language processing tools in the text preparation process, as described by Gun-
narsson (2011, pp. 154-155), in order to automatically identify the communicative
function of each term relative to the different contexts that occur in fictional text. As
described by Manning & Schütze (1999, p. 341), a related process referred to as parts-
of-speech tagging is an established method to counter term ambiguity and determine
the context of word usage. As illustrated by Biber (1988, Appendix III) in his book,
an interesting way of mapping stylistic genre characteristics in a quantitative manner
could be to produce feature categories to support inspection of prominent features in
genre-categories. This method could perhaps also be employed to perform feature cate-
gorizations of a more thematic kind, relating the categorizations to the genres of interest,
not unlike the categorizing scheme to detect ambiguity in the study by Hogenraad (2018,
p. 302). However, such advanced technology (and the knowledge of how to employ it)
has been unavailable within the constraints of this study, and this suggestion will thus
have to remain an interesting entry point for further studies. For the purposes of this
experiment, however, some kind of guideline will be necessary to distinguish between
topic and style.

Perhaps a good way to begin is to try to define the purely stylistic expressions by deter-
mining what features should not be regarded as topical. For example, Sebastiani (2005),
addresses stop-words as ”topic-neutral words such as articles and prepositions” (p. 4). In
a similar manner, Karlgren (2010), in turn, equates stylistic variation with ”non-topical
variation” (p. 33), to be regarded as distinctive from subject matter (although these
categories of variation are tightly interconnected, according to Karlgren). In his dis-
cussion of what constitutes a genre, Karlgren emphasizes the important communicative
interplay between the author and reader, which serves to form common acceptances of
genre-categories:

When the character of text in a typical communicative situation is formed
by or based on the bidirectional flow of authors’ expectations on their audi-
ences and that or those audiences’ expectations of likely behaviour on the
part of the authors they are reading, those items, or that family of items,
constitute a genre (Karlgren, 2010, p. 34).

Manning & Schütze (1999, p. 296) relate the concept of topic to that of semantic sim-
ilarity; a measure which, according to the authors, constitutes the degree of intelligible
relatedness that exists between different units of language. According to the authors,
such related language items need not necessarily be members of the same linguistic cat-
egories, for example, word classes. To exemplify, words such as book or newspaper
arguably carry a considerable degree of semantic similarity, and are both in turn seman-
tically related to the words read and write. These families of related words are referred
to by Manning & Schütze (1999) as topics or semantic domains. Members of these fam-
ilies, in the authors’ own words: ”(...) are similar if they refer to entities in in the world
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that are likely to co-occur like doctor, nurse, fever and intravenous, words that can refer
to quite different entities or even be members of different syntactic categories” (p. 296).

Based on the above reasonings, for the purposes of this explorative study, we can
suggest a tentative definition of stylistic features as: features that are not intuitively found
to adhere to the same semantic domains as the expected core subjects of a known genre.
We can then, subsequently, define topical features as: features that can be intuitively
assumed to relate to the semantic domains of the expected subject matter of the known
genres.

Although this definition necessitates a certain degree of subjective interpretation, and
subsequently carries a strong bias potential, it should be remembered that text classifi-
cation arguably carries an inherent and seemingly unavoidable degree of subjectivity in
itself (Hjørland & Nissen Pedersen, 2005; Sebastiani, 2005). Therefore, it should prob-
ably not be regarded as a far-fetched assumption that some subjectivity can also be ex-
pected to carry over also into the post-classification examination of class-distinguishing
features. Admittedly, a trained linguist could probably produce more theoretically solid
definitions than the above attempt; however, as such expertise is unavailable for this
experiment, the above definitions will be have to suffice for this study.

3.4 Generalizability and replicability
To finalize the Methods chapter, some statements about the generalizability and repli-
cability of this experimental study should probably be made. It has already been es-
tablished that the outcome of classification and feature inspection experiments such as
this depend heavily on the context in which they are performed, the tools used, and,
perhaps most importantly, on the collections themselves. It should therefore be clarified
that the end-goal of this study is not to produce generalizable results, but rather to begin
tracing the degree of potential in using automated methods for fiction classification, and
also, to gain some insight into the results by studying a selection of assumedly class-
distinguishing factors. The explorative nature and design of this study (in particular, the
second part, which concerns itself with class-distinguishing features) should probably
be emphasized. Due to the observation that this particular area of research on text clas-
sification seems considerably unexplored, as discussed in section 2.4), a significant aim
of this study is to provide a theoretic, introductive foundation to support – and hope-
fully inspire – further experimental and/or explorative studies in the relatively uncharted
subfield of automated fiction classification, and further efforts to discern what features
characterize genres of fiction.

Considering experimental replicability, should someone wish to verify the results,
the experimental process should be fairly easy to follow and replicate for anyone who
wishes to do so. All of the analyzed fiction documents can be downloaded in raw text
format, free of charge and almost any restrictions, from Project Gutenberg (2019b). All
genre distinctions that were applied in the study were tentatively determined based on
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bookshelf categorization or subject headings from the Gutenberg document metadata.
These derived genre-labels were then reaffirmed by a cross-check of the documents’
Form/Genre designations or subject headings at the Library of Congress (2019f) cata-
logue. All analytical tools in the experiment are available for free download, includ-
ing RStudio and the complementary analytical packages used in the study; most promi-
nently, tm (The Comprehensive R Archive Network, 2019a), class (The Comprehensive
R Archive Network, 2019c), stylo (Eder et al., 2019) and ggplot2 (The Comprehensive
R Archive Network, 2019b).

It should probably also be emphasized that the classification tests in the first part of
the experiment should not be seen as an effort to produce generalizable statements about
the effectiveness of automated classifiers in regards to any fiction collection. In section
3.2.4, the main methods of evaluation that are used in this study were described: pre-
cision, recall (Baeza-Yates & Ribeiro-Neto, 2011, p. 327) and their macro-averaging
counterparts (Manning & Schütze, 1999, p. 577). In this section, it was described that
all these measurements generate values between 0 and 1, where measures closer to a
full 1 means that the classifier performed with a higher success rate in that particular
instance. A full 1 would, as a result, be interpreted as an optimal success rate in that
particular instance (Baeza-Yates & Ribeiro-Neto, 2011, p. 327); however, values that
occur in the spectrum between 0 and 1 (which is arguably the more common case) are
obviously less easy to assess, due to a lack of generally comparable benchmarks. Con-
sidering the fact that the collection consists of 80 documents evenly distributed across
four classes, pure guesswork on the classifier’s part would supposedly achieve at least
about 25% correct guesses, if we consider a situation were the classifier would simply
categorize all documents into one class. If nothing else, this threshold can serve as an
indicator of the point where the potential of the classifier to at all perform the task be-
comes doubtful. Above this threshold, the rule of assessment will have to be a simple
one: the closer to a full 1 a classifier performs in terms of precision and recall, the better
the performance of the classifier. It should, again, be stressed that these classification
tests aim to trace a potential of using automated classifiers to categorize fiction by genre
in an explorative manner, rather than performing a strict comparison of the performance
of different classification models.

It should also be addressed that the classification tests will be performed on a rather
limited collection of only 80 texts and 4 classes with fairly easily establishable singular
labels, derived from two authoritative sources (as explained in section 3.1.1, which also
contains a discussion on the reasons for why the sample was limited to 80 texts). In
a classification task performed on a real-world library collection, such a task can obvi-
ously be expected to include considerably larger quantities of documents, more classes,
and also more less easily definable genre-labels. Considering this, it should again be em-
phasized that the classification tests, which constitute the first part of the experiments,
should be seen as an explorative introduction to this field, and also an attempt to gain
early insight into the question whether automated classification can potentially be em-
ployed successfully on fiction collections. Continued experiments in further studies will
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likely include widely varying compositions of collections and labellings, which can be
expected to have a considerable effect on the evaluation results. As such, the results
of the classification tests that constitute the first part of the experiment should not be
taken as evidence that the methods used in this study will be applicable considering
each possible combination of collections and labels. Perhaps, however, the findings in
the classification tests can pave a possible way forward for further examinations in this
area. The second part of the experiments should instead be seen as a contribution to the
mapping of fiction genre characteristics, and can as such be regarded as supportive of
continued classification experiments, and also possibly of interest to those interested in
studying the quantitative aspects of fiction genre adherence.
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Chapter 4

Results and analysis

Following the two research questions in section 2.4, this chapter – and the analysis itself
– will be divided into two main parts. First, the results and performance of the clas-
sification tests will be presented in a set of tables detailing the algorithms used for the
different classification experiments, the different datasets used in the classification tests,
and the evaluation score of each dataset calculated according to the established meth-
ods for evaluation – precision, recall and their macro-average counterparts – as were
described in section 3.2.4. It should again be emphasized that the evaluations of classi-
fier performance should be seen as an explorative effort of tracing different aspects of a
potential in using automated classifiers for this purpose, and not primarily as a compar-
ison of classifier models in relation to the chosen collection. Such a comparison would
have required classification tests to be performed using consistent feature sets, which is
not the case in, nor the primary objective of, this study. A more detailed reasoning on
how the test scores are valued in relation to the purpose of the study can be found in
section 3.4. The second part of the analysis will aim to extract a set of assumedly class-
distinguishing features, in an effort to understand what factors serve to distinguish the
classes and support the classifiers in their decisions in terms of document similarity. This
part of the analysis will be focused on two main means of extracting class-distinguishing
features; firstly, by means of an information gain calculation, as described in section 3.3,
and secondly, by a simple measurement of term-frequency, followed by a subsequent
ranking of terms by frequency. This procedure was performed with an intent to deter-
mine which terms carry importance for the different classes in terms of prominence.
After this initial presentation, the refined sets of prominent terms generated by this pro-
cess will be compared to each other, in order to produce sets of terms for each class that
presumably contain a high degree of class-discriminativeness. Then, a final analysis of
this refined set of terms will be performed from a qualitative perspective, in an effort
to identify whether patterns exist that correlate with the supposed nature of the differ-
ent classes, as described in section 3.1.1. These final sets of refined terms will then be
categorized into topical and stylistic features, based on the reasonings in section 3.3, in

57



an effort to observe whether class-distinctive term patterns can be found in these two
categories, and whether any discernable differences are qualitatively observable relative
to the presumed class properties described in section 3.1.1.

4.1 kNN classification using the class package
In this experiment, the value of k was initially set to 3. Some adjustments of the variable
k was attempted in order to improve the results; however, they yielded little in the way
of positive results - if anything, modifying the value of k below or beyond 3 seemed to
worsen the results for the data sets where this was attempted.

4.1.1 Datasets used in the experiments
The text preprocessing for this part of the experiment yielded 6 different datasets:

• Unreduced dataset (133 253 unique features)

• Unreduced, normalized dataset (133 253 unique features)

• Sparsity reduced dataset (6 885 unique features)

• Sparsity reduced, normalized dataset (6 885 unique features)

• Stemmed, sparsity reduced dataset (4 988 unique features)

• Stemmed, sparsity reduced, normalized dataset (4 988 unique features)

Supposedly due to a lack of sufficient machine-processing power in this part of the
experiment, no stop word removal was possible, and the stop words were therefore left
to remain in all the datasets in this part of the experiment. It is thus still unknown how
stop word removal would have affected the kNN classification experiments. The exact
reason for why the stop word removal algorithm did not function remains unknown, as
more demanding algorithms apparently did function, such as the stemming algorithm.
This problem was largely left without further investigation due to the time constraints of
the study, and the effects of stop-word removal on automated fiction classification may
therefore be suggested as an area for further research.

Evaluation of the kNN classification

As can be observed in table 4.1, the overall evaluation scores of the kNN classification
experiments seem somewhat unimpressive when regarded by themselves. However, the
kNN classification tests can be argued to have produced reults with interesting potential
when considering two primary observations. Firstly, repeated runnings of the kNN al-
gorithms with renewed, randomized training and test sets showed a significant degree of
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Table 4.1: Precision and recall evaluation of kNN classification using the class package.

Unreduced
dataset

Unreduced,
normalized
dataset

Sparsity
reduced
dataset

Sparsity
reduced,
normalized
dataset

Stemmed,
sparsity
reduced
dataset

Stemmed,
sparsity
reduced,
normalized
dataset

P(Hor) 0.63 1.00 0.60 0.43 1.00 0.45

P(Hum) 0.60 0.00 0.25 0.00 0.17 1.00

P(Lov) 1.00 0.00 0.57 0.43 0.40 0.33

P(Mys) 0.50 0.00 0.33 0.67 0.60 0.43

R(Hor) 0.63 0.50 0.43 1.00 0.56 0.71

R(Hum) 0.43 0.29 0.11 0.00 0.33 0.17

R(Lov) 0.80 0.38 0.57 0.60 0.67 0.20

R(Mys) 1.00 1.00 0.80 0.33 0.38 0.75

M/A P 0.68 0.25 0.43 0.38 0.54 0.55

M/A R 0.72 0.54 0.48 0.48 0.49 0.46

variation between the tests. In some test runs, the classifier produced quite impressive
results, while other runnings on the same the results generated less impressive scores.
Unfortunately, it has proven rather difficult to isolate the cause of these variations be-
tween runnings, but a suggested hypothesis is that different compositions of training and
test data had some influence in the varying end results. Secondly, it should be mentioned
that almost no adjustments or fine-tunings were performed on the classification algo-
rithms between tests; all tests were run using very basic versions of the kNN algorithm
with k set to 3. Viewed from this perspective, the results of the tests seem to imply that
there at least exists some degree of observable patterns within the text corpus that may
be exploited to distinguish the characteristics of the different classes; after all, in almost
all the tests evaluted and reported in table 4.1, the kNN algorithm managed to correctly
classify a significant proportion of the test documents. In some runnings, the algorithm
even produced quite impressive results, such as in the test performed on the unreduced
dataset in Table 4.1. In this test, the classifier managed to classify 15 out of 23 test doc-
uments correctly; even though this should probably not be regarded as a generalizable
measure of success, due to the lack of transparency in this measure of correctness, and
the variation in different test runs. However, this implies that there seemingly exists at
least some degree of commonality within the genre-categorized document feature sets.
Although humble, the evaluation scores of the (very basic) kNN algorithms across this
text collection should in this context be regarded as acceptable and potentially worthy of
further examination.

Another pattern that becomes obvious when viewing table 4.1 is that the normalized
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datasets generally performed worse than the runnings with unnormalized datasets. How-
ever, as can also be observed, the evaluation scores improved with increasing levels of
dimensionality reduction, such as sparsity reduction and stemming. One explanation for
this may be that the normalization function (which was borrowed from the Datacamp
[2019] tutorial) caused the effect of assigning the most sparse terms the weights of ei-
ther 0 or 1, while more frequent terms were assigned weight values on a scale between
0 and 1. This seemingly caused a bias against low-frequent terms in the document-term-
matrix, which in turn seemed to produce a miscalculated preference of the kNN classifier
toward the Horror class. Therefore, the classification tests on the normalized datasets
can hardly be regarded as representative or successful, as the datasets had apparently
been inadequately calibrated; on the other hand, the implications that dimensionality
reduction seems to be a solution to this problem may perhaps be of interest in future
experiments. A hypothesis that may be suggested is that dimensionality reduction may
be a way of countering similar bias toward one or more classes caused by use of the nor-
malization function in question. Possibly, this observation might be connected to issues
from the considerably high-dimensional feature spaces, relative to the small document
sample size, as discussed by Hua et al. (2004).

4.2 SVM classification with Stylo
This part of the experiment was performed using the unmodified version of stylo’s SVM
algorithm, closely following the exemplifying applications in the articles by Eder et al.
(2016) and the stylo manual (Eder et al., 2019).

4.2.1 Datasets used in the experiments
In addition to classification tests on the datasets used in the kNN experiments, as detailed
in section 4.1 (which were used in this experiment also), the following feature sets were
produced exclusively to Stylo:

• Word bigrams

• Word bigrams (no stop words)

• Word trigrams

• Word trigrams (no stop words)

• Character bigrams

• Character trigrams
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As made obvious by the list of feature sets, the preprocessing functions of stylo al-
lowed for stop words to be removed within the constraints of the available system re-
sources. For these analyses, a threshold was set to perform the analysis on the 3000
most frequent features exclusively, as exemplified in the application examples in the
article by Eder et al. (2016).

4.2.2 Evaluation of the SVM classification using stylo

Table 4.2: Precision and recall evaluation of SVM classification using the stylo package
(randomized tokens).

Unreduced
dataset

Unreduced,
normalized
dataset

Sparsity
reduced
dataset

Sparsity
reduced,
normalized
dataset

Stemmed,
sparsity
reduced
dataset

Stemmed,
sparsity
reduced,
normalized
dataset

P(Hor) 0.63 1.00 0.40 0.57 0.71 0.40

P(Hum) 0.60 0.60 0.58 0.67 0.86 0.80

P(Lov) 1.00 1.00 0.75 0.40 1.00 0.67

P(Mys) 0.50 0.50 0.70 0.71 1.00 0.57

R(Hor) 0.63 0.67 0.40 0.50 1.00 0.40

R(Hum) 0.43 0.75 0.88 0.80 1.00 0.67

R(Lov) 0.80 0.67 0.43 0.40 0.63 0.25

R(Mys) 1.00 0.50 0.70 0.50 1.00 1.00

M/A P 0.68 0.78 0.61 0.59 0.89 0.61

M/A R 0.72 0.65 0.60 0.55 0.91 0.58

As can be observed in table 4.2, the SVM classification using stylo’s standard function
with the same, randomized datasets as in the kNN classification tests provided results
that were comparably impressive and in themselves well above expectations. The SVM
evaluation scores in the table easily surpassed the kNN classification in every feature
set but one – the unreduced dataset, which provided identical precision and recall scores
to the kNN test in section 4.1. The stylo SVM classifications also seemed to reduce or
remove the bias toward low-frequent terms caused by normalization: possibly thanks to
the dimensionality reduction achieved by stylo’s most frequent feature threshold, which
excluded a significant number of sparse terms from the analysis. A hypothesis that may
be suggested is that dimensionality reduction had a positive impact on the classifica-
tion tests – in support of this hypothesis is the observation that the stylo datasets, which
were all dimensionality reduced, performed considerably better than kNN classification
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performed on larger datasets. Furthermore, in the SVM classification experiments, the
stemmed, sparsity reduced dataset gave the highest score in the entire experiment, with a
very impressive macro-average precision score of 89% and a macro-average recall score
of 91%. This observation might, again, be related to the ”peaking phenomenon” Hua
et al. (2004, p. 1509) discussed in section 3.2.2, since too high-dimensional a feature
space, in relation to the small document sample size, may have caused an increased
error rate of the classifier. On the other hand, the SVM classifications run on the full
unreduced datasets (normalized and unnormalized) performed second-best as to both
macro-average precision and macro-average recall. Furthermore, no options were found
in stylo to assign contribution scores to features in order to study their presumed in-
fluence in the classification tests. To confirm or reject the hypothesis of the benefit of
sparsity reduction in fiction classification, further tests will have to be made. For now, it
can only be concluded that the standard stylo SVM classifier exceeded expectations and
shows an interesting potential of supporting genre-based fiction classification.

Table 4.3: Precision and recall evaluation of SVM classification using the stylo package
(n-grams).

Word
bigrams

Word
bigrams
(no stop
words)

Word
trigrams

Word
trigrams
(no stop
words)

P(Hor) 1.00 1.00 1.00 0.63

P(Hum) 0.25 0.67 0.71 0.40

P(Lov) 0.40 0.50 0.88 0.31

P(Mys) 0.56 0.70 0.75 1.00

R(Hor) 0.50 0.25 0.38 0.63

R(Hum) 0.25 0.50 0.63 0.25

R(Lov) 0.50 0.88 0.88 0.50

R(Mys) 0.63 0.63 0.75 0.13

M/A P 0.55 0.72 0.84 0.59

M/A R 0.47 0.57 0.66 0.38

As can be observed in table 4.3, which details the evaluation of the SVM classification
experiments using n-gram features, the stylo SVM tests once again clearly outperformed
the kNN classification tests. However, they did not outperform the SVM tests on the
randomized token-based datasets (with the exception of the word trigram dataset, the
classification of which turned out impressive). Out of the four datasets used exclusively
in the stylo classifications, the stop word inclusive word trigram dataset generated the
easily most satisfying results in terms of both precision and recall, followed by the stop
word-reduced bigram dataset. No significant difference in performance can be observed
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between the classification of the bigram dataset that included stop words, or the stop
word-reduced trigram dataset; the former performed better in terms of recall, and the
latter in terms of precision. Overall, table 4.3 shows results that are significantly more
impressive than expected, and that suggest that n-gram-based fiction classfication has po-
tential to provide an interesting option for automated fiction classification; and perhaps
more relevant in the context of this study, that fiction documents seemingly contain suf-
ficient n-gram patterns which may be exploited to support automated prediction of genre
adherence. Further N-gram analyses of fiction documents should therefore constitute an
interesting area for deeper investigation.

4.2.3 A note on normalization
In the classification experiments performed in this study, this function did little to im-
prove the classification results; as shown in table 4.1 and discussed in section 4.1, the
normalization function borrowed from the DataCamp (2019) caused a bias for low-
frequent terms, with the effect that an abnormally large proportion of the documents
were classified into the Horror class in each of these tests. It is likely that results of
experiments with normalized datasets could be improved by using another formula of
normalization. However, it should also be noted that the normalization function did
not seem to hamper the SVM classification tests (see table 4.2), likely due to the con-
siderable reduction of sparse terms in these datasets. This difference in performance
is likely also connected to the different functions of the different classifier models; the
used kNN algorithm determines document similarity based on a measure of Euclidean
distance (DataCamp, 2019), whereas the SVM algorithm instead performs its classifi-
cation decisions by estimating the lines that ideally separate the class-categorized sets
of document-representation vectors in the vector space (Baeza-Yates & Ribeiro-Neto,
2011, p. 306). It is likely that the considerable difference in performance largely hap-
pened based on the different functions of the classification algorithms.

Judging from the results of evaluation of the SVM classifications in table 4.2, the nor-
malization function cannot be observed to have improved the classifier results visibly.
The normalized version of the sparsity reduced datasets (stemmed and non-stemmed)
produced less impressive results than their unnormalized counterparts, and as to the
unreduced dataset the normalized version outperformed the unnormalized version in
precision only. This may simply have been a matter of chance due to the term distri-
butions in the training and test datasets. It can thus be suggested that normalization,
in this experiment, apparently brought no particular, observable positive effects to the
end-results.
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4.3 Inspection of class-distinguishing features
This section will aim to take a closer look at distinguishing features and the patterns in
the dataset, relative to the genre categorization of the collection, as detailed in section
3.1.1. This will be achieved by employing methods that constitute a form of feature
selection, as detailed by Baeza-Yates & Ribeiro-Neto (2011, pp. 320-325). First, a
table (table 4.4) of prominent terms with high scores in an information gain calculation
performed across the unreduced corpus will be presented. As described in section 3.3,
information gain provides a measure of the relative importance of terms across the class
set as a whole, seen to term presence and absence in documents (Baeza-Yates & Ribeiro-
Neto, 2011, p. 323).

Following the information gain calculation across the class set, the analysis will shift
its focus to the individual classes, in an effort to estimate which features are most promi-
nent characteristics of each class. This estimation will be performed by first presenting
tables detailing the most frequent terms (and their frequencies) in the individual classes,
seen to the unreduced corpus (tables 4.5 to 4.8). Since the full feature dimension is ob-
viously too vast to fit in an ordinary table – again, the feature set representing the unre-
duced corpus contains 133 253 unique features – excerpts consisting of the 100 most
frequent features for each class will be presented. Then, the most high-frequent terms
for each class will be intersected with the list of highly informative terms (in terms of
information gain) across the class set 4.9 to 4.12. By studying these intersections, we can
gain an estimation of what terms are assumedly highly prominent in, and thus arguably
distinctive for, the different classes. Finally, these intersections will be intersected with
each other, to reduce the feature sets to only comprise the most class-distinguishing fea-
tures.

A selection of these supposedly highly influential terms will then be paired and pre-
sented as scatterplots, produced with the ggplot2 package, in an effort to visualize their
prominence (in terms of frequency and measured informativeness) across the classes in
a way that is pleasing to the eye. Finally, a brief presentation of contributing n-gram
features from the stylo classification will follow (table 4.19). Unfortunately, no form
of contribution ranking of n-grams was possible, since stylo was found to offer no such
option through exclusive use of its standard package. Hopefully, however, a look at an
excerpt of the features used in the analysis can bring some insight into the composition
of the most frequent n-gram features in the corpus, and at least bring some understanding
to the components of the analysis.

4.3.1 Information gain ranking
The information gain ranking resulted in a list of 283 terms with an information gain
score above zero, which can be assumed to have contributed to the distinction between
the four classes through term presence/absence across the document set (Baeza-Yates &
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Ribeiro-Neto, 2011, p. 323).
A ranked excerpt consisting of the 32 most informative terms in relation to the class

set is presented in table 4.4 along with the information gain scores of the terms.

Table 4.4: The most highly ranked terms in the unreduced dataset in terms of information
gain (cut-off value 32)

never 0.3515867 glad 0.3451386 might 0.3341916 pocket 0.3283483

she 0.3263535 home 0.3111540 murder 0.3070220 but 0.3061376

school 0.3018203 police 0.2971921 evidence 0.2878494 got 0.2819285

love 0.2588569 marry 0.2588569 loved 0.2538635 fairly 0.2517769

loving 0.2484287 inquest 0.2470219 miss 0.2450558 fact 0.2394452

her 0.2367351 beautiful 0.2362463 get 0.2336346 clue 0.2336346

like 0.2336033 done 0.2283645 say 0.2283645 hot 0.2278988

singing 0.2205947 crime 0.2202142 selfish 0.2177653 pretty 0.2168071

Although interesting to observe, the information gain ranking by itself offers little
insight into the informativeness of the features in relation to the individual classes. To
gain some insight into which feature sets form the core properties of the different classes,
the next section will delve into the term-frequencies, that can also serve to distinguish
between the different classes in terms of feature prominence.

4.3.2 Term frequencies
Table 4.5 presents the 100 most frequent features in the Horror class. The most obvious
observation when studying this table is that topically associated features show notable
absence from the ranking. The reasons for this seem rather obvious; no stop words have
been removed from the corpus, and it is to be expected that these very common (and
frequent) words in spoken and written language, along with adverbs, pronouns and other
word classes that connect the expressions that form the subject matter, will make up
a large proportion of the term frequencies. A few interesting nouns can be observed,
primarily in the (comparably) lower regions of the frequency ranking, such as time,
door, eyes and night. We can also observe that a particular proper noun shows a high
frequency in this class; the name emily. The high frequency of this last feature can be
easily explained, as Emily is the name of the central protagonist of Ann Radcliffe’s novel
The Mysteries of Udolpho. The high frequency of this term is not surprising, due to the
length of the text and the observation that this story is largely narrated from Emily’s
perspective. From a human, intuitive perspective, most of the frequent nouns present in
the table arguably have some connotations that relate to the horror genre, however not to
the degree that they can be argued to be obviously discriminant.
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Table 4.5: The 100 most frequent terms in the Horror class in the unreduced corpus.

the and that was you his had her with not
98808 54098 24535 24415 17263 16767 15055 14512 14327 12550

for but she which have him this from all were
12281 11620 11434 10337 9521 8475 8265 8194 6742 6561

they said what when there would one then will been
6401 6388 5619 5263 5066 4980 4920 4903 4740 4690

who now upon your could some are more them into
4613 4554 4380 4241 4240 4137 4037 3827 3645 3421

their out time did than its know should very such
3421 2988 2900 2762 2671 2610 2580 2558 2532 2523

only any before must man has can well may see
2457 2437 2416 2413 2394 2374 2356 2355 2313 2286

again shall about after over much made emily how where
2267 2257 2231 2213 2117 2097 2027 2016 2012 1997

like come our came down little these seemed yet here
1982 1980 1955 1951 1943 1902 1887 1839 1831 1826

might still own thought door other eyes never night heard
1821 1798 1736 1732 1730 1730 1726 1718 1681 1646

through first himself say saw too think those while once
1641 1618 1611 1606 1603 1587 1583 1554 1554 1546

In table 4.6, which details the frequent features of the Humor collection, we can ob-
serve that stop words and other style markers, similarly to the Horror class, seemingly
dominate this selection of features as well. Only two notable nouns can be observed in
the list – man and day – which do not seem obviously discriminative. Some interesting
adjectives can, however, be observed to be highly frequent, such as old, good and great;
possibly, terms that serve the function of setting a jovial tone in narrative and dialogue.
However, this suggestion is rather speculative, since these features are also highly fre-
quent in the Love class. The notably and apparently class-discriminative high frequency
of the term replied may indicate that dialogue plays a prominent part in this class. A set
of suppletive nouns can also be observed, such as mrs and sir, possibly indicating the
rank or authority of different characters. This hypothesis seems logical at least for texts
that are assumedly satirical in character. Again, one proper noun stands out; namely,
pickwick, which is probably again related to the length of Charles Dickens’s text The
Pickwick Papers and the prominence of its main character, Samuel Pickwick.

In table 4.7, we can observe that personal pronouns such as her, his, him, she and you
show significantly higher frequencies in the Love class than in any of the others. We
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Table 4.6: The 100 most frequent terms in the Humor class in the unreduced corpus.

the and was that his with you had for said
100620 58563 25284 22854 19989 15752 14786 14533 12923 11454

not but her she him have this all they which
9918 9785 9559 9028 8904 8729 7247 7002 6887 6481

were from would one there out when who been what
6283 6179 6023 5552 5423 5070 5035 4829 4732 4541

man are into them very about could then will their
4271 3967 3836 3821 3815 3784 3610 3608 3491 3463

more little your like time some old did now than
3344 3325 3252 3158 3045 3021 2910 2868 2754 2710

down know well say any upon over after see other
2687 2649 2586 2565 2534 2533 2531 2529 2480 2444

good has two never before only its made come our
2423 2336 2289 2268 2245 2245 2189 2152 2148 2131

great should how think much pickwick can way replied such
2090 2090 2078 2078 2076 2064 2052 2050 2047 2045

himself just got back here get thought came off mrs
2031 1955 1949 1927 1902 1897 1873 1864 1828 1802

sir went first where day again must too young might
1784 1772 1745 1722 1711 1709 1706 1673 1641 1640

can also note the presence of some interesting and possibly class-discriminant common
nouns, for example love, life and face.

The table 4.8 contains a relatively long list of interesting nouns, none of which are
among the 100 most frequent features in the other classes; for example, house, way,
room, door, nothing, hand and something. Again, however, style markers are for obvious
reasons more prominent in terms of frequency.

Togeter, the tables 4.5 to 4.8 arguably provide an image of features that might be in-
fluential in determining document similarity considering higher term frequencies. As
discussed in the complementary paragraphs to the tables, it can be observed that some
particular features do seem to contain connotations to the class descriptions in section
3.1.1. It can also be observed that non-topical terms (for instance, stop words and other
style markers) as defined in section 3.3 unsurprisingly make up the considerable major-
ity of the most high-frequent terms in all classes. Considering these most high-frequent
terms, no obviously class-distinguishing feature patterns can be intuitively observed in
the tables, however it can be hypothesized that any discernable patterns would be found
among the stylistic features rather than the topical ones, given the predominance of
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Table 4.7: The 100 most frequent terms in the Love class in the unreduced corpus.

the and was her that she his you had with
118036 84476 34308 31925 30644 28591 24379 24217 23588 21803

for not but him have all said this from would
20211 19112 16184 13216 12464 11615 11315 10109 9036 8928

were they one which what when there been could now
8572 8284 8180 8100 7675 7108 7055 6893 6834 6065

them out will very are then your who more their
5906 5871 5340 5329 5296 5294 5292 5194 5146 5104

little about into did man some like upon any know
4772 4713 4646 4630 4575 4406 4325 4239 4093 4052

than only never time must see should how come such
4046 4031 3870 3865 3632 3599 3594 3588 3557 3359

down before well over say made good came much think
3294 3258 3257 3188 3188 3186 3184 3179 3159 3129

own after again thought can eyes might its has old
3119 3039 3036 3009 2951 2946 2923 2902 2900 2858

way other went too back himself even here two love
2802 2777 2731 2709 2706 2621 2584 2582 2582 2569

life face though away just looked make great mrs nothing
2543 2522 2517 2491 2432 2406 2363 2362 2340 2319

stylistic features in the tables.
In the next section, intersections of the information gain ranking and the high-frequency

terms relative to each class will be produced and analyzed, in an effort to identify class-
distinctive terms considering both information gain and term frequency.

4.3.3 Intersecting high-frequent and highly informative terms
To produce the intersections in the following tables, a subset of the 200 terms with
the highest information gain measures was paired with a subset of the 500 most high-
frequent terms in each of the different classes. These intersections thereby demonstrate
the terms that are arguably class-distinctive, both taking into account their class-relative
high frequencies and their measured information gain. The tables 4.5 to 4.8 detail the
intersections produced using this function.

Using another R function, these four lists (table 4.5 to table 4.8 were subsequently
intersected with each other, thus producing a list of features that were present in all of
these four datasets. In an effort to extract the terms that could be assumed to contain
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Table 4.8: The 100 most frequent terms in the Mystery class in the unreduced corpus.

the and was that you his had with for have
84441 38029 21355 20592 15414 14722 13588 11101 9447 8414

not but her said she him this which from there
8132 7868 7605 7432 7306 7173 6668 5398 5238 5131

one all been what out were would man when they
5036 4811 4785 4633 4320 4221 4009 3871 3830 3581

then will your who about are into could very some
3516 3490 3350 3315 3248 3091 3051 3026 2986 2765

now know did them see more time any has before
2725 2711 2648 2611 2534 2533 2472 2378 2373 2349

little only like two went back down after ”i house
2227 2165 2102 2092 2078 2021 2009 1967 1965 1921

other over say here well can way made its came
1918 1888 1883 1859 1855 1849 1798 1789 1764 1758

must room than think upon sir door should just come
1751 1739 1737 1733 1700 1694 1679 1601 1587 1583

asked how their never first again looked might found himself
1561 1553 1544 1540 1539 1529 1505 1501 1500 1492

last own face our nothing got tell hand where something
1446 1441 1421 1421 1417 1409 1407 1400 1400 1337

the very most class-distinctive terms, this list of common features was then subtracted
from each of the four intersections. This produced one list for each class containing only
the features for each class that were not present in all the different datasets. These final
intersections are detailed in tables 4.13 to 4.16.

This process generated a list of potentially interesting terms that supposedly carry
class-distinguishing characteristics. To further explore the class-relative prominence of
these terms, these can be inspected individually. The next section will approach a closer
inspection of these final term-sets.

4.3.4 Feature inspection: Ranking of IG-informative terms
by frequency

The intersected lists in the previous section provided a selection of terms that are ar-
guably class-discriminative both in terms of measured information gain and prominence
of term frequency. To gain further understanding of the prominence of the interesting
terms derived from tables 4.9 to 4.12, the prominence of these terms will be inspected
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Table 4.9: Intersection between the 500 most high-frequent terms in the Horror class and
the 100 terms with the highest information gain in the unreduced corpus.

never might she home but got love fact
her beautiful get like done say things life

back best put care better two went herself
yet down right their coming much always been
give have even come let make other would

question horror days poor matter day does out
said take ever came good given sure heart
very both understand terror know off listened because

asked going any all ask between first made
most some was way about for one that
told keep fear young there want too enough

Table 4.10: Intersection between the 500 most high-frequent terms in the Humor class
and the 100 terms with the highest information gain in the unreduced corpus.

never might she home but got love miss
fact her beautiful get like done say pretty

things show life back five best put hard
care better two went herself yet down right

happy their coming business much getting always been
give have even come let make other stand

would question days ladies poor game matter day
does out said take ever came good given
sure heart very else both understand know off
run doing because asked going any all ask

between deal first made most some was way
about for one that told keep young there
want too enough

further by studying their class-relative term-frequency. As the frequency measure alone
can be assumed to contain an inherent bias due to considerable text length variation –
as longer texts can naturally be assumed to have a higher probability of reaching higher
term-frequencies than shorter texts (Biber, 1988, p. 75) – we can presumably gain some
interesting information by shifting the perspective toward studying the frequency rank
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Table 4.11: Intersection between the 500 most high-frequent terms in the Love class and
the 100 terms with the highest information gain in the unreduced corpus.

never glad might she home but got love
marry loved miss fact her beautiful get like
done say pretty things girls show life back

women five best put hard sweet care better
two went herself yet down right happy their
live coming business much getting always married been
give have even come let make other would

question days poor matter day does out said
take ever came children good given sure heart
very else both understand know off doing because

asked going any all ask between first made
most some was way about for one that
told keep fear young there want too enough

Table 4.12: Intersection between the 500 most high-frequent terms in the Mystery class
and the 100 terms with the highest information gain in the unreduced corpus.

never might pocket she home murder but police
evidence got love miss fact her get like

done say crime pretty things show life back
five best put better two went herself yet

down right their coming business much getting always
been give have even come let make other

would question days poor matter day does out
said take ever came good given sure heart
very else affair both understand mystery know off

doing because asked going any all ask between
first made most some was way about for
one that told keep young there want too

enough

of features within the different datasets. Again, it should be remembered that a few texts
– for example, The Mysteries of Udolpho, Varney the Vampire, Anna Karenina and The
Pickwick Papers are notably long compared to the remaining collection. Texts such as
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Table 4.13: A refined list of class-distinctive terms for the Horror class.

beautiful care horror terror listened fear

Table 4.14: A refined list of class-distinctive terms for the Humor class.

miss beautiful pretty show five hard
care happy business getting stand ladies

game else run doing deal

Table 4.15: A refined list of class-distinctive terms for the Love class.

glad marry loved miss beautiful pretty
girls show women five hard sweet
care happy live business getting married

children else doing fear

Table 4.16: A refined list of class-distinctive terms for the Mystery class.

pocket murder police evidence miss crime
pretty show five business getting else
affair mystery doing

The Fall of the House of Usher, The Monkey’s Paw and The Vampyre are notably shorter,
causing too much potential bias for directly observed term-frequencies to constitute an
effective measure of term prominence in the different classes. This arguably also forms
an illustration of why datasets should be normalized to compensate for text length vari-
ation, as also suggested and discussed by Biber (1988, p. 75).

Following the class-relative distinction between topical and stylistic terms that was
proposed in the Methods chapter, all terms from tables 4.13 to 4.16 were divided into two
categories – topical and stylistic – based on their intuitively observed semantic domain
(see section 3.3 for an explanation of this concept) and to a certain extent also the genre-
category descriptions (see section 3.1.1). The terms were categorized as primarily topical
if they were determined to carry a semantic association to one of the different classes in
the experiment, whereas terms observed to be more topic-neutral were categorized as
primarily stylistic. As explained previously, it should be stressed that this next part of
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the analysis will consist of a qualitative approach; observing feature patterns from a
human, intuitive perspective, as this is arguably necessary in order to relate the observed
features to the characteristics of the genre-classes as detailed in section 3.3.

Frequency ranking patterns among topical features

Table 4.17, which details the frequency ranking of terms determined to be predominantly
topical, shows that some interesting patterns can indeed be observed in this dataset.
The perceived genre-typicality of the inspected terms are seemingly confirmed by the
frequency rankings to a large degree. Most of the terms that were predicted to carry a
strong connection to the Horror class indeed seem to do so; the terms horror, terror and
fear seem quite obviously distinctive for the Horror class, as these terms are comparaby
unimportant for documents in the other classes. The term business is apparently most
important for the Mystery class, closely followed by the Humor class and the Love
class. The term ladies seems most distinctive for the Humor class, while somewhat less
important for the Love class, and considerably low-prominent in the Mystery and Horror
classes. The term game is seemingly quite important in distinguishing the Humor class,
carries relatively low importance for the Love and Mystery classes, and seems to be
of considerably low importance to the Horror class. The prominence of the term deal
apparently follows a similar pattern. marry, again unsurprisingly, seems to be of most
importance to the Love class, while somewhat less important for the Humor class, and
of considerably less importance to the Mystery and Horror classes. Interestingly and
somewhat unexpectedly, the term loved by far seems most important to the Horror class,
while second-most prominent in the Love class, and of considerably low importance to
the Mystery and Humor classes. The term married, in turn, is easily finds its strongest
prominence in the Love class, closely followed by the Humor class, with a considerable
distance to its prominence in the Mystery class, followed by an even greater distance to
the Horror class. The term children, as expected, is most important for distinguishing the
Love class, while less important in the Humor and Horror classes, and considerably more
unimportant in the Mystery class. The term pocket seems to be of large importance to the
Mystery class, closely followed by the Humor class, followed by a considerable distance
to the Horror and Love classes, in which the term seems to be of little importance. The
same can, unsurprisingly, be said of murder, which seems to be a strongly distinctive
feature of the Mystery class, somewhat distinctive for Horror, and of significantly low
prominence in Humor and Love. The term police is also apparently strongly distinctive
for the Mystery class, and significantly less prominent in all the other classes; most
significantly the Love class. The same can be said of the term evidence as well as crime,
affair, and, perhaps unsurprisingly, mystery.
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Table 4.17: Frequency ranking of terms categorized as topical.

Rank(Hor) Rank(Hum) Rank(Lov) Rank(Mys)
horror #394 #2196 #1532 #1206

terror #407 #2367 #1536 #1555

fear #201 #658 #393 #565

business #618 #287 #319 #233

ladies #2170 #344 #588 #1637

game #2564 #459 #1047 #1152

deal #1298 #394 #591 #545

marry #1982 #785 #408 #1393

loved #184 #1376 #369 #1153

girls #1916 #746 #451 #1578

women #830 #549 #251 #838

married #1753 #588 #419 #963

children #759 #559 #350 #1694

pocket #1200 #597 #1469 #415

murder #994 #2719 #3815 #249

police #1927 #1310 #4434 #212

evidence #1290 #2837 #3269 #221

crime #1135 #4173 #3731 #356

affair #787 #1305 #1108 #453

mystery #925 #2249 #2111 #451

Frequency ranking patterns among stylistic features

The terms that were recognized as (primarily) stylistic can in turn be observed in ta-
ble 4.18. The term beautiful seems equally prominent in the Horror, Humor and Love
classes, while notably less important in the Mystery class. care seems most important
for the Love stories class, followed by the Humor and Horror classes, and of compa-
rably low importance in the Mystery class. listened, as expected, seems to be most
important for the Horror class, and shows considerable distance to its importance in the
Love class, in which the term finds its second-foremost prominence. pretty seems to be
a significant indicator of the Humor class, while somewhat less prominent in the Love
and Mystery classes, and again, less important for the Horror class. The term show
is apparently of relatively equal importance to all classes, except the Horror class, in
which the term seems less prominent. five apparently serves to distinguish the Humor
and Mystery classes, while less so for Love and Horror. The prominence of the term
hard seems relatively similar in the Humor and Love classes, while less important in
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Mystery and Horror. The term happy seems most distinctive for the Love class, rela-
tively closely followed by the Humor and Horror classes, while notably low-prominent
in the Mystery class. getting is apparently most important for the Humor class, while
somewhat less important for the Love and Mystery classes, and notably unimportant in
the Horror class. stand seems to be most prominent in the Humor class, somewhat less
prominent in the Love class, and of further less importance in the Mystery and Horror
classes. else seems indicative of the Love and Mystery classes, while less important in
the Humor and Horror classes. The term run seems most indicative of the Humor class,
while somewhat less so in the Love and Mystery classes, and more notably unimportant
in the Horror class. glad is clearly the most prominent in the Love class, followed by
the Humor class, and apparently of relatively equal unimportance in the Mystery and
Horror classes. sweet seems to be distinctive for the Love class in particular, followed
by the Horror class, with some distance to Humor, and a very considerable distance to
its prominence in the Mystery class. Unsurprisingly, from a thematical perspective, mar-
ried has a high prominence in the Love class, relatively closely followed by the Humor
class, with a larger leap to the Mystery class, which is followed by an almost twice as
large leap to the Horror class, in which the term is comparatively of little importance.
live seems to be an important indicator of the Love class, while somewhat less important
for Horror and Humor, and notably low-prominent in the Mystery class.

The term miss – which is arguably a potentially problematic term due to its strong
potential of homonymity (for example, ”Do not miss this great chance, which may never
occur again” (Wodehouse, 2004, chapter 6), vs. ”having watched him miss twelve shots
in succession ” Surtees (2005, chapter LV) or ”Letter from Miss Mina Murray to Miss
Lucy Westenra” Stoker (1995, chapter V) – seems to be of significant prominence in each
class except Horror fiction, in which the term is notably low-prominent. The meaning
of this term is obviously difficult to analyze due to its strong potential for homonymity;
it is highly likely that the term has several different meanings due to different narrative
contexts. This illustrates an apparent drawback of using simple term-frequency as the
central measure of feature prominence.

To summarize the observations this section, it seems fairly easy to suggest that some
class-distinguishing feature patterns indeed seem to exist in the different classes, to the
degree that they (at least some of them) can be directly observed with the human eye.
Apparently, this seems to be the case regarding both topical and stylistic features, even if
the features categorized as topical are considerably easier to interpret intuitively; perhaps
due to the obvious topic- or subject- based associations of these terms. The final feature
sets (as detailed in tables 4.13 to 4.16) exclusively consisted of terms that were highly
ranked in the information gain calculation (as explained in section 3.3, and that were
also highly prominent in terms of frequency in the different classes. Based on these
calculations and the patterns in the frequency ranking tables, these features arguably
contain class-distinctive in terms of both presence/absence and class-relative frequency.

As mentioned previously, the topical features seemed to contain a larger degree of
class-distinguishing patterns visible to the human eye than the stylistic features. For
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Table 4.18: Frequency ranking of selected terms categorized as stylistic.

Rank(Hor) Rank(Hum) Rank(Lov) Rank(Mys)
beautiful #467 #444 #433 #1077

care #363 #343 #294 #591

listened #457 #1719 #758 #1255

miss #648 #103 #120 #109

pretty #889 #279 #416 #448

show #745 #406 #490 #455

five #748 #305 #467 #382

hard #690 #369 #332 #554

happy #519 #405 #314 #1093

getting #1059 #381 #495 #467

stand #924 #471 #597 #737

else #522 #452 #317 #331

run #691 #362 #575 #537

doing #670 #488 #398 #468

glad #879 #533 #328 #824

sweet #552 #737 #498 #2950

live #501 #557 #371 #874

example, the terms horror, terror and fear in table 4.17 are apparently highly significant
indicators of adherence to the Horror class. These terms bear a strong and rather obvious
topical connection to this class, and their prominence should therefore probably not be
regarded as surprising. Similarly, features such as marry, married and children (also in
table 4.17 show obvious topical connotations to the Love class. Of interest is also the
apparently distinctive prominence of feminine gender markers in this class, such as girls
and women. It should, however, probably be emphasized that the class-distinctiveness
of these gender markers should not carelessly be taken for granted in a generalizing
sense; however, they are apparently topic-indicative in the context of the the current text
collection, and perhaps also indicative of topical distinctions relating to the time-period
in which these chosen texts were written.

For the Humor class, the topical connection is somewhat less easy to identify; how-
ever, terms such as ladies, game, deal and business (table 4.17) are obviously important,
and perhaps indicative of prominent jovial themes, topics and choice of language in this
genre-class. This consideration also illustrates that the topic-style distinction between
terms is quite elusive and ambiguous – all of these topical terms can, to some degree,
be described as homonyms, and may thus have widely different meanings depending on
their surrounding context. Mapping the topical key properties of the Humor class thus –
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somewhat unsurprisingly – seems to be the most challenging task in tracing which fea-
tures are influential in distinguishing between the individual classes. Perhaps the most
obvious observation in the close-up feature inspection was that the Mystery class by far
seems most easy to distinguish from the other classes considering its key topical features
– pocket, murder, police, evidence, crime, affair and mystery (table 4.17) – the promi-
nence of which are far higher than in any of the other classes. The distinction patterns of
this class are considerably less observable among the extracted stylistic features (table
4.18.

However, the stylistic terms in table 4.18, such as beautiful, can also be said to char-
acterize the Mystery class, due to their considerably low frequency ranking in this class
compared to the others. The same can arguably be said of the term miss, as seen in the
same table, which seemingly serves to distinguish the Horror class in a similar manner.
Terms such as care, happy and glad (also found in table 4.18) all seem to carry strong
connections to the Love stories class in terms of class-relative frequency rank, and sim-
ilarly, listened seems to be important for the Horror class; although the connotations of
this term is somehat vague. The stylistic term pretty seems notably prominent in the
Humor class; also, even more topic-neutral and purely stylistic terms such as five, show,
getting and stand seem to be distinctive for this class to some degree. It may be hy-
pothesized – however, it should be mentioned, not with full confidence – that the Humor
class is characterized more by stylistic choices and expression than indicators of topic or
subject.

As suggested by Biber (1988, p. 75), however, it cannot be outruled that features
may reach high frequencies not because of overall class prominence, but perhaps due
to a high prominence in a few particularly long documents that cause inconsistencies
in the textual material. For this reason, the distributions of some of these terms across
the document collection will be inspected further in the following section, in an effort
to illustrate patterns in a selection of term-frequency distributions in a way that makes
these patterns easily distinguishable to the human eye.

4.3.5 Inspection and visualization of feature distributions
To complement the analysis of feature prominence in terms of information gain calcula-
tions and frequency ranking, it is likely a good idea to study the feature distribution of
the class set further, in order to verify that the suggested feature distinctions determined
by the information gain measurement and term-frequency ranking is not simply the re-
sult of a few documents that cause dataset inconsistency and subsequent bias. For this
purpose, a few of the more interesting terms in tables 4.17 and 4.18 will be presented as
scatterplots produced through employment of the ggplot2 package in R. In this section,
the prominence of a selection of interesting topical and stylistic term-pairs across the
document-class set will be visualized. The topical term-pairs that were chosen for this
part of the feature inspection are the following:
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• horror and terror

• police and evidence

• murder and marry

The stylistic terms were chosen as follows:

• glad and happy

• pretty and beautiful

• listened and getting

Figure 4.1: Bivariate plot of the frequencies of the topical terms ’horror’ and ’terror’
across the unreduced corpus. The topical terms horror and terror seemingly find their
highest frequencies in the Horror class, while high frequencies of these terms seem
comparably less common in the other classes.
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Figure 4.2: Bivariate scatterplot of the frequencies of the topical terms ’evidence’ and
’police’ across the unreduced corpus. High frequencies of the topical terms ’evidence’
and ’police’ are apparently very prominent indicators of adherence to the Mystery class.
The terms are apparently highly uncommon in the Love class. To some extent, ’police’
also seems to be prominent in the Humor class, while ’evidence’ seems less so.
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Figure 4.3: Bivariate plot of the frequencies of the topical terms ’murder’ and ’marry’
across the unreduced corpus. A bivariate plotting of the topical terms ’murder’ and
’marry’ shows that the former shows high frequency in the Mystery class, and to some
extent the Horror class, while the latter term is more prominent the Love class, and to
some extent the Humor class. This suggests an intuitively interesting topical or thematic
division between the four classes.
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Figure 4.4: Bivariate scatterplot of the frequencies of the terms ’glad’ and ’happy’
across the unreduced corpus. The terms ’glad’ and ’happy’ show notably high frequen-
cies in the Humor and Love classes, while seeming significantly less important in the
Horror and Mystery classes – perhaps indicative of stylistic variations in mood indica-
tors across the collection.
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Figure 4.5: Bivariate plot of the frequencies of the stylistic terms ’pretty’ and ’beautiful’
across the unreduced corpus. The terms ’beautiful’ and ’pretty’ seem most prominent
in the Love and Humor classes. ’Pretty’ also seems somewhat prominent in the Mystery
class, and ’beautiful’ also reaches higher frequencies in a few documents in the Horror
class.
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Figure 4.6: Bivariate plot of the frequencies of the stylistic terms ’listened’ and ’getting’
in the unreduced corpus. Prominence patterns of the terms ’listened’ and ’getting’ are
less easy to discern than the other term-pairs; however, the former term seems to carry
some prominence in relation to the Horror class, and the latter in relation to the Humor
class. Some implications of similarity between the classes in regards to these two terms
are also observable from the colored cluster formations in the plot.
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As observable in the figures 4.1 to 4.6, the visualized genre-relatedness of the different
terms largely seem to mirror their prominence patterns in tables 4.17 and 4.18. Figure
4.3 seems to indicate an interesting formation of two distinctive subsets of documents
in the class set; similarly to the observed pattern in table 4.17, the term murder seems
significantly distinctive for the Mystery class in particular, and also to some extent in
the Horror class, while marry is obviously of most importance in the Love class, and to
some lesser extent also in the Humor class, also corresponding to the patterns in table
4.17. These observations seemingly confirm that the observed class-distinctive feature
patterns in the tables 4.17 to 4.18 are indeed a consequence of their relative prominence
and distinctiveness in the different classes across the class set. In figure 4.6, the class-
distinctiveness of these terms is less apparent, however the distributions to some degree
seems to illustrate the apparent prominence of getting to the Humor class, and of lis-
tened to the Horror class (as also observable in table 4.18); even if the distinction seems
less clear in figure 4.6 than in the other examples. It should be emphasized that these
visualizations only deal with a few individual, high-frequent and high-informative (in
the information-gain sense) features extracted from a vast feature space, and that docu-
ment similarity in text classification is not exclusively calculated based on high-frequent
features, unless certain thresholds are set.

Next, we will briefly observe the characteristics of a selection of n-grams used by the
algorithm in the classification experiments, for the purposes of gaining a glimpse of their
assumed function in the determining of class properties.

4.3.6 Inspection of trigram features
As a more detailed analysis of the n-gram features and their contribution to class dis-
tinctions was not possible within the constraints of this study, these features will only be
addressed briefly in order to provide some insight into the functions served by the most
high-frequent trigrams in this fiction collection. Table 4.19 provides a short excerpt of
the set of the 3000 most frequent trigrams (including stop words). The evaluation of the
SVM classification test on this dataset is detailed in table 4.3; as can be observed in this
table, the SVM classification on this dataset performed considerably better than any of
the other n-gram feature sets.

Notable in table 4.19 is the highly dominating presence of stylistic features, as defined
in section 3.3; topical features are striklingly absent. This should not be regarded as
surprising, given that stop words and other non-topical style markers can be naturally
expected to show a considerably higher frequency in documents of fiction than topical
features (also demonstrated in tables 4.5 to 4.8. Particularly notable in the trigram feature
table the strong presence of past tense markers within the word trigrams (for instance,
”there was a”, ”that he had” etc). This observation is interesting, since these findings
are relatable to the statement by (Biber, 1988, p. 223) that a high frequency of past
tense markers serves as a strong indicator of narrative text. In addition to the phrases in
table 4.19, a notable amount of dialogue markers could also be observed in the complete
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Table 4.19: Excerpt of high-frequent trigrams in the unreduced corpus.

one of the out of the there was a it was a that it was that he had
that he was there was no i don t he had been for a moment it would be
he did not it was not i do not it was the i could not would have been
i did not as well as he could not as soon as and it was he was a

the end of in the world that she was it is a what do you i am not
a sort of that she had which he had to be a part of the that i was

of the house up to the at the same it is not she did not that i had
but it was side of the there is no in spite of i have been in the morning

(rather massive) feature set, such as ”said mr pickwick”, ”she said to” and ”said ann
veronica’. Trigram feature patterns should thus, if nothing else, constitute a considerably
effective means of categorizing documents into the general category of fiction where
such categorization is desired. However, in regards to this particular experiment, the
success of the trigram-based classification in table 4.3 implies that these features can
also be used effectively for genre subdivision.
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Chapter 5

Discussion

This Discussion chapter will, in an effort to follow the two research questions in section
2.4 and the two-part analysis in chapter 4, review and discuss the observations from the
analysis from two main perspectives: namely, that of the automated classification tests
and evaluations, and that of the effort to discern class-distinguishing features.

5.1 The performance of automated classifiers
In section 2.1.3 of this thesis, it was established that classification and indexing of fiction
documents are often considerably challenging, mainly due to difficulties of determining
aboutness (Beghtol, 1994; Ward & Saarti, 2018) and issues relating to connotative and
aesthetic content (Beghtol, 1994; Nielsen, 1997; Saarti, 2002; Ward & Saarti, 2018).
As formulated in the problem statement (section 2.4), these factors were also predicted
to cause particular difficulties for automated classifiers in making correct classification
decisions, since classification algorithms lack human-level intuition and capability of in-
terpretation (Sebastiani, 2005, p. 11), and furthermore, since connotative and aesthetic
content are only emergent and understandable through human interpretation (Nielsen,
1997; Saarti, 1999). Contrary to these expectations, however, the overall rate of effec-
tiveness of the classification tests (as observable in tables 4.1, 4.2 and 4.3) ranged from
acceptable to impressive (albeit with a few exceptions; most notably the normalized
datasets in the kNN classification tests, observable in table 4.1 and discussed in section
4.1). It can thus be suggested that the collection contained enough observable feature
patterns on the denotative level (Saarti, 1999; Nielsen, 1997) to enable automated, genre-
based classification with an unexpected degree of effectiveness. Naturally, it cannot be
excluded that these feature patterns could be an exclusive property of this particular doc-
ument collection; as such, it should be emphasized that generalization of these findings
toward the vast area of fiction as a whole is hardly appropriate. However, these find-
ings should arguably be sufficient to motivate further research into this area, to confirm
whether the same potential can be observed in different collections of fiction.
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In the second part of the analysis (section 4.3), which aimed to bring insight into the
features that distinguish the four classes in terms of prominence, some possibly quantifi-
able, class-distinguishing feature patterns could also be observed. The feature inspection
process in this part of the analysis consisted of an extraction of class-distinctive terms
by employing a combination of quantitative feature selection methods and a qualitative
analysis of the refined feature sets, as described in section 3.3. Together, these two cen-
tral observations – i.e. the success rate of the classification tests, and the directly observ-
able class-distinguishing feature patterns – suggest that there seemingly exists an inter-
esting potential in using machine-learning methods for automated, genre-based fiction
classification. Furthermore, when observed together, these two main findings suggest
that feature patterns that facilitate the employment of the used machine-learning meth-
ods can be observed both by machine-learning algorithms as well as the naked human
eye; at least following some level of refinement. As discussed in section 4.1, it should
be noted that the evaluation scores of the tests across the different feature sets were not
uniformly impressive – for instance, the kNN classification tests (the evaluation scores
of which can be observed in table 3.1) seem somewhat unimpressive; especially when
compared to the SVM classifier tests in tables 4.2 and 4.3. It should, however, be taken
into account that the classification models used in these experiments received very little
iteration or fine-tuning, if any at all. This is particularly true of the kNN classification
tests, the results of which should probably be regarded as mediocre, were they the result
of fully developed and fine-tuned classifiers. On the other hand, the SVM classification
results indicated a strong potential of using automated methods for this purpose – in
particular, its success in relation to the stemmed, sparsity reduced dataset in table 4.2
should be regarded as nothing short of impressive and well beyond expections. Interest-
ingly, a considerable success rate of the SVM algorithm was also observed by Hettinger
et al. (2015, p. 252) in their fiction classification experiment – considering this, the
SVM algorithm seems like an interesting way forward in pursuing the task of genre-
based classification. Based on the observations in this experiment, and the findings by
Hettinger et al. (2015), it can be confidently suggested that further SVM-based classifi-
cation experiments should be an area of interest for further exploration of this research
problem.

Despite these seemingly promising findings, it should also be addressed that the total-
ity of contributing factors – for instance, relative to the algorithm’s tuning, the composi-
tion of the training and test documents, factors relating to the degree of overall document
similarity within the classes, et cetera – remain too vast to chart within the constraints of
a single experimental study. Thus, until more research has been performed, it will have
to suffice to conclude that there seems to exist more discernable, class-distinguishing
patterns within the genre-based classes (described in section 3.1.1) related to the chosen
fiction collection than can be presumed to have occurred by simple chance. Rather than
categorizing documents based on making a fair statement of the aboutness of works –
which, in the case of documents of fiction, has been argued to be notoriously difficult
(Beghtol, 1994; Ward & Saarti, 2018), and which would probably require an informed
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reading of the documents to be classfied, as Nielsen (1997) suggests – the task of au-
tomated, genre-based fiction classification, which is largely based on different means
of estimating document similarity (Baeza-Yates & Ribeiro-Neto, 2011, p. 223), seems
more concerned with a quantitative estimation of the degree of typicality, to use the ter-
minology of Piters & Stokmans (2000), toward a certain genre within a given context,
such as a certain collection. In this experiment, the feature patterns in the documents
– labelled based on previous classifications of the same documents in the catalogues of
Project Gutenberg and the Library of Congress, as described in section 3.1.1 – indeed
seem to support the algorithms’ estimation of the degree of genre-typicality in docu-
ments sufficiently enough to allow unseen documents to be categorized consistenly with
the human labelling to an interesting degree of correctness.

As observable in tables 4.2 and 4.3, and discussed in sections 4.1 and 4.2, the unex-
pectedly impressive results of the SVM classification tests is by far the most interesting
observation as to the classification tests and evaluations that constituted the first part
of this experimental analysis. Unfortunately, however, the basic functions of stylo –
the package that provided the SVM algorithm, which provided the superior results in
the classification tests – was, in itself, found to offer little transparency in the way of
post-classification inspection of contributing features. Within the time constraints of
this study, it was therefore not possible to gain a fully satisfactory understanding of
which features and algorithm parameters played the most significant parts in achieving
the highly successful results; at least not for the stylo-exclusive datasets, i.e. the n-gram
datasets (see table 4.3 for a detailing of the n-gram classifications, and table 4.19 for a
brief look at some features from the trigram dataset). As for the randomized token sam-
ples in table 4.2, the feature patterns in section 4.3 should be valid for comparison both
in relation to the SVM tests (evaluated in tables 4.2 and 4.3) and the kNN test (evaluated
in table 4.1). However, it is highly likely that a solution to this problem can be found
by exporting stylo data and analyzing it with the aid of other supplementary packages
in the versatile R language. Even more interesting results can probably be achieved if
continued experiments are performed by analysts with deeper programming knowledge
than the admittedly humble skills of the author of this study. While addressing this,
it should be acknowledged that one of the core strengths of stylo is its low learnability
threshold and usability for novice users, which allows beginners to engage in a multitude
of different textual analyses with an intuitively accessible set of commands and a simi-
larly easily accessible interface. More advanced forms of analysis, however, may require
a wider range of adjustment options and inspection options of individual features than
offered by stylo alone. Considering the constraints of this study, it will therefore have to
suffice to conclude that the success rate of stylo’s SVM classifier (see tables 4.2 and 4.3)
demonstrates a highly interesting potential for automated classification of fiction. It can
thus be suggested that continued experiments using SVM classifiers on different fiction
collections should be performed, to substantiate the potential that was observed in these
experiments. Further experiments should also be performed for the purpose of exploring
iteration possibilities, to potentially produce algorithms that perform even better. The
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kNN classifications evaluated in table 4.1 performed using the class package arguably
produced less impressive, albeit still acceptable, results; a significant advantage of learn-
ing and applying the functions of class and other more high-threshold packages is that
the user gains a significant degree of control and iteration possibilities of the classifier
algorithms and the data to be analyzed, in order to be fully involved in the steps taken to
achieve better output.

5.2 Class-distinguishing feature patterns
The second part of the analysis – i.e. the close-up inspection of class-distinguishing
features, which was detailed in section 4.3 – provided some insight into the feature pat-
terns that presumably define genre-class properties, and that can thus be hypothesized
to have contributed to classifier decisions. A central consideration in formulating the
second research question (as formulated in section 2.4), which served to guide this part
of the analysis, was the distinction between topical and stylistic features, and the influ-
ence of these feature categories on defining genres of fiction. In the problem statement
(section 2.4), a knowledge gap was identified in conflicting scientific claims; for ex-
ample, considering Gunnarssons’s (2011, p. 24) argument that topical features carry a
stronger influence compared to stylistic features in determining the core characteristics
for categorizing genres of fiction, and the findings by Hettinger et al. (2015, p. 252)
that suggested that topical feature sets are potentially useful in automated genre clas-
sification, whereas authors such as Finn & Kushmerick (2006); Nielsen (1997); Sebas-
tiani (2005) and Stamatatos et al. (2000) argue that style markers carry stronger genre-
distinguishing properties. The question whether topical or stylistic features are more
influential in distinguishing genres of fiction is not easy to answer, and even less so in
a generalizable fashion. By observing the refined, frequency ranked feature set in table
4.17, evidence was found that certain topical key terms found to be indicative of subject
matter arguably could be assumed to distinguish the classes and thus influence classi-
fier decisions to some degree. Looking at table 4.18, some distinguishable prominence
patterns could also be observed among the features that were categorized as stylistic,
even if these were less intutively intelligible. Due to the difficulties of interpreting the
stylistic feature patterns (which are reviewed in section 4.3.4), the distribution patterns in
the apparently topic-associated frequency ranked feature set (table 4.17) were far more
easy to trace. It should thus be emphasized that the findings of this study should not
be taken as evidence that topical features carry stronger class-distinguishing capabili-
ties than stylistic features; rather, class-distinguishing prominence patterns simply seem
more difficult to intuitively trace among stylistic features than their topically associated
counterparts. It can thus be suggested that more research is needed to further refine these
feature inspection methods. To suggest a tentative conclusion within the constraints of
this study, a possible hypothesis is that both topical and stylistic features seemingly have
some traceable potential of genre-class distinctiveness. However, satisfactory mapping
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of class-distinguishing feature patterns apparently requires further experiments, partic-
ularly in regards to the stylistic features. As observable in table 4.18, and discussed in
section 4.3.4, it is important to take into consideration that document similarity in classes
is not only determined by the most prominent features in a class, but also through the
features that are less frequent in the documents.

For further investigations into this part of the research problem, a few suggestions
can be proposed. Firstly, LIS scientists performing further experiments into this area
should probably consider employing expertise from the field of linguistics in order to
make fully qualified decisions on what features should be treated as topical and stylis-
tic. As described in sections 2.2.1 and 3.3, this was found to be a significant obstacle
in the experimental design. Also, a central complication in this part of the analysis was
the fact that individual words, which were the main component of the closer feature in-
spection process in section 4.3, lose a considerable part of their meaning when observed
completely out of their surrounding context (Manning & Schütze, 1999, p. 228). For
example, words such as miss, pretty and show were significantly difficult to interpret
due to their strong potential of homonymity. This problem is addressed by Manning &
Schütze (1999, p. 343) as a general and particularly challenging complication of au-
tomated textual analysis. As is suggested by Gunnarsson (2011, pp. 154-155), more
advanced natural language processing tools for differentiating the function of text pas-
sages – and/or a parts-of-speech tagging function, as described by Manning & Schütze
(1999, p. 341) – with the capability of identifying textual structures and syntactic pat-
terns would presumably be highly valuable to allow more accurate interpretation (human
or automated) of the intended meaning of terms, and could subsequently enable a sys-
tematic, automated categorization of features into appropriate semantic domains (see
section 3.3), and thus likely empower the tools and results of analysis considerably.

The implication that stylistic features do indeed seem to carry a potential for distin-
guishing classes – albeit difficult to determine using only intuition and the naked eye
– is supported by the success of the n-gram classification tests, as observable in table
4.3. As shown in the excerpt of the high-frequent trigram features in table 4.19, which
constituted part of the feature set that generated the most successful results among the
n-gram classification tests, a considerable majority of the feature phrases that were used
in this analysis were arguably predominantly stylistic (see section 3.3 for an attempted
definition of this concept), with low to no topic-relatedness. This implies that almost
purely stylistic feature phrase sets can be exploited to automatically classify fiction doc-
uments with impressive effectiveness. However, as this study was focused on a rather
limited collection (as detailed in section 3.1.1; more specifically, tables 3.1 to 3.4) it
should again be emphasized that the success of these classification experiments is hardly
generalizable, and thus more experiments are clearly needed to verify the results. By ob-
serving tables 4.3 and 4.19, however, it can be hypothesized that style markers in fiction
do indeed carry some class-distinguishing properties.

On a sidenote to the main purpose of these experiments, the trigram analyses detailed
in tables 4.3 and 4.19 also imply that n-gram analysis could prove an efficient means of
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identifying fiction as an overall genre. A considerable proportion of the high-frequent
n-grams in table 4.19 contained past tense markers; high frequencies of which, accord-
ing to Biber (1988, p. 223), constitute significant indicators of narrative text. As briefly
described in section 4.3.6, the full high-frequent trigram feature set, of which an excerpt
can be observed in table 4.19), also contained a notable amount of dialogue markers,
which should probably also prove useful in this regard. As indicated by terms such as
replied in table 4.6, dialogue may also play a prominent part in distinguishing between
genre-based classes; in this particular case, the Humor class. In this regard, also, more
advanced natural language processing tools (Gunnarsson, 2011, pp. 154-155) could
probably be employed to achieve interesting results; for example, by differentiating text
segments such as dialogue lines and poetic passages from the main, narrative text. Such
a process might potentially aid in a further mapping of genre prototypes to support au-
tomated classification systems.

5.2.1 Distinguishing feature patterns by class
In section 3.1.1, some predictions were made about the expected topic/style feature pre-
dominance in the different classes, following the attempted distinction in section 3.3.
Judging by the observed patterns in tables 4.17 and 4.18, which contained the final class-
distinctive terms of the analysis, the ability of the mainly topical features to distinguish
the Mystery class seemed notably strong, as both the frequency ranking (see table 4.17)
and distribution visualizations (see figures 4.2 and 4.3) seemed to suggest. This, as ex-
pected, suggests that the Mystery class seems to be largely distinguished by its core
topical features that strongly correlate to the subject matter of the class. This should
probably be regarded as the most substantial finding concerning class characteristics.
In this section, a discussion of the characterizing traits of each of the four classes will
follow.

Horror fiction

The Horror fiction genre may, as described in section 3.1.1, be defined by its general
intent to induce fear and horror in the reader. This central characteristic is arguably con-
nected to the communicative relation of reader and author, as addressed by Gunnarsson
(2011, p. 43) and Nielsen (1997, p. 176), and is arguably associated with the descriptive
dimension of author’s intention, as introduced by Pejtersen (1978, p. 9). In the attempt to
achieve this intent, one way of conveying feelings of dread may for example be through
narrating these feelings as experienced by the characters in the story; i.e. by using stylis-
tic means. However, topical means may also be employed in order to invoke fear; for
example, by addressing themes, concepts or creatures assumed by the author to cause
fear in readers (such as the highly topical terms horror and terror themselves, as ob-
servable in table 4.13). The presumably class-distinguishing features that were extracted
in relation to the Horror class – which were notably few compared to the other classes
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– are detailed in table 4.13. As can be observed in the table, the comparably small set
of features contained equal proportions of topical and stylistic features. As previously
discussed, the meaning of the topical features were far easier to interpret than the stylis-
tic ones, even if it cannot be outruled that such patterns also exist among the stylistic
features. A tentative suggestion for the Horror class is thus that the topical features
played a notable part in defining this class, while the importance of the stylistic features
in distinguishing the class remains more unknown. More research is thus clearly needed,
particularly in order to determine what stylistic feature patterns may serve to distinguish
this class.

Love stories

In section 3.1.1, the Love stories class was predicted to be characterized by a high topi-
cality, since the main properties of this class were presumed to be occupied with subject
matter such as love, romance, marriage and similar themes. However, the possible pres-
ence of style markers describing related moods, themes and feelings were not outruled.
Judging by the distribution and prominence of the characteristic features seen in table
4.15, the topical features indeed seem to carry strongly distinctive patterns for this class.
Some interesting distribution patterns could also be observed among the primarily stylis-
tic features – particularly, those features that carried some intuitively logical connections
to the expected subject matter of the class – for instance, care, happy and glad. Here,
the distribution between topical and stylistic features also seems rather even; the Love
stories class thus seems strongly connected to some prominent topics which seems to be
of considerable importance, and also to a few interesting examples of stylistic patterns
that seem notably class-distinctive.

Humorous fiction

The Humorous fiction class was, without competition, found to be the most difficult to
define based on its topical features, as previously predicted in section 3.1.1. Even so,
a few key topical features could be observed in table 4.14 – however, most of these are
intuitively difficult to connect to the main characteristic of the Humorous fiction class;
namely, the author’s intention to amuse the readers of the text, as described in section
3.1.1. As predicted, this class seems to be more distinguished based on patterns found
among the stylistic features in the documents, as most of the highly prominent features
in this class were found to consist of terms that were categorized as predominantly topic-
neutral. As it seems that classification experiments based on stylometric analyses have
apparently been highly successful in the task of authorship attribution (Eder et al., 2016;
Stamatatos et al., 2000), it can be reasonably hypothesized that the dimension of author’s
intention,as described by Pejtersen (1978, p. 9) carries a close connection to the stylistic
dimension of fictional text, while topicality is arguably more closely connected to the
dimension of aboutness, as explained by Ward & Saarti (2018). Relating this specifi-

93



cally to the class of Humorous fiction, fictional text with the main intention to amuse
its readers seems intuitively more dependent on the communicative techniques used by
authors than the topics that are addressed in the text. Even among the topically cate-
gorized features that were observed to be highly prominent in the class of Humorous
fiction (see table 4.17) – namely, business, ladies, game and deal – traces of stylistic
choice can be observed, since all of these terms are somewhat ambiguous depending on
their surrounding context. For example, ’business’ can both function as an indicator of
occupational activities aiming toward monetary gain, or parts of sayings such as ’not
anybody’s business’. The term ’ladies’ can be used to denote female members in the
higher walks of society, but may also be used in a jovial (or perhaps derogatory) manner
to denote women in general. Simply put, we cannot understand the full spectrum of term
functions by simply measuring the frequency of word tokens, again relating to the loss of
meaning in single-term observations addressed by Manning & Schütze (1999, p. 229).

An illustration of how the use of style can play an important part in fiction indended to
amuse can, for example, be exemplified by quoting P. G. Wodehouse’s Right Ho, Jeeves:
”It was not her beauty, mark you, that thus numbed me. She was a pretty enough girl in
a droopy, blonde, saucer-eyed way, but not the sort of breath-taker that takes the breath.”
Wodehouse (2004, chapter 1). This effectively illustrates the form of stylistic wordplay
which is a characteristic of the humorous aesthetics of Wodehouse, and arguably other
humoristic authors as well.

Mystery fiction

Above all the other classes, the Mystery fiction class clearly seemed the most easy to
distinguish both in regards to its prominent topical and stylistic features. The topical
features in table 4.17, which were found to be of strong prominence within this class,
were also significantly easy to connect intuitively to this genre-class, as all of these relate
heavily to the subject matter of crime, investigation, underlying intrigues and detective-
work, as discussed in section 3.1.1. By observing the refined feature distributions in
table 4.17 from pocket to mystery, the Mystery class showed no less than seven class-
distinctive topical terms, for which the prominence in the Mystery class vastly outrank
the prominence of the same terms in the other classes. As for the extracted stylis-
tic terms, the patterns of these terms in the Mystery class are less traceable, with the
exceptions of a few terms which seem to characterize the class through notably low
prominence; for instance, beautiful, listened, happy and sweet. It should be emphasized
that document similarity is calculated not simply through observation of the most high-
frequent of features, but also considering similarities and dissimilarities adhering to the
more low-frequent features in a class (see section 3.2.3 for a review on the classification
functions in this experiment). The Mystery fiction class thus seems to be character-
ized by a strong topicality when observing terms that are supposedly class-distinctive
through high-information gain terms and high frequency, simultaneously. To conclude,
as to stylistic features, the Mystery class seems more distinguished by terms that are not
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prominent in the class.

5.3 Finalizing discussion on the experiments
The task of identifying the key influential features that form central class distinctions
is arguably highly relatable to the identification of fiction genre prototypes (i.e. the
sets of lowest common denominating properties shared by works adhering to the same
genre-category) as introduced by Piters & Stokmans (2000). In a (mainly) quantita-
tive, automated sense, fiction genre prototypes appear to be formed by a combination of
stylistic and topical feature distributions that together form class distinctions. In section
2.1 and 3.2.3, it was established that both human and automated text classification ac-
tivities basically consist of grouping text documents together into categories based on
some chosen means of determining document similarity (Beghtol, 1994; Baeza-Yates
& Ribeiro-Neto, 2011; Glushko, 2013; Gunnarsson, 2011; Piters & Stokmans, 2000).
It has also been established that classification, in general, carries an inherent degree of
subjectivity (Sebastiani, 2005; Hjørland & Nissen Pedersen, 2005), and similarly, that
text genres are often highly subjective categories (Finn & Kushmerick, 2006), even if
some generally consensual, albeit fuzzy, delimitations arguably exist, as suggested by
the categorizations shared by the Library of Congress and Project Gutenberg, which
were used to support labelling in these classification experiments (see section 3.1.1). In
section 2.1, it was also suggested that classification systems should be designed with
some purpose in mind, in order to support classification system design decisions and en-
able evaluation of their performance (Hjørland & Nissen Pedersen, 2005), and also that
this purpose, in the case of fiction classification, often entails supporting library users in
retrieval of library resources that correspond to their information need (or, in everyday
speech, their area of interest in fiction) (Iivonen, 1988; Nielsen, 1997; Saarti, 1997; Ward
& Saarti, 2018). Despite all these largely extrinsic and human factors, which arguably
have considerable influence on how well classification systems and activities perform,
the classification tests, as evaluated in tables 4.1 to 4.3, can be said to have performed
well over expectations; also despite the fact that classifier algorithms are, without exter-
nal aids such as dictionaries, unable to interpret textual meaning (Manning & Schütze,
1999, p. 229) as well as intuitively interpreting connotative and aesthetic content, which
forms a considerable part of fiction characteristics (Saarti, 2002; Nielsen, 1997; Ward &
Saarti, 2018). This implies that some extent of genre prototypes, to use the terminology
of Piters & Stokmans (2000), can potentially be derived from fiction documents purely
based on their denotative content (Saarti, 2002). As demonstrated in the classification
experiments in section 4.1 and 4.2, such genre prototypes can be used to estimate doc-
ument similarities and delimit class perimeters. Again, it should be emphasized that
more research will be needed in order to uncover the exact nature of these genre-typical
feature patterns.
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5.4 Suggestions for further research
As suggested in section 4.3, a central problem of the feature inspection part of the anal-
ysis was encountered in interpreting the stylistic or topically independent features out of
their surrounding context. It seems likely that such problems may be countered to some
degree by performing analyses on a feature set that consists of n-gram feature phrases in-
stead, as these arguably provide some degree of contextual or semantic meaning, which
is described by Manning & Schütze (1999, p. 229) as necessary for a complete under-
standing of terms. However, by using this option, the analysis of course ends up with a
completely different document-feature space, since the document indexing (Sebastiani,
2005) is then performed based on differently constructed features. The success of the
classification tests as seen in table 4.3 seems to suggest that this area may be an interest-
ing approach for further research. In Biber’s book (1988, Appendix III) one may observe
that a variety of significant, structural indicators of fictional text exist – for example, in
this appendix, high frequencies of past tense markers can be observed to have consider-
able prominence in fiction documents in general, and apparently even more prominence
among some particular genres; for instance, in Biber’s subcollection of Mystery fiction
(Biber, 1988, Appendix III, p. 257). As previously described, according to Biber, past
tense markers are recognized in linguistics as significant indicators of narrative (Biber,
1988, p. 223); a quality which is of obvious importance to fiction (Beghtol, 1994, p.
7), and perhaps even more interesting, possibly also to different subgenres of fiction, as
indicated by Biber’s (1988, Appendix III) study.

As shown in table 4.19 and discussed in section 4.3.6, the most high-frequent trigram
features contained a considerable amount of past tense markers, which supposedly rein-
forces the implications of the observations by Biber (1988, Appendix III) even more,
considering the successful trigram classifications detailed in table 4.3. Macroscopic
term-category analyses, similar to the one performed by Biber (1988, chapter 4), on
collections exclusively consisting of fiction could perhaps help in distinguising the pos-
sibly class-distinctive qualities of past tense markers, and other stylistic features, even
further.

In the text collection that was chosen for the experiment, all texts shared a large set
of common characteristics – they were all written in, or translated to English, and for
the most part written in (or perhaps transcribed into) a similar linguistic form. As has
been previously discussed in section 2.1.1 and 2.1.2, the very foundation of classification
depends on predictions based on observed document similarity (Beghtol, 1994; Baeza-
Yates & Ribeiro-Neto, 2011; Glushko, 2013; Gunnarsson, 2011; Piters & Stokmans,
2000) – so how, then, to automatically deal with fiction documents that are highly de-
viating from the majority of the collection, for example stories written in present tense,
archaic English, or even another language altogether? One idea that emerges when con-
sidering the first two cases could perhaps be to experiment with different forms of stem-
ming, as explained by Baeza-Yates & Ribeiro-Neto (2011, p. 226), or lemmatization, as

96



explained by Manning et al. (2008) in an effort to reduce words down to their core con-
cepts, thus neutralizing obstructions in similarity calculations caused by inflections. In
regards to collections containing texts written in different languages, the problem seems
more complicated; but according to Mirończuk & Protasiewicz (2018, p. 50), cross-
lingual text classification is a problem of high interest among researchers at the moment.
With this in mind, it might be interesting to follow up the results of text classification
studies in this area to support further experiments in automated fiction classification.

Another intriguing problem which may be of interest in further studies arises when
considering classification of cross-genre fiction. According to Pejtersen (1978), works
of fiction can often be argued to adhere to multiple genres simultaneously, thus making
single-label genre categorizations inadequate. This is a problem which arguably re-
lates back to the discussions by Nielsen (1997, p. 173) and Hjørland & Nissen Pedersen
(2005) regarding the choice of which perspective to adopt when classifying what Iivonen
(1988) denominates as ”multidetermined entities” Iivonen (1988, p. 12). In the words of
Nielsen (1997): ”How are we able to decide indexing terms and subject headings with
all these possible theoretical approaches and with the knowledge that the choice of one
particular reading is just a choice amongst other readings of equal value?” (p. 173).
Consider, for example, works of fiction such as Mary Shelley’s Frankenstein. In the
context of this experiment, this text was determined to adhere to the category of Hor-
ror fiction. However, as introduced in section 2.2.1, the exclusiveness of this assumed
class adherence may be disputed by some. For example, when searching the Library
of Congress catalogue for objects categorized as both science fiction and horror stories,
different manifestations – again, in the FRBR sense (IFLA, 2009) – of Frankenstein fre-
quently turn up with Form/Genre descriptions or subject headings that suggest that the
text should perhaps optimally be classified as a cross-genre Science Fiction/Horror story
– see Library of Congress (2019d) for an actual example of this. To consider another ex-
ample, alhough quite consistently classified by the Library of Congress as horror fiction,
Gaston Leroux’s The Phantom of the Opera arguably contains highly prominent themes
resembling those of love stories – for example, jealousy and a rivalrous love triangle –
and could thus arguably qualify into a category of Gothic Romance novels if the organiz-
ing system was designed with such extensive granularity. This gets even more compli-
cated when considering Jane Austen’s Northanger Abbey; a work that is simultaneously
classified as Gothic fiction, Love stories and Satire at Library of Congress (2019e). Had
this text been part of this experiment, it would have caused significant issues in the doc-
ument labelling process, since it could easily be argued to qualify into any (or preferably
all) of the Love stories, Humorous fiction and Horror fiction classes if only the Library
of Congress Form/Genre-labels were considered. As described by Sebastiani (2005, p.
3), single-label classification tasks demand that the classifier – human or automated –
makes a decision of which single class is the most appropriate for the current task. Ar-
guably, this supports the pragmatic positioning on classification proposed by Hjørland
& Nissen Pedersen (2005) – classification decisions concerning new documents need to
be made in relation to both the context surrounding the collection and the purpose of the
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organizing system in question. The reasonings of Beghtol (1994, p. 17) on the necessary
compromises of classification also seem highly relatable to this problem; according to
Beghtol, any classification activity requires a significant reduction of information, and
depending on the purpose of the classification we need to choose which information that
can be laid aside from the object descriptions in the given context.

These observed complications also support the statements by Nielsen (1997, p. 173)
and Ward & Saarti (2018, p. 325) that multi-facet schemes arguably constitute the most
effective tools for accurate and versatile fiction classification and indexing, whether from
an object-centred or a user-centred perspective. As also suggested by Iivonen (1988, p.
15), no single-facet perspective on fiction classification will suffice due to the multi-
tude of possible user needs. This seems especially true (and also, potentially easy to
work around) when considering modern digital libraries and information systems, in
which the use and needs of linked metadata continues to grow (Bawden & Robinson,
2012, p. 156) In this context, single-label genre-based fiction classification of fiction
may be regarded as somewhat crude. However, the development of successful machine-
learning-based methods for fiction genre extraction could be argued to well serve not
only single-faceted categorization systems, but multi-faceted systems as well. Consider-
ing the possible benefits of a developed framework for single-label genre-based fiction
classification, genre does constitute one of the dimensions for document descriptions in
Nielsen’s (1997, p. 174) suggestions for a multi-faceted classification scheme. A fully
functioning and verified machine-learning method for automated genre determination
could thus potentially be highly useful for deriving genre information directly from the
document collections, without the necessity of every document being read and inter-
preted by humans; thereby ideally constituting a cost-effective tool for this purpose. As
suggested by the success rate in the classification tests evaluated in tables 4.2 and 4.3,
there seemingly exists implications that this can be achieved through automated, quanti-
tative analyses of the denotative content (as discussed in section 2.1.3) of text documents.
This suggestion is also supported by Ward & Saarti (2018) in their article:

First, one can make the distinction between the objective and subjective
realms: the previous tries to give answers that are as objective as they can be
within fiction. These facets can be automatized, even in denotative indexing:
if the book is about a hospital, this can be mined from the text. (Ward &
Saarti, 2018, p. 324)

Considering the more topically characterized genre-classes (using the topic/style dis-
tinction as discussed in section 2.2.1), the Mystery fiction class in particular – as sug-
gested by table 4.16 – and to some extent also the Horror fiction and Love stories classes
– as observable in table 4.13 and 4.15, respectively – this method of automated genre
extraction from analyzing the denotative content of documents seems intuitively appeal-
ing, since the genre adherences of member documents in these classes arguably relate
to the aboutness of the documents in question (as discussed in section 5.2). Considering
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the supposedly more stylistically characterized genres (for example, by observing the
assumedly characterizing feature set of the Humor class in table 4.14), this seems more
challenging, and may instead be more closely associated with the connotative and sub-
jective dimension of understanding works of fiction, as addressed by Nielsen (1997, p.
174) and Ward & Saarti (2018, p. 324). However, considering feature sets of the more
stylistic kind – such as the trigram sets on which classifications were evaluated in table
4.3, and of which an excerpt can be observed in table 4.19 – perhaps this problem may
also be overcome through further research.

Considering the apparent benefits of multi-facet classification systems as introduced
above, perhaps another interesting area for further study could be to perform automated,
multi-label (Sebastiani, 2005, p. 3) classification experiments on different fiction col-
lections. On the purely denotative level, based on the results observable in sections 4.1
and 4.2, there seems to exist a strong potential of achieving interesting results; on the
connotative or subjective level, classification tasks get more challenging, but potentially
also more interesting. Perhaps, with the aid of parts-of-speech taggers, as described by
Manning & Schütze (1999, p. 341), or other advanced natural language processing tools,
such as those described by Gunnarsson (2011, pp. 154-155) – or perhaps even conno-
tation dictionaries similar in function to the ambiguity dictionaries used by Hogenraad
(2018, p. 302) – this problem could be addressed and overcome in the future. To make
this problem even more complicated (and, arguably, even more interesting), as described
by Saarti (1997), many documents of fiction are arguably too complex to allow simple
genre-based categorization; thus creating an apparent demand for labels such as ”serious
fiction” (Saarti, 1997, p.162) as discussed in section 1.2. A classification experiment per-
formed on documents adhering to this, or similar, categories would likely prove highly
complex, interesting, and presumably challenging as well.

Furthermore, it can be reasonably assumed that methods for automated categoriza-
tion of large document collections (Gunnarsson, 2011; Sebastiani, 2005) will continue
to remain useful in an increasingly digital world, in addition to their usefulness in orga-
nizational activities constituting – or resembling – shelf classification, as described by
Saarti (1997). One needs to look no further than to section 3.1.1 in this study, which
describes a document retrieval activity with the aid of the shelf classifications by Project
Gutenberg (2019b), to find a practical example of the usefulness of shelf classification
in a digital context. The document collection for this experiment was acquired primarily
by navigating the fiction bookshelf categorizations of Project Gutenberg, the organiza-
tion of which largely resembles a digital form of shelf classification, as described by
Saarti (1997). Clearly, if a library user is interested in locating books associated with a
certain genre, shelf classification can be considerably helpful, as both illustrated in the
experimental study by Saarti (1997) and the practical example of data collection for this
thesis. As shown by Piters & Stokmans (2000), communication of fictional genres may
also stimulate users’ interest in reading books that seem typical to genres for which they
have a preference. The potential benefits of libraries in being able to attract the interest
of library users through genre communication should, based on these observations, not
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be underestimated.

5.5 Concluding remarks
This final section of this Discussion chapter will be aimed at summarizing the study
and its observations in an effort to answer the research questions, as proposed together
with the problem statement in section 2.4. These statements will be presented under the
headings of the two research questions formulated in this section.

Q1: What potential exists for employing automated classifiers to catego-
rize fiction collections on basis of culturally applied genres?

Judging by the results of the classification experiments in this study (particularly the
SVM tests in tables 4.2 and 4.3), it would seem that the possibility certainly does exist
to produce effective classifiers for fiction.

However, it should again be mentioned that very little empirical material exists to ver-
ify the results – as far as was found in the initial examination of the literature to provide
the backdrop for these experiments (see chapter 2 and 2.4), this may be the first exper-
imental study into this specific area, at least in the LIS domain. For this reason, it is
strongly suggested that further studies to delve deeper into the performance of differ-
ent classifier models in relation to differently composed fiction collections – as well as
further examination of what feature types are influential in the determination of extrin-
sic literary genres – should be performed. It should be stressed that both the linguistic
knowledge, as well as the programming skills of the author of this study, are modest at
best – considering this, joint research efforts between expertise in the field of computer
science, linguistics, LIS and literary science should possibly provide highly intriguing
results. But again, this would require a revitalized interest in fiction classification stud-
ies; the apparent disinterest or unwillingness to discuss fiction classification in LIS, in
relation to its importance in library practices, as described by Beghtol (1994, p. 14) and
Ward & Saarti (2018, p. 317), is peculiar at the very least. It may be that author-based
classification is established as a practical, uncomplicated way of arranging books on
library shelves, as argued by Beghtol (1994, p. 22), but minding the reasonings of Gun-
narsson (2011, p. 3), and the evidence that genre communication may support library
patrons in their fiction retrieval activities (Piters & Stokmans, 2000; Saarti, 1997), why
should we contend with choosing the easiest way of categorizing documents of fiction
if there are more potentially rewarding alternatives? In an increasingly digital age, it
would seem that multi-faceted classification systems that consider both denotative and
connotative content (Saarti, 1999; Ward & Saarti, 2018) and different perspectives of
interpretation (Nielsen, 1997, p. 173), at the moment, is the best way of moving ahead.
Considering this, on the surface, single-label genre categorization might seem crude –
but firstly, we must remember that large collections still require subdivision to allow
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oversight in collections (Gunnarsson, 2011; Sebastiani, 2005), and secondly, that there
is nothing to prevent us of also moving toward automated extraction of other types of
meaningful information from fiction documents to support multi-faceted systems. A re-
fined method of extracting literary genre seems like a good way to start – and, judging
from the results of this study, seems fully possible to achieve.

Q2: What linguistic features distinguish between different genres of fic-
tion, in particular consideration to topic and style?

The answer to this question is still somewhat elusive. Based on the results of the clas-
sification experiments (in particular, the SVM experiments evaluated in tables 4.2 and
4.3), it seems that enough traceable feature patterns did indeed exist in the chosen fiction
collection to form estimations of central genre characteristics on which to base classifier
decisions. In regards to the kNN classification tests (see table 4.1) it should be noted
that the classification experiments were performed without any stop word removal, and
that the SVM classifications – which were clearly the most successful – were performed
considering ”only” the 3000 most frequent words, which for rather obvious reasons in-
cluded a considerable proportion of stylistic or non-topical terms (see section 3.3 for an
attempted definition between topical and stylistic features). The considerable success
rate of the trigram classification tests in table 4.3, which was mainly shown to consist of
stylistic features (see table 4.19) also seems to reinforce the notion that stylistic terms
can be hypothesized have considerable influence over classifier results.

Even so, the class-distinguishing qualities were far more intuitively easy to discern
among the topical features than the stylistic features (see tables 4.17 and 4.18); possibly
due to a lack of linguistic and literary training on the behalf of the author of this study,
but probably also because of an inherent vagueness in the stylistic terms. Again, this
should not be taken as evidence that topical features were more class-distinctive than
stylistic features in the given collection; rather, that further experiments are needed to
isolate the features that distinguish classes and support classifier decisions in different
collections, and that expertise from other scientific fields should be employed to more
clearly chart feature characteristics across differences genres of fiction.

It should be remembered that the features extracted through the combined measure-
ments of information gain and term-frequency were only a small selection of a vast
dimensional space of document-term representation vectors, and that class distinctions
are based not only on its most distinctively high-frequent terms, but also by document
similarity patterns that are determined among the less-frequent terms in the document
representations (see section 3.2 for a detailing of the functions of the algorithms used
in the study). Considering the ranking of terms that were found to be of interest in
tables 4.17 and 4.18, which arguably provided the most interesting illustration of class-
distinguishing feature patterns in the collection, several potentially class-distinctive pat-
terns in the distribution of both topical and stylistic features were found across the class
set. Based on the above reflections, the tentative answer to the second research question
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will therefore have to be that both topical and stylistic features seem to play impor-
tant roles in forming class distinctions. However, as has already been addressed, more
research should be performed to clarify these feature patterns. As have also been pre-
viously addressed, according to Eder et al. (2016), stylometric techniques have seen
most usage in authorship attribution. The success rate of the authors’ software package
(including that of the n-gram analyses) in terms of fiction genre attribution should be
regarded as encouraging in that these techniques may be employed also for the purpose
of genre-based fiction classification.
To make a finalizing statement, it is the hope of this author that this study has been suc-
cessful and inspirational in demonstrating the apparent potential for automated fiction
classification, and has contributed to the charting of central characteristics of genres of
fiction. It is also the hope of this author that the demonstrated methods for classification
and closer feature inspection can be of use in continued studies to further the exploration
of this research problem.

5.6 Summary
The aim of this thesis has been to explore the possibilities of employing automated meth-
ods for text classification on collections of fiction. The introductory chapters of the thesis
provided a brief background of the field of fiction classification, and its historic and cur-
rent context in LIS theory and library practice (see section 1.2). Fiction classification
was identified as having a historically subordinate position compared to classification in
terms of scientific interest. The introducing chapter was followed by a literature review,
which aimed to provide a theoretical background on classification in general, fiction
classification in particular, as well as the bases on which categorizations are made, in-
cluding reasonings on why certain items may or may not be grouped together. Building
on previous theories on classification, and following recommendations by different clas-
sification theorists, a semi-subjective, pragmatic positioning was established as the most
appropriate approach toward the main, experimental section of the thesis (section 2.1.1).
Some problems which can arguably be related to fiction classification in particular were
also highlighted; in particular, fiction was identified to contain a high degree of conno-
tative and aesthetic content, which was assumed to demand an adequately high degree
of subjective interpretation. As a consequence, fiction classification was found to be
connected to several forms of inconsistencies which were identified as problematic in
classification activities (section 2.1.3). Section 2.1.4 discussed variations of linguistic
features as document properties, and also proposed a hypothesis that variations in lin-
guistic features might form a basis for distinguishing or delimiting genre-categories of
documents of fiction, in the everyday sense of the word ”genre”. In this section, it was
also hypothesized that automated, algorithmic tools of text analysis could be utilized to
observe these patterns in order to facilitate automated text categorization.

Following this section, the automated methods for text classification which formed
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the main analytical tools for the experimental phases of this study were introduced (sec-
tion 2.2); in particular, kNN and SVM classifiers, information gain, and term-frequency
weighting. In section 2.2.1, a distinction was identified between topic-based and stylis-
tic features; following the latter category, the field and methods of stylometry were also
introduced, which constituted part of the methods used in the classification experiment.
In section 2.2.2, some limitations of automated classifications were suggested, including
a predicted inability to interpret connotative and aesthetic content and textual ambigu-
ity. After this section, a brief review of a previous study which was argued to relate
to the experiment in this thesis was presented, through the methodologies used and the
central distinction between topical and stylistic features. Then, the problem statement
itself was presented, including the research questions that were formulated to guide the
experimental study (section 2.4). The research questions were centered on two areas of
focus: firstly, to investigate the potential of using automated methods for fiction classi-
fication, and secondly, to investigate which linguistic features could be assumed to form
genre distinctions and thus influence the automated classifiers in their decisions. The
Methods chapter (3) explained the basic theories and practices behind automated text
classification, including those of data collection and labelling, text preprocessing, fea-
ture construction, dimensionality reduction and normalization. In the section detailing
document labelling (section 3.1.1), some predictions were also made about distinguish-
ing features across the four genre-classes in the experiment: Horror fiction, Humorous
fiction, Love stories and Mystery fiction. The functions and theories of the algorithms
used in the experiments (SVM and kNN) were also detailed (see section 3.2.3). Sec-
tion 3.2.4 detailed the main methods of evaluation for the study (precision, recall and
their macro-average counterparts). In section 3.3, the methods for inspecting prominent
features in the different genre-categories were detailed, including information gain and
term-frequency prominence. As this part of the experiment leaned heavily on the distinc-
tion between topical and stylistic features, this section also sought to produce a practical
distinction between the two categories to guide the experiment (see section 3.3). To fi-
nalize the Methods chapter, some statements on replicability and generalizability was
also produced (section 3.4).

The Methods chapter was followed by a Results and Analysis chapter. The first part
of this chapter detailed both the practical application and evaluation results (sections
4.1 and 4.2) of the classification tests. The central observation in this part of the thesis
was an unexpectedly high effectiveness of SVM classifiers in relation to the collection;
hypothetically, due to reduction of dimensionality. An unexpectedly high performance
was also observed concerning the trigram feature set. Compared to the SVM results, the
kNN algorithm showed acceptable, but less impressive, results.

The second part of the Results and Analysis chapter consisted of an attempt to re-
fine the tokenized corpus and identify discriminating features in the four classes (section
3.3). This was achieved through intersecting features found prominent by information
gain and term-frequency. This process provided some insight into features which were
arguably distinctive for the four classes. The Horror fiction class was found to be charac-
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terized by a few prominent topical features; stylistic features seemed less discriminative
for this class. The Love stories class contained interesting patterns both concerning topi-
cal and stylistic features. The characterizing features of the Humorous fiction class were
elusive, but this class seemed most distinguished by its stylistic features; topical features
to distinguish this class were considerably less easy to observe. The prominence pat-
terns in the Mystery class was found to be by far easiest to discern and connect to the
characteristics of the class; its main topical features were found significantly distinctive,
and its stylistic features seemed to contribute mainly through distinctiveness from low
frequency prominence in the class. The findings in were then discussed in relation to the
literature (chapter 5) and some suggestions for further research were proposed, partic-
ularly concerning expansions through transdisciplinary research, employment of more
advanced technologies and methods, and experiments on cross-genre collections. The
study was then finalized with a ”callback” to the two research questions formulated in
section 2.4 in an attempt to produce substantial answers. Due to the unexpected success
rate of the classification tests, contrary to the predicted difficulties supposedly caused
by a divide between the abstract content of fiction and the inability of computers to in-
terpret it, the suggested answer to the first research question was that the potential of
successfully employing automated techniques for genre-based classification of fiction
seems possible, and if one were to make a bold statement, perhaps even promising. The
second research question was found less easy to answer; it was tentatively suggested that
both topical and stylistic features can contribute to the forming of quantitatively measur-
able genre properties, depending on the chosen collection. However, further research
was advised to more clearly discern the contribution of different features to forming
distinctions between genres of fiction.
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