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Systemarkitekturutbildningen är en kandidatutbildning med fokus på programutveckling. 
Utbildningen ger studenterna god bredd inom traditionell program- och systemutveckling, samt en 
spets mot modern utveckling för webben, mobila enheter och spel. Systemarkitekten blir en tekniskt 
skicklig och mycket bred programutvecklare. Typiska roller är därför programmerare och 
lösningsarkitekt. Styrkan hos utbildningen är främst bredden på de mjukvaruprojekt den färdige 
studenten är förberedd för. Efter examen skall systemarkitekter fungera dels som självständiga 
programutvecklare och dels som medarbetare i en större utvecklingsgrupp, vilket innebär 
förtrogenhet med olika arbetssätt inom programutveckling.  

I utbildningen läggs stor vikt vid användning av de senaste teknikerna, miljöerna, verktygen och 
metoderna. Tillsammans med ovanstående teoretiska grund innebär detta att systemarkitekter skall 
vara anställningsbara som programutvecklare direkt efter examen. Det är lika naturligt för en 
nyutexaminerad systemarkitekt att arbeta som programutvecklare på ett stort företags IT-avdelning, 
som en konsultfirma. Systemarkitekten är också lämpad att arbeta inom teknik- och idédrivna 
verksamheter, vilka till exempel kan vara spelutveckling, webbapplikationer eller mobila tjänster.  

Syftet med examensarbetet på systemarkitekturutbildningen är att studenten skall visa förmåga att 
delta i forsknings- eller utvecklingsarbete och därigenom bidra till kunskapsutvecklingen inom ämnet 
och avrapportera detta på ett vetenskapligt sätt. Således måste de projekt som utförs ha tillräcklig 
vetenskaplig och/eller innovativ höjd för att generera ny och generellt intressant kunskap.  

Examensarbetet genomförs vanligen i samarbete med en extern uppdragsgivare eller 
forskningsgrupp. Det huvudsakliga resultatet utgörs av en skriftlig rapport på engelska eller svenska, 
samt eventuell produkt (t.ex. programvara eller rapport) levererad till extern uppdragsgivare. I 
examinationen ingår även presentation av arbetet, samt muntlig och skriftlig opposition på ett annat 
examensarbete vid ett examinationsseminarium. Examensarbetet bedöms och betygssätts baserat på 
delarna ovan, specifikt tas även hänsyn till kvaliteten på eventuell framtagen mjukvara. Examinator 
rådfrågar handledare och eventuell extern kontaktperson vid betygssättning.  
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Abstract 
 
In silico experimentation is the process of using computational and statistical models to 

predict medicinal properties in chemicals; as a means of reducing lab work and 

increasing success rate this process has become an important part of modern drug 

development. There are various ways of representing molecules - the problem that 

motivated this paper derives from collecting substructures of the chemical into what is 

known as fractional representations. Assembling large sets of molecules represented in 

this way will result in sparse data, where a large portion of the set is null values. This 

consumes an excessive amount of computer memory which inhibits the size of data sets 

that can be used when constructing predictive models. 

 
In this study, we suggest a set of criteria for evaluation of random forest implementations 

to be used for in silico predictive modeling on sparse data sets, with regard to computer 

memory usage, model construction time and predictive accuracy. 

 
A novel random forest system was implemented to meet the suggested criteria, and 

experiments were made to compare our implementation to existing machine learning 

algorithms to establish our implementation‟s correctness. Experimental results show that 

our random forest implementation can create accurate prediction models on sparse 

datasets, with lower memory usage overhead than implementations using a common 

matrix representation, and in less time than existing random forest implementations 

evaluated against. We highlight design choices made to accommodate for sparse data 

structures and data sets in the random forest ensemble technique, and therein present 

potential improvements to feature selection in sparse data sets. 
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1 Introduction 
Drug discovery – the process of identifying molecules with some medicinal property – is 

a long, difficult and costly process that ends with the commercialization of a new drug. In 

the past, drugs have been created by studying already well-known remedies and finding 

and reproducing their active ingredients, but thanks to a deeper understanding of diseases 

at the molecular level, medicinal researchers are now able to more easily identify disease 

causes, as well as design drugs to target specific proteins and pathogens – a process 

referred to as drug design. When designing drugs, after establishing the cause of a 

specific disease, virtual drug candidates (commonly small molecules) are often generated 

in the thousands. 

 

Every drug goes through a series of development phases with commercial sales as the 

ultimate goal. Since each phase carries with it a rapidly growing investment of time and 

money, the ability to exclude less promising compounds early in the process is of critical 

importance. In addition to performing experiments in test tubes (in vitro) and in living 

tissue (in vivo), medicinal chemists are able to perform in silico computer modeling – 

experiments performed on chemical compounds using computational techniques on 

computer hardware. With models based on experimental data, predictions can be made 

regarding potential medicinal properties before any molecules are even synthesized. Less 

promising molecules can then be discarded very early in the process, drastically reducing 

the number of drug candidates to investigate, leading to large savings later in the process. 

 

When performing in silico modeling, medicinal chemists are required to represent 

molecules in some format suitable for computer data processing. Such representations 

must also preserve enough information about each molecule, so that comparisons 

between different molecules remain meaningful. One such way of representing molecules 

is molecular fingerprinting (Faulon, Collins, & Carr, 2004), where every molecule is 

considered a graph G  consisting of atoms (nodes) and chemical bonds (edges), and the 

molecule‟s fingerprints is a subset of all subgraphs of G . By representing molecules in 

this manner, basic structural similarities and differences between them are preserved, 

which allows computer modeling using data mining or machine learning techniques. 

 

Describing a set of molecules using fingerprints is done by listing all unique fingerprints 

of the molecules within the set; every molecule is then described by the occurrence 

number of each fingerprint in its molecular graph. This can, for example, be represented 

as a matrix where fingerprints and molecules correspond to columns and rows 

respectively. In these data sets, both molecules and fingerprints are normally quite 

numerous, while the number of fingerprints possessed by each molecule is a relatively 

small subset of all fingerprints. The resulting representational data set will thus have a 

majority of null values, a quality referred to as sparse. 

 

One popular technique used for silico modeling is random forest, developed by Breiman 

(2001). Random forest models consist of collections of decision trees, where the model‟s 

output is computed as the mode, mean or average of each individual tree‟s output. Each 

individual tree in a random forest ensemble is grown using a partially randomized 

selection of features. Random forests have been proven to perform well when used in the 
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domain, ranking highly when compared to other techniques (Svetnik et. al 2003). The 

technique can also be applied to both classification and regression problems which is 

important for its use for in silico modelling. 

 

Common random forest implementations, represent data in a matrix form. This, 

combined with the fact that molecular fingerprinting results in sparse data, means the 

random forest algorithm will be operating on sparse matrices - matrices where a majority 

of the values are null values. Since in silico modeling is typically done on large data sets, 

these matrices will be relatively spacious ( nm  where n  is the total number of 

fingerprints, and m  is the number of molecules within the data set) and thus require a lot 

of computer memory; for very large data sets, even unreasonable amounts of memory. 

 

Luckily, sparse data is by nature easily compressed into more suitable data structures, 

e.g., by storing only tuples of indices and non-null values in a list, but few random forest 

implementations support such sparse data structures. FEST (Karampatziakis) is one 

example of random forest implementation that supports sparse data structures. It does not, 

however, include support for regression using random forests – something that is required 

for certain in silico modeling tasks. 

 

We have not found any implementation of random forests that supports both 

classification and regression together with a sparse data structure. This puts a limitation 

to the size of data sets medical chemists are able to use for computational analysis, which 

potentially also limits accuracy and statistical reliability of the constructed models. 

1.1 Problem statement 

There is a need for a random forest implementation handling sparse data representations 

for predictive in silico modeling. Such an implementation should support construction of 

both classification and regression models effectively with respect to memory usage and 

model construction time. 

 

The main purpose of this study is to design and implement a novel random forest system 

that handles sparse data, as well as suggest a set of criteria for evaluation of such random 

forest systems. The implemented system should handle sparse data and both classification 

and regression problems in an effective manner. 

  

 The primary goal is to show that the system meets all the criteria. 
 The secondary goal is to show that the system meets the key criteria better than 

selected existing systems. 
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1.2  Objectives 

1. Present and discuss criteria for evaluating random forest implementations on 

memory usage, time consumption and predictive accuracy. 
2. Design and implement a novel system for random forests that aims to meet the 

criteria. 

3. Discuss design choices made to accommodate sparse data representations in the 

implementation of the novel random forest system. 

4. Evaluate the novel system against the criteria. 

5. Compare novel system to selected existing systems with regard to the criteria. 

1.3 Main Contributions 

This study contributes by creating a novel random forest application for regression and 

classification using the random forest ensemble, with support for sparse data. Criteria for 

evaluating random forest implementations for modeling sparse data are presented, and 

key design aspects of such random forest systems are discussed. 
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2 Method 
In this chapter, we discuss the scientific method used in our study. 

2.1 Scientific Approach 

To meet the objectives of this study, the following types of knowledge are required, 

based on Goldkuhl (2011): 

 

1. Present and discuss criteria for evaluating random forest 

implementations on memory usage, time consumption and predictive 

accuracy. 

Characterizing 

2. Design and implement a novel system for random forests that aims to 

meet criteria. 

Prescriptive 

3. Discuss design choices made to accommodate for a sparse data 

representation in the implementation of the novel random forest system. 

Prescriptive 

4. Evaluate the novel system against criteria. Characterizing 

5. Compare novel system to selected existing systems with regard to 

criteria. 

Characterizing 

Table 1 – Knowledge Characterization 

2.1.1 Research Strategy 

Our goal was to find empirical support for the assumption that an acceptable accuracy 

and runtime complexity could be maintained while handling compressed lossless data in 

our novel random forest implementation. Our criteria was proposed as characterizing 

these qualities which are required for a successful random forest implementation dealing 

with sparse data. By detailing our implementation and evaluating it in regard to these 

qualities, guidelines for design choices and their expected effects were  established. An 

experimental approach was apparent for gathering performance measurements on the 

novel implementation and other openly available implementations and compare them.  
 
Since the experiments were designed to produce concrete quantifiable measurements of 

performance in the form of memory consumption and elapsed time for executing the 

algorithm, we used a positivistic approach in our study. 

2.2 Research Method 

We here describe our approach to meet our five research objectives. We also describe our 

method for presenting results and the analysis of them, as well as our method for 

evaluating our study. 
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1. Present and discuss criteria for evaluating random forest 
implementations on memory usage, time consumption and 
predictive accuracy. 

Literature 
survey 

2. Design and implement a novel system for random forests that 
aims to meet criteria. 

Implementation 

3. Discuss design choices made to accommodate for a sparse 
data representation in the implementation of the novel random 
forest system. 

Implementation 

4. Evaluate the novel system against criteria. Experiments 

5. Compare novel system to selected existing systems with regard 
to criteria. 

Experiments 

 

2.2.1 Literature Survey 

To meet the first of our objectives, we surveyed existing research regarding the random 

forest ensemble technique and sparse data, especially in the medical domain. 

 

Knowledge about the Medical Domain 

The purpose of this study originated from the performance issues that arise when 

attempting to perform in silico predictive modeling using random forest on large sets of 

sparse data in medicinal chemistry. To understand the requirements of a random forest 

implementation with support for sparse data, it was first necessary to understand the 

domain on a basic level. It was also important to understand the characteristics of the 

sparse data created using fingerprinting and QSAR. 

 

Knowledge about Machine Learning 

Since the main goal of this study is to find a sparse data representation suitable for 

predictive modeling using random forest ensembles, we were naturally required to gain a 

deep understanding of the random forest technique itself as well as knowledge of how it 

is affected by the data representation used. 

2.2.2 Implementation 

To meet our third and second objectives, a novel random forest system was implemented 

in Java. During implementation, important design choices were documented. The random 

forest algorithm was implemented as described by Breiman (2001), with inspiration from 

Hastie et. al. (2009). 
 
The implementation was designed using an object-oriented approach, and our focus was 

constantly on making the novel random forest implementation both fast and memory 

efficient (especially with regard to sparse data sets). 



 

7 

 

2.2.3 Experiments 

To meet our fourth and fifth objectives, two separate experiments with distinct purposes 

were conducted; one where we show the correctness of our random forest 

implementation, and another where we illustrate the effects of using a sparse data 

representation in the random forest application. 

 

Experiment 1 - Evaluation of Novel Implementation 

Our first experiment was conducted to compare the predictive accuracy of our random 

forest implementation to existing predictors by measuring and comparing predictive 

accuracy on a number of datasets of different types. This was done to show the 

correctness of our random forest implementation, and show that the results in our second 

experiment can be considered relevant. 
 

Experiment 2 - Evaluation of Data Representations 

In the second experiment we measured and compared differences in memory 

consumption and ensemble construction time when using different data representations in 

our random forest implementation. We also compared the ensemble construction time of 

our implementation to other random forest implementations. To measure the effects of an 

increased number of instances, features or values in the data sets have on ensemble 

creation time and memory usage, a number of synthetic data sets were created, in which 

we had full control over these three parameters. Model construction was then performed 

on these synthetic data sets, and time and memory consumption was measured during this 

construction. 

2.2.4 Results 

Results are presented in tables and graphs to ease comprehension of our discussion and 

analysis. 

2.2.5 Analysis 

The analysis in this study is intended to compare our random forest implementation to 

other predictors with regards to presented criteria. No statistical methods are applied on 

experimental results, as they themselves are intuitively understandable; instead, most 

analysis is based on reasoning about the experimental results. 
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2.2.6 Evaluation 

We will evaluate our research method based on a number of relevant criteria. 

 

Validity 

Evaluation of validity will be done with regards to measurements done during our 

experiments. 

 

Reliability  

We evaluate the reliability of our experiments and the data gathered from them. 

 

Generality 

The generality of our implementation will be evaluated in respect to transferability onto 

other domains. 

2.2.7 Presentation 

The result of the experiments is presented in this written study as well as presented orally 

in an examination seminar in accordance to guidelines set by the University of Borås. 
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3 Drug Discovery 
Drug discovery is a long, complex and expensive process. According to DiMasi et. al 

(2003) the cost to bring a drug to approval is estimated to 403 million US dollars. 

 

In this chapter, we will outline the basic steps involved in the drug discovery process, 

with the goal to relate our own study to the process. 

3.1 The Drug Discovery Process 

The drug discovery process involves seven basic steps: disease selection, target 

hypothesis, lead compound identification, lead optimization, preclinical trial testing, 

clinical trial testing and pharmacogenomic optimization (Augen, 2002). 

 

Disease selection is an evaluation of market and previous research efforts, weighing 

things like severity and spread of the conditions to both potential profitability and 

feasibility of a cure. 

 

The second stage of development is target hypothesis which is a search for a potentially 

druggable target to develop a drug against. A target is some mechanism of the disease 

that can be interfered with or inhibited.  

 

after establishing a target the lead compound identification can commence using various 

screening techniques. The goal here is to find some compound which is predicted to be 

active towards the target, meaning that it can bind to the target and have a desired effect 

on it. 

 

The resulting compounds from screening goes through lead optimization steps where 

properties of the molecule are adjusted to make it better suited as a drug, theses strive to 

increase absorption, potency and reduce the interaction with non targets to reduce side 

effects. 

 

Preclinical trial testing is done to assess toxicity and also to prove that the compound has 

the intended effect. This takes years of laboratory experimentations and it is also where 

the lead compounds are first tested in living tissue.  

 

Clinical trial testing is done in phases starting with testing in healthy individuals to 

further assess toxicity and determine appropriate dose for maximized effect while 

keeping side effects at a minimum. The second phase aims to prove target activity for the 

compound in individuals with the target disorder, this is where many candidates fail due 

to not being active enough or the treatment proving impractical. Following steps need to 

prove that the treatment is superior than existing ones and assess long term effects on the 

individuals undergoing treatment. 

 

Pharmacogenomic optimization is a process of identifying various genetic factors to the 

treatment. For example the drug might be very effective in a patient group of a certain 

genotype but have severe side effects in another. 
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Performing in vitro and in vivo experiments to assess a molecule‟s properties is a time 

consuming process. Testing a large number of compounds towards just one specific 

target is detrimental to the overall efficiency of the drug development process; a more 

efficient way to increase success rate would be to only test chemicals that have promising 

features. One approach to this is to analyze chemical data banks with statistical and 

computational modelling techniques. 

 

 
Figure 1 – The Drug Discovery Process 

Overview of the drug discovery process, the highlighted phases is where predictive modelling is in use 

today. 

3.2 In Silico Modeling 

With the rapid development of computer hardware and its related sciences, efforts have 

been made to utilize the easy access to processing power in the field of cheminformatics 

in general. Applicable to a plethora of problems for analysis and experimentation, 

computer processing has enabled many of the discoveries in the last few centuries. In 

particular, the use of computers has accelerated the drug discovery process tremendously. 

In the traditional method, development from discovery and understanding of the disease 

to actual capitalization of that knowledge have in some cases taken up to 40 years. With 

modern methods however going from cause to treatment has been achieved within as 

little as three years (Augen, 2002). There are several contributors to this evolution of the 

development method, like establishing a public infrastructure for managing biological 

and screening data as well as the growing number of public databases cataloguing genetic 

information. Furthermore, the increase in available computer power has enabled 

medicinal chemists to perform experimentation on computer hardware. Applications of in 

silico modeling include study of molecular dynamics, prediction of protein structures as 

well as high throughput screening, which is the application dealt with in this paper. 

3.2.1 QSAR - Quantitative Structure-Activity Relationship  

The following brief on QSARs is based on Perkins et. al. (2003): 

 

To find attractive lead compounds it is desirable to be able to process large sets of 

chemicals fast and select the most promising for further development. Assuming the level 

of activity on a target is dictated by a compound‟s structural, physical and chemical 

properties, there is a possibility to use these properties to algorithmically predict potential 

activity and select promising compounds for further investigation. By describing a set of 

molecules with well-known activity and using it as training data, it is possible to build a 

predictive model that captures the relationship between properties and the activity of the 

molecule. These models are commonly referred to as QSARs - quantitative structure-

activity relationship. 
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QSAR models can be used on new compounds to estimate their expected activity. During 

lead identification this is a valuable tool for filtering huge sets of candidate chemicals. 

Models can also be used for approximation of the contribution towards target activity of 

each property, giving researchers feedback about the strongest contributors to a 

detrimental or desirable attribute, information that can be utilized in the lead optimization 

phase. Finally the use of QSAR models can reduce the amount och in vivo and in vitro 

testing needed in the preclinical trials. 
 

 

QSAR models can be used on new compounds to estimate their expected activity. In 

addition to filtering huge sets of candidate chemicals, the model can also be used for 

approximation of the contribution towards target activity of each property, giving 

researchers feedback about the strongest contributors to a detrimental or desirable 

attribute. 

 

In QSAR models, the representation of a molecule is constructed by collecting a series of 

descriptors for the molecule. These capture various molecular attributes such as 

topology, geometry, electrostatics and expert knowledge. The descriptors vary in 

complexity from simple representations only capturing atomic composition, to complete 

3D representations that aim to capture the complete molecular geometry. The 

representations of interest for this paper are fragment-based QSARs, where substructures 

of molecules are used to build the predictive model. 

 

Fragment representations are of interest because of their simplicity and speed of 

application. Unlike in most 2D and all 3D representations, fragment representations 

requires no determination of 3D structure or molecular alignment. 

3.2.2 Molecular Fingerprints 

A molecular signature is a collection of fragments that describes each atom‟s 

environment up to a predefined height . This representation has been shown to perform 

well when compared to 2D descriptors and can be calculated in polynomial time. The 

following figures aim to give a brief overview of the construction of atomic and 

molecular fingerprints, for a detailed description we refer to Faulon et. al. (2003). 

 

  

The molecule is translated into a graph where each 

node is an atom colored by some property; in this 

case each node is colored by their periodic symbol. 

The edges are then made to represent the bonds of 

the molecule. 
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A base-node is chosen, creating a fingerprint to the 

height of zero. 

 

Atomic fingerprint(N, r = 0): N  

 

Building the tree is done by adding all nodes that 

are adjacent to a node in the preceding layer as a 

branch to for that node. In the vector representation 

this is shown by adding „(„ to signify branching to a 

lower level and „)‟ to step up one level. 

 

Atomic fingerprint(N, r = 1): N(C C) 

 

Parent nodes and edges that has already been 

traversed are not added again. 

  

Atomic fingerprint(N, r = 2):  

N(C(C H) C(C O)) 

 

Nodes that are encountered more then once in the 

fingerprinted are handled by numerical labeling of 

the nodes. In this case the C marked yellow would 

be labeled as C_1 in the fingerprint. Note that a 

node can be added more than once to the tree, an 

edge can be added twice only if it is traversed in 

both directions in the same layer. 

 

Atomic fingerprint(N, r = 3):  

N (C(C(C_1 H) H) C(C(C_1 O) O)) 

Figure 2 – Molecular Fingerprints 

In addition the algorithm has to construct the same fingerprint for every identical 

structure, so that the order in which the algorithm encounters atoms does not impact the 

final representation. For details on this „canonization‟ of molecules refer to Faulon et. al. 

2003. This method generates a string signature of an atom, the signature of a molecule 

can then be constructed by collecting all unique atomic signatures for the molecules and 

noting the occurrences in an array. 
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To create a molecular fingerprint iterate 

the process for atomic fingerprints over 

all possible base nodes and add them to 

a vector of fingerprints. 

Partial molecular fingerprint(r = 1) 

N(C C) + C(C O N) 

 

Identical atomic fingerprints are noted 

by occurrence. 

Partial molecular fingerprint(r = 1) 

N(C C) + C(C O N) + 2 C(C C H) 

 

Figure 3 – Moleculat Fingerprints contd. 

The resulting molecular fingerprint of height = 1 will be: 

N(C C) + C(C O N) + 2 C(C C H) + 3 H(C) + 2 O(C) + C(C C O) + C(C N O) 
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4 Data Mining and Machine Learning 
To easier understand the content of this study, in particular the chapters regarding random 

forest and sparse data, some knowledge of machine learning is required. We will in the 

following few pages present machine learning in general, and supervised learning and 

decision trees in particular. 

4.1 Data Mining 

Data mining is the process of extracting new knowledge from large quantities of existing 

data using automatic or semi-automatic methods. 

 

In the data mining task of predictive modeling, current and historical data is analyzed to 

make predictions about events in the future. More specifically, properties of known data 

is analyzed to make predictions about properties of previously unseen data. Predictive 

models are often created using tools from the research fields of statistics and machine 

learning. Most such machine learning techniques are based on supervised learning. 

4.2 Supervised Learning 

The following description of supervised learning and decision trees is based on Russel & 

Norvig (2010): 

 

The task of supervised learning is to find an hypothesis function ĥ  that approximates a 

true function h , by analyzing previously known input-output pairs 

 1 1 2 2, , ( , ),..., ( , )n nx y x y x y     such that ( )i iy h x . The goal is to find a function ĥ  that 

generalizes h  well, meaning it approximates h  as accurately as possible when predicting 

values of y  for novel data. Learning algorithms can be thought of as searching a space of 

hypotheses H  for the best candidate hypothesis. 

 

There are two distinct types of supervised learning problems: when the output of ĥ  is a 

discrete value bound to some finite set of possible output values, the learning problem is 

called classification; and when the output of ĥ  is continuous, the learning problem is 

called regression. 

 

4.2.1 Evaluation 

There are many different ways to measure the performance of a hypothesis h, both for 

classification and regression models. 
 
The most common, and arguably the most simple, way of measuring the predictive 

performance of a classification hypothesis is called accuracy, which is the percentage of 

correctly classified previously unseen instances in a test set. 
 



 

15 

 

correct

correct incorrect

classified
accuracy

classified classified



 

Formula 1 - Accuracy 

Calculating accuracy in this manner is not possible (or at least not practical) for 

regression problems, since it is very unlikely that a regression model will make 

predictions that are entirely correct rather than close to correct. So, instead of measuring 

how often the hypothesis model is correct, regression models are evaluated on how close 

they are to the correct answer on the test instances. 
 
A frequently used method of measuring the difference between a regression model‟s 

predictions and the actual observed values is called root mean square error (RMSE), 

calculated as the root of the sum of squared differences between observed values and 

predicted values. 
 

0

2ˆ( )i i

n

i

R E y yMS


   

Formula 2 - RMSE 

 
Measuring predictive performance requires two separate sets of example instances: one 

training set which is used to train the model, and one test set which is used to assess the 

predictive performance of the model. Since it is not always the case that two such data 

sets are available, there exists techniques for creating training and test sets from a single 

data set; the two most common ways are using a hold-out set or performing n-fold cross-

validation. 
 
Hold-out sets are fairly straightforward; a data set is divided into two parts (typically 

75/25, 80/20 or similar) that are made to represent the training and test sets. The model is 

then trained on the (larger) training set, and evaluated using the test set. 
 
N-way cross-validation works in a similar way, in that it divides the data set into multiple 

parts. However, rather than dividing the data set into two parts of different sizes, the data 

set is instead divided into n (typically 5 or 10) parts of equal size. Evaluation of the 

model is then done over n iterations; in each iteration a different part of the original set is 

selected as the hold-out part. The model is trained using the other n-1 parts, and evaluated 

using the hold-out part. The final evaluation result is then calculated as the average 

evaluation result of the n iterations. 
 

4.2.2 Decision Trees 

One of the simplest, yet most successful, forms of machine learning is decision tree 

learning, where a predictive model is represented using a tree structure (commonly called 

Classification and Regression Trees – CART [Breiman et. al. 1984]). Each of the 

decision tree‟s internal nodes represents a test of the value of one of the input attributes, 

and the branches from the internal nodes represent the possible outcomes of the test. The 
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leaves of the decision tree specify the return values of the prediction function. In the 

following description of decision tree creation and usage we will first consider only 

classification trees, and then explain the differences between classification and regression 

trees. 

 

 

A Boolean decision tree for deciding whether to rent a room at a motel. 

Figure 4 – Decision Tree 

 

Example Vacancies Nearby 

Alternative 

Price Per 

Night 

Late Satisfactory 

Standard 

Goal (Rent 

Room) 

x1 No Yes $35 Yes Yes No 

x2 No Yes $35 No No No 

x3 Yes No $15 Yes No Yes 

x4 Yes No $15 Yes Yes Yes 

x5 Yes Yes $110 Yes Yes No 

x6 Yes Yes $35 Yes Yes Yes 

x7 Yes Yes $35 No Yes No 

x8 Yes No $35 Yes Yes Yes 

x9 No Yes $35 Yes No No 

x10 Yes Yes $15 Yes No Yes 
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x11 No Yes $110 Yes No No 

x12 Yes No $35 No Yes No 

Table 2 – Example Input-Output Pairs 

A general tree growing algorithm is as follows: 

 

● Create a root node containing all the input-output examples. 

● If some stopping criteria is met, create a leaf in current node n , and label it with 

the appropriate output value. Otherwise, split the examples in n  based on the one 

attribute, ia , that best divides the example instances, with regard to their output 

value. For each possible value of a , create a child node to n . 

● Repeat from step 2 recursively for each child node to n . 

 

The stopping criteria in step 2 can be either of the following: 

 

● “Enough” of the examples in n  have the same output value. The output of n  is 

then the plurality output value of the examples in n . 

● There are no input-output examples in n , it is an empty set. The output of n  is 

the plurality output value of the examples in n ‟s parent node. 

● There are no attributes left to test the examples in n . Output is the plurality output 

value of the examples in n . 

 

The second and third stopping criteria given above are quite intuitive - the data set cannot 

be divided if it is empty; neither can it be divided if there is no attribute left to separate 

the instances on. The first stopping criteria however, requires some further explanation, 

as it is not obvious how to determine when “enough” of the example instances in a node 

have the same output value. 

 

If all of the examples in n  have the same output value, there is nothing to be gained from 

attempting to split them, as the output (with regards to the known example instances) 

cannot be refined further. In similar cases, where all but a few instances in  have the 

same output value, some measure of statistical dispersion is employed to help decide 

whether further splitting of the instances should occur or not. Such measurements 

include, but are not limited to, Gini index, entropy and misclassification rate. These 

measurements are all different ways to quantify the dispersion of n with regards to the 

output values of its example instances. 

 

Setting a threshold value using one of these dispersion values, it is possible to terminate 

the construction of a prediction tree when the data instances in the leaves are only 

dispersed to a certain degree. 

 

Choosing an attribute to split the example instances on (in step 2) is typically also done 

based on some measurement of statistical dispersion. The dispersion measurement 
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decides which attribute, as well as what value of that attribute, best separates the 

examples in the node‟s collection of instances. 
 
For binary splits in a decision tree, a split is done by finding the best possible feature 

value to split on for each possible feature to be used in the split. This is done by iterating 

through all possible values of each feature and calculating a split value for every feature-

value combination. The feature-value combination that best separates the instances in the 

node is then chosen as the feature-value pair to be used in the split. 
 
For example, the Gini Index a node is calculated according to the formula: 

 

 
2
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Formula 3 – Gini Index 

Where cf  is the class value and  ( | )cp f n is the relative frequency of class cf  in node n . 

When a node n  is split into k  children, the quality of split is calculated as: 
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Formula 4 – Gini Index Split 

Where  is the number of instances in child j , and i  is the number of instances in node 

n . 

4.2.3 Prediction Using Decision Trees 

Performing classification or regression on a previously unseen data instance using a 

decision tree is a matter of testing the instance's attributes against the internal nodes of 

the tree until a leaf node is reached. Consider the following motel data instance: 

 

 Yes Yes $115 Yes Yes  

 

Testing this instance in the decision tree would for the three internal nodes give the 

answers „Yes‟, „Yes‟, and „>= $110‟, and would yield the final result uy No . 

4.2.4 Regression Trees 

The two main differences between classification and regression trees are the ways in 

which splits and output values are calculated. 

 

When splitting nodes in a regression tree, dispersion methods used in classification trees 

can prove unsuitable. Instead, other measures such as variance are used. When splitting a 

node, the variance of the output values in each potential child node is calculated and 

added together to produce a value, sum of variance. This is done for each feature and 
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value the nodes can be can split on and the feature-value combination that results in the 

lowest sum of variance is the feature selected. 

 
Variance is calculated as: 

ˆ
var

1l

s sa



 

Formula 5 - Variance 

 

Where ŝ  is the sum of all squares of all output values in the node. s  is the sum of all 

output values, a  is the average of all values. l  is the amount of values in the node. 

 

In contrast to the case with classification trees, the output value of a regression tree is 

typically not set to be the mode output value of the example instances in a leaf node, but 

instead either the mean value of the outputs; or some polynomial function of the input-

output values of the example instances in the node. 

 

4.2.5 Pruning 

The term overfitting is used to describe the phenomenon where a learning algorithm 

produces a model that is too specialized on its training data, which does not make them 

general enough to perform well on previously unseen data, e.g. test data. This can occur 

when the training data contains outlier instances or instances with noisy attributes. 
 
One method of countering overfitting in decision trees is pruning, where subtrees within 

the decision tree are replaced by leaf nodes, reducing the size of the decision tree by 

removing parts that do not provide information relevant to the prediction of new 

instances. Pruning results in trees that are more general and can better classify instances 

in the test data. 
 
An example of pruning is reduced error pruning, used in the REPTree algorithm. 

Reduced error pruning is done by comparing the number of errors made by a non-leaf 

subtree to the error of the optimal leaf that could replace it. The subtree is pruned and 

replaced if the best leaf has fewer or an equal number of errors. This is repeated for every 

non-leaf subtree in the tree until no more replacements can be done without increasing 

the error of the tree. The process requires a separate test set for the pruning and will result 

in the smallest and most accurate subtree to the test set (Quinlan, 1987). 
 

4.2.6 Model Trees 

Another way of constructing regression models is by using model trees, originally 

presented by J.R. Quinlan with his M5 algorithm (Quinlan, 1992). We will in this section 

briefly outline the specifications of model tree learning. 
 
The principle is the same as in decision trees; each node will be split on a specific criteria 

or value and this will continue until a leaf node is constructed. In M5 trees however, 
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instead of simply taking the average value of all values, a linear regression model is 

created at each leaf node. A linear regression model is created by taking some of the 

features from each instance in the node and create a weighed model that may look like 

0 1 1 2 2 ... n nf f w f w f w     where 
0f  is the output, 

xf  is a feature and xw  is the weight 

of that feature. 

 
Smoothing 

Instead of using the value gained from each leaf node in a model tree - the “raw” value - 

the tree can use a function known as smoothing to more accurately predict the final value, 

as well as to compensate for the sharp discontinuities that will inevitably occur between 

adjacent linear models at the leaves of a pruned tree (Witten & Frank, 2005). 
 
Smoothing can be accomplished by creating a linear regression model at each node as 

well as each leaf; this linear model does not affect the final outcome of the raw value but 

is only used in the smoothing process. 
 
When the tree is built and instances have reached the leaves, the raw value is sent from 

the leaf back to the root. At each node it passes it is combined with the value output by 

that nodes linear model, and smoothed by the preset smoothing calculation. 
 
A smoothing calculation may look at follows - this model is the same as the one used by 

Witten and Frank (2005): 
 

´
np kq

p
n k





 

Formula 6 - Smoothing 

 
In this example, ´p  is the value output to the parent node, n is the amount of instances 

that will reach the node below, p is the predicted value passed to this node from the 

children node, q  is the value predicted by this node, and finally, k  is a smoothing 

constant. 
 
Smoothing has been shown to substantially increase the accuracy of predictions (Witten 

& Frank, 2005). 
 

4.2.7 Ensembles 

Finding the best hypothesis using decision trees is hard - in fact, optimal training of 

decision trees is proven to be NP-complete (Hyafil & Rivest, 1976). One commonly used 

alternative for constructing models for classification and regression is ensemble learning, 

where - instead of searching for a single classification or regression hypothesis - a set of 

hypotheses are created. The output of the ensemble is then made to be some combination 

of the individual hypotheses‟ outputs. 
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Dietterich (2000)  outlines three fundamental reasons why ensembles may work better 

than single classifiers (e.g. decision trees): 

 

1. The average hypothesis ˆ
ah  of an ensemble is statistically likely to more accurately 

represent the true function  than any single hypothesis ˆ
ih  provided they are 

diverse (i.e. they make errors on testing different attributes) and have an accuracy 

better than chance (50% for two-class classification). 

2. Searching the hypothesis space H  from different starting points using ensembles, 

rather than from a single starting point by building a single classification or 

regression model, minimizes the negative effects of any ˆ
ih  getting stuck in local 

optima. 

3. Ensembles may expand the space of representable functions when the true 

function h  cannot be represented by any one hypothesis in H . 

 

Creating ensembles is a matter of creating a large set of single predictors and, in some 

way, combining those predictive models into one. An ensemble could, for instance, 

consist of a few hundred decision trees, where the output of all the trees is aggregated 

into a single output value. The aggregation of output values is typically by voting, where 

- for classification - the output of the ensemble is the mode of the trees‟ outputs. For 

regression, the output of the ensemble is typically the average of the tree‟s outputs. 

 

 

Illustration of an ensemble classifier: (1) Data set of previously unseen instances; (2) one instance from the 

data set is classified individually by each classifier in a collection; (3) each of the classifiers votes for their 

output value; (4) the final output value is the mode of the trees‟ output values. 

Figure 5 - Ensembles 
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As previously stated, ensembles have a statistical advantage over single classifiers, and 

they are empirically proven to - on average - perform better than single classifiers, 

provided the classifiers in the ensemble disagree as much as possible (Krogh & Vedelsby, 

1995). 

 

One method of introducing diversity in the predictors of an ensemble is by training them 

on different data sets, making sure that the predictors will make errors on different 

instances. This way, errors made independently by the individual predictors will be 

ignored or averaged out in the final output, provided that the predictors are accurate 

enough so that a majority of them vote for the correct value. 

 

There are many different ensemble techniques, one of the most effective (in QSAR 

modeling and compound classification) being the random forest ensemble (Svetnik et. al. 

2003). 
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5 Random Forest 
The primary focus of this study is the random forest technique, presented by Breiman 

(2001), who also invented the technique bagging (Breiman, 1996). The main feature of 

random forest is the diversity generated by creating decision trees using a semi-random 

selection of features, together with the use of bootstrap data sampling. Since the 

techniques of bagging and bootstrapping are central in the creation of random forests, we 

will briefly explain them before continuing to discuss the random forest ensemble. 

5.1 Bootstrapping 

When constructing predictors, it is common to use two distinct sets of data; one set of 

examples for constructing a model, and another set of examples used for testing the 

predictive accuracy of the constructed model. In ensemble training, each predictor needs 

of course needs some set of training examples for constructing its model. While it would 

be possible to use the same training data set for every predictor in an ensemble, using 

identical training data sets for every predictor seems quite counter-intuitive; since the 

ensemble‟s predictors require diversity in their behaviours, it would instead be preferable 

to train each individual predictor using a different data set. One common method for 

generating such data sets from a common source is called bootstrapping. 

 

When creating bootstrap samples, instances are taken from the original data set with 

replacement, meaning the original remains intact, and each sample added to the bootstrap 

sample has the potential to be any of the instances in the original data set. In practice, this 

means that every instance in the original data set has a chance to be selected more than 

once for a specific bootstrap sample, while other instances may not be selected at all. Not 

only will bootstrapping create data sets with some variation, but it also creates 

representative data sets. Instances that are over-represented in the original data set will 

likely be over-represented also in the bootstrap sample. When splitting the original data 

set into two disjoint parts however, there is of course a risk of selecting instances in such 

a way that the resulting training set is not representative of the original data. 

 



 

24 

 

 

When using bootstrap sampling, whenever an instance is taken from the original data set (here represented 

using coloured circles), it does not disappear from the original set. This means it is possible to take a single 

instance more than once, as opposed to the non-bootstrap sample, where the instances disappear from the 

original data collection as they are sampled. 

Figure 6 – Bootstrap Sampling 

5.2 Bagging 

Short for bootstrap aggregation, bagging is an ensemble creation technique that sets the 

foundation for random forest. The principle of bagging lies in the bootstrapping of data 

and the way output values are predicted. 

 

The steps of the bagging technique are: 

 

1. Create a collection of n  predictors. 

a. Create a set B  containing n  bootstrapped samples of training data. 

b. Create each predictor iT  using ib B  as training data. 

2. For each instance in the test sample, let each predictor output a predicted output 

value. 

3. Take the mode, or average, output value and let this be the final value. 

 

Using the training data, a collection of predictors can be created. For each predictor, a 

new bootstrapped sample of the training data is used. 

 

Taking bootstrap samples of data is essential to the bagging technique since it enables 

diversity in the predictors created, which is the very thing that allows the individual 

predictors to provide different outputs. 
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When all the predictors have been created, the test data set is used to assess their 

performance. For each instance in the test data set, every predictor provide an output 

value. We say the classifier will vote on this output value. Whichever class gets the most 

votes will win, and this will be the final output of the bagging predictor. 

5.3 The Random Forest Classifier 

What distinguishes random forest from the general bagging ensemble technique is that it 

always uses CART, Classification And Regression Trees, (Breiman et. al. 1984) and that 

it uses a semi-random selection of attributes when creating the internal nodes of these 

trees. 

 

On a higher level, the algorithm for Random Forest is as follows: 

 

1. Set a number of trees, n , as well as a number of features, m , to be used in the 

creation of the trees. 

2. Using bootstrapping, create  training sets for the trees. 

3. Grow the trees. 

a. In each node, select a set M̂  of m  random features; these randomly 

selected features are the features possible to perform a split on in the 

current node. 

b. Split the node on the feature ˆm̂ M  that best separates the examples 

instances in the node with regard to their output value. 

4. For output prediction, run the input vector of an unknown instance down each of 

the trees in the now created forest. Let each tree vote on the output value of the of 

the instance, and let the final output value of the ensemble be the majority vote. 

 

For classification there are more than one way to select the amount of features m  in each 

node. The default value of m  should be, according to Hastie et. al. (2009), the square 

root of M . They do however mention that in practice, the best value of m  will depend 

on the problem at hand. 
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Hotel Data 

Vacancies 

Nearby Alternative 

Satisfactory Standard 

Price Per Night 

Late 
 

 

 

 

 

 

Total set of features 

5M   

 

Vacancies 

Nearby Alternative 

 

 

Randomly selected subset of features 

5

2

m

m




 

Table 3 – Feature Selection 

Another way to select m , according to Breiman (2001), is to simply set the value of m  to 

1, this allows us to build the trees very fast since we only have to calculate one split and 

not compare between splits made on different features. This can be advantageous when a 

dataset has a large amount of features so even the square root of the features will generate 

a large number. 

 

The bootstrap samples created are the same size as the original data collection. Since the 

trees are built using bootstrap samples, approximately one third of the data will not be 

used in the creation of a specific tree. This is called out-of-bag data and can be used to 

measure error, strength and correlation. 

 

The trees are grown like normal decision trees, with the exception that in each internal 

node, only a random subset of features is available for creating a split. Random forest 

trees are not pruned, and typically have a minimum node size of 1 (Hastie et. al. 2009). 
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5.4 Random Forest Pseudo Code 

To generate T Trees 
for i=0 to T do 
 Randomly take instances from the original data collection D until our 
bootstrap 
 sample S has D.size elements. 
 Create a root node N containing S. 
 Call CreateTree(N) 
end for 
 
CreateTree(N) 
if N.S has only one class, then 
 return 
else 
 Randomly select features m from collection of all features M that exists 
in N.S 
 Select feature from m that gives the best split in N. 
 Create child nodes ch by splitting N 
 //data sample ch.N is depending on the split 
  
 for i=0 to ch 
     Call CreateTree(ch[i]) 
 end for 
end Build Tree 

Figure 7 – Random Forest Pseudocode 

5.5 Classification and Regression Using Random Forests 

There is a slight difference in how regression trees are created (compared to classification 

trees) and how they behave in random forests. So far we have only mentioned how to go 

about when creating a tree classifier, but we also need to be able to use random forest for 

regression. 

The difference in how to create the trees is very subtle, outlined here: 

 

● In classification, let the number of features to choose from range between 1 and 

an arbitrary number (which may be close to the square root of the total number of 

available features). In regression, Hastie et. al (2009) sets the default value to 
3

M
. 

● The minimum node size in classification is 1; in regression this is instead set to 5. 

● When outputting a final value for the forest in classification, all the classifiers 

vote on its class. In regression, every tree will output a floating-point number. The 

final result of the random forest ensemble is the average value of these numbers. 

5.6 Performance and Accuracy 

Random forest makes it possible to get an ongoing estimate of the generalization error. 

This is done by letting each tree in the forest perform prediction on each of the instances 

in its out-of-bag data. The out-of-bag estimate for the generalization error is then the 

error rate of the out-of-bag classifier on the training set. 
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The out-of-bag is used by taking all the instances that has not been used in creating a tree 

and test the tree on these instances. Every instance will end up being used on 

approximately one third of the trees and the resulting output by the random forest will 

then be the class or floating point value generated by all the trees created so far. 

 

This gives us ongoing estimates of the generalization error, and also eliminates the need 

for a set aside test set. As Breiman (2001) writes: 

 

“The study of error estimates for bagged classifiers in Breiman (1996b), gives empirical 

evidence to show that the out-of-bag estimate is as accurate as using a test set of the 

same size as the training set. 

Therefore, using the out-of-bag error estimate removes the need for a set aside test set.” 

 

Random Forest has been proven to provide very accurate results on a wide variety of 

domains as shown by Caruana et. al (2008). 

5.7 Performance and CPU usage 

Compared to other common ensemble techniques, random forest does not require as 

much computer processing power for building its prediction model. This is hardly 

surprising considering what the algorithm really does. Random forest does not have to 

calculate splits to the same extent as many other algorithms, since only a subset of all 

features needs to be considered in each internal node of every tree. When using 1m  , no 

comparison between splits needs to be done at all; instead the split is simply done on the 

selected random feature. 

 

Adding diversion to the predictors by generating bootstrap training samples requires very 

little processing power, as the samples are randomized from the original collection of 

data and no optimization or other computation is required. 

 

All of this will result in a diverse ensemble - even more so than what we described before 

under the ensembles chapter - thanks to the random selection of features. 
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6 Sparseness in Data 
Sparse data is a term used when talking about data sets populated mostly by null-values 

(e.g. zeroes). Meaning more than 50% of the values in the matrix has zero-values. This is 

not a problem when working with relatively small matrices, but in the medical domain – 

which is the focus of this study – it is common to work with very large matrices 

containing a majority of zero-values. This consumes unnecessarily large amounts of 

memory when running computations on them, and as such they need to be compressed. 

Below we will describe one way to compress sparse data, in our implementation we will 

use a variant of this technique. 

 

0 7 0 0 4 0 0 

1 0 0 0 0 0 0 

0 4 0 0 7 0 0 

0 0 0 42 20 0 9 

0 0 87 0 0 0 0 

0 0 0 67 0 0 0 

Table 4 – Sparse Data 

Example of a matrix with sparse data. The matrix is made up of mostly zeroes with a few non-zero values 

in it. 

 

6.1 Sparse Representations 

There are several techniques to compress a sparse matrix, and two common ways to do so 

are Compressed Sparse Row (CSR) and Compressed Sparse Column (CSC), where 

values, column indices and row indices are stored in three separate one-dimensional 

vectors. The following description of CSR is based on Barrett et. al (1994): 

 

CSR requires three one-dimensional vectors as follows: 

 

● Values 

● Column Indices 

● Row Pointers 

 

The value vector simply contains all the non-null values in the sparse data matrix. 

Considering the matrix above, this vector will look as follows: 

 

 

val =  

 

7 4 1 4 7 42 20 9 87 67 
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The column index vector is always the same size as the value vector. For each index in 

the value vector, the column index vector specifies the column this value can be found in. 

Barrett et. al, start the column indexing on 1; in this example however we start the 

indexing at 0 to be more consistent with how arrays are represented in most programming 

languages. 

 

 

col_ind =  

 

1 4 0 1 4 3 4 6 2 3 
 

The last vector is the row pointer vector. Its size is always the same as the matrix‟s 

amount of rows + 1. It contains the index in val of the first nonzero element of the current 

row (i.e. the current row is the same as the index of the array). 

 

 

row_ptr =  

 

0 2 3 4 8 9 10 
 

The CSC representation is based on the same principle, but instead of going left to right, 

top to bottom, the matrix is traversed top to bottom, left to right. Thus, a row_ind array 

and a col_ptr array are created instead of the col_ind and row_ptr arrays. 

6.2 Sparseness of Data in Drug Discovery  

As described in the Drug Discovery chapter, the molecular fingerprint is a vector with the 

atomic signatures and their occurrence counts. A collection of chemical compounds can 

then be represented as a table where each column is an atomic signature and every row is 

a compound. Even though many molecules will share a large portion of their signatures 

with others in the set, the number of columns will grow with the size of the collection. 

For every column added the number of zero values in the set will grow since none of the 

previous instances have the added signature. This creates a very sparse set of data. 
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7 Related Work 
The following is a overview of work that is related to our study..  

7.1 FEST 

FEST, short for Fast Ensembles of Sparse Trees, is an implementation in C made by 

Nikos Karampatziakis at Cornell University (Karampatziakis). 

 

This implementation is interesting because it contains methods of bagging, boosting and 

creation of random forests to classify data from sparse matrices. It does not, however, 

support regression. 

 

The interesting part of this implementation is how it handles sparse data, since this is not 

something regular random forest implementations would support. Below is the code used 

to represent the data in FEST. 

 

typedef struct evpair_t{ 
 int example; /* id of example */ 
 float value; /* value of feature for this example */ 
}evpair_t; 
  
typedef struct dataset_t{ 
 evpair_t** feature; /* array of arrays of example value pairs */ 
 int* size; /* size[i]=number of examples with non-zero feature i */ 
 /* Would it be better if these were short/char?*/ 
 int* cont;  /* Is the ith feature continuous? */ 
 int* target; /* Target values */ 
 float* weight; /* Weight of the ith example */ 
 int nfeat; /* number of features */ 
 int nex; /* number of examples */ 
 int* oobvotes; 
}dataset_t; 

Figure 8 – FEST Data Representation 

What we should focus on here is mainly the way the data is represented, the rest of the 

fields are easier to understand and is used for, amongst other things, the metadata. 

 

The evpair_t struct is how each feature/value pair is represented. This is essentially a 

tuple representation, such as “12:5” where 12 is the feature index and 5 is the value. 

 

The dataset_t is how the entire dataset is represented; this includes metadata such as 

how many features and instances are in the dataset, as well as the out-of-bag votes for 

each instance. 

 

Lastly, evpair_t** feature is then a matrix with example-value tuples, where each 

feature has an array containing one evpair_t for each example instance that has a non-

null value for the feature. An element evpair_t[x][n] then represents the nth value of 

feature x. 
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This implementation is relevant to our work since it actually solves the problem of using 

sparse data in random forest, here by simply removing all zero values and inserting every 

non-zero value in the evpair_t struct matrix. We have chosen to use a similar solution to 

the sparse data problem in our implementation. 

7.2 Random Forest in the Medicinal Domain 

Svetnik et. al (2003) wrote an article about the use of random forest for QSAR modelling 

and compared it to other ensembles and also described why random forest was a prefered 

ensemble for the mentioned data sets. 

 

Svetnik et. al use six different data sets to compare random forest with decision trees and 

partial least squares, as well as ensembles such as ANN, support vector machines and 

decision forest. They come to the following conclusion:  

 

“In summary, where comparisons are meaningful, Random Forest typically ranks among 

the best algorithms in prediction performance. It is very important to note that no 

parameter 

tuning and/or descriptor selection was used with Random Forest in the results reported 

here, illustrating that Random Forest is a powerful tool even when used „off-the-shelf‟”. 

 

From this, it is also possible to assume that with parameter tuning, random forest could 

possibly perform even better. For more specific information about the experiments in 

question see the reference under the reference chapter. 

 

Svetnik et. al also mention that another reason random forest is such a powerful tool for 

QSAR modelling, other than the fact that it offers predictive performance that is among 

the best, is that it also offers other features such as the out-of-bag, measure of descriptor 

importance as well as measure of molecular proximity. Other attributes of random forest 

that makes it a prefered ensemble for QSAR is that it can handle large amounts of data 

and is not affected by redundant or irrelevant features. 

 

This study can be related to our work when it comes to comparing several ensembles and 

predictors such as decision tree, also gives us a rough estimate how it should hold up 

against the algorithms presented in the study. The study supports the assumption that 

random forest is a suitable technique for QSAR datasets. 

 

7.3 Weka 

Weka (2009) is an open source library containing a multitude of different machine 

learning techniques; among those is random forest. Like FEST, Weka‟s RF 

implementation supports a sparse data representation, but lacks support for regression. 

Unlike FEST however, Weka is written in an object-oriented language. We will briefly 

describe Weka‟s data representations: sparse as well as non-sparse. 
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While the Weka framework is rather large, we will focus on Weka‟s sparse and normal 

(dense) representation of the instances of a dataset. The representation consists of several 

classes: 
 

 Instance 

 AbstractInstance 

 DenseInstance 

 SparseInstance 

 
Instance is an interface which naturally consists of all the required methods needed for 

instance modification and to get the information required. 
 
AbstactInstance is an abstract implementation of the Instance interface. It has a list of all 

the attributes in the instance as well as all general methods that apply to both the dense 

and sparse instance representations. 
 
DenseInstance represents the instance with all null-values intact as it would be in a usual 

matrix representation. This is done by not letting DenseInstance have an array of the 

index of the values; this way the list of attributes present in the AbstractInstance class 

will be all the values present in the instance. 
 
Lastly, SparseInstance reduces the memory consumption of a sparse data instance by not 

storing any null-values. This is done by implementing an array which holds all the 

indices used in the instance. This way, for example, if the array in AbstractInstance 

would hold the values [1, 2, 3], and the array in SparseInstances holds the values [1, 4, 7] 

this would represent an instance with the values [0, 1, 0, 0, 2, 0, 0, 3], much like the 

CSR/CSC representations mentioned earlier. 
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8 Criteria for Evaluation of Random Forest 
Implementations 

In this chapter, we present criteria for evaluation of random forest systems, and describe 

how our implementation aims to meet the criteria. The criteria all stem from the theoretic 

background outlined in previous chapters. 
 

Random forest systems should: 

● Reduce space requirements for sparse data sets compared to dense data sets. 

● Perform model construction and prediction within acceptable time limits. 

● Support both regression and classification models. 

● Perform at least on-par with other prediction techniques with regard to predictive 

accuracy. 

 

The first criterion is motivated by the sparse nature of the data present in certain 

predictive tasks, such as in silico QSAR modeling using fingerprints. This criterion sets 

requirements for the data set representation used in our application, since the data set 

itself is expected to represent the bulk of memory usage of the application. To meet this 

criterion, the data representation used in our random forest implementation should 

minimize memory usage with regards to non-null feature value count, i.e. it should 

losslessly compress the data as much as possible. 
 

The second criterion is somewhat inherent to the random forest ensemble technique itself. 

Random forests has the potential for fast (possibly parallel) model construction, which is 

a characteristic one should aim to preserve in any random forest implementation. This 

criterion also affects the choice of representation; since computational speed is a 

requirement for our implementation, it would not make much sense to choose a 

representation that compresses the data set well, but has a high complexity for 

decompression of data required for building the prediction models. To meet this criterion, 

the data representation used in our random forest implementation should enable fast 

computation of classification- and regression-related operations. 

 

As with the first criterion, the third is also motivated by different modeling tasks - some 

of which do indeed require support for regression. This criterion should not affect the the 

choice of representation, but deals with the functionality of the novel random forest 

implementation. 
 

The fourth and last criterion is rather obvious; any prediction technique should naturally 

aim to build as accurate models as possible; as such, any technique used for predictive in 

silico modeling should be evaluated on this criterion. This criterion should also not affect 

the the choice of representation, but denotes a standard for the overall quality of the novel 

random forest implementation. 
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9 Implementation 
In this chapter, we describe the data representation used in our random forest 

implementation (SPARF - SPArse Random Forest), as well as important design choices 

made during the design of the implementation. 

9.1 Data Representation 

The sparse representation used SPARF is an object-oriented variant of the Yale 

(CSR/CSC) representations, much like the sparse instance implementation present in the 

Weka framework. Each data instance is represented by two arrays, one with column 

indices and one with the corresponding values. The instance holds only features which 

have a non-null value resulting in large memory savings when the data is sparse. 

 

Creating a bootstrap sample is done by allocating a new array of size n, and randomly 

copying references from the original data set‟s reference array. Thus, the original data set 

is preserved, and the bootstrap data set requires a minimal amount of additional memory, 

as the instances themselves exist in memory shared between the two data sets. 

 

 

 

A sparse matrix. An illustration of the representation used in SPARF. Each element in 

an array of references (ref.) points to the representation of one single 

instance (rep.). The instances are made up of two arrays - one 

containing values (vi) and one containing the corresponding column 

(feature) indices (fi). 

Figure 9 – SPARF Data Representation 
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The object-oriented Yale representation used in SPARF has: 

● A memory usage bounded above by a linear function of the number of non-null 

values and instances in the data set. 

● At worst, an access time complexity of logn n  for common operations used when 

constructing classification and regression trees. 

 

Additionally, the representation: 

● Possesses characteristics suitable for an object-oriented design: 

○ Instances are implemented as separate entities, meaning the data set is 

easily implemented as a collection of individual instances. 

● Is easy to implement as an immutable, thread-safe, data structure. 

9.1.1 Memory Usage of Data Representations 

To enable us to evaluate the memory consumption of SPARF with regards to our first 

criterion (reducing memory consumption of sparse data sets), a matrix representation was 

also implemented in SPARF. The matrix representation in itself is fairly straightforward, 

all values (including null-values) are stored in a two-dimensional array. To make the 

matrix representation somewhat memory efficient, bootstrap samples for the 

representation were implemented in such a way that duplication of the data set‟s 

instances would not be necessary; rather than creating a new two-dimensional matrix for 

the bootstrap data sample, a row pointer vector - a one-dimensional vector containing the 

instance indices for all instances in the bootstrap sample - is used to represent the 

bootstrap sample. We do realize that this memory optimization might indeed prove 

detrimental to the time-efficiency of the matrix representation. 
 
The following table shows the memory usage and complexity of the two representations 

in SPARF. 

 

 oo-Yale Matrix 

Memory usage 

(original set) 
(2 )O v n , where v is the number of non-null 

values in the data set, and n is the number of 

instances. 

( )O Mn , where n is the 

number of instances, and M 

is the total number of 

features in the data set. 

Memory usage 

(bootstrap 

sample) 

( )O n  New 

matrix 

Row pointer 

vector 

( )O Mn  ( )O n  

Reading single 

value of one 

instance xi 

2(log )iO v , where iv  is the number of non-null 

values of ix  

(1)O  

 

(1)O  
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Reading all 

values of one 

feature 

2 2 max 2

1

( ) log ( ) log ( ) ( log )
n

n

i

i

f x v v n v


   
 

2( log )n v  

( )O n  ( )O n  

Table 5 – Memory Usage of Data Representations 

9.2 Random Feature Selection 

Selecting random features in dense data is fairly straightforward; if all instances have 

values for all (or most) features, any randomly selected feature is likely to have a set of 

different values in the data set‟s instances. This remains true as the tree is grown, and the 

number of instances in each node is reduced - in any node within the tree, it is likely that 

the collection of instances will have values for all or most of the features. In sparse data 

however, the case is quite different. 

 

Firstly, when generating bootstrap samples (from sparse data) to be used for construction 

of the individual decision trees within the ensemble, it is possible that not all features will 

be represented. Consider for example the identity matrix of size n x n, where all rows 

(instances) and all columns (features) have exactly one value. Creating a bootstrap 

sample of size n from this identity matrix will give a bootstrap sample where 

approximately 36.8% of the features will not have any values in the bootstrap instances. 

 

Secondly, as the tree is grown using sparse data, it becomes increasingly more likely that 

all instances in a node will have a null value for any randomly selected feature, since it is 

indeed quite possible to divide the instances in such a way that all instances that have a 

non-null value for any given feature are put into one child node. Thus, the feature will not 

have any non-null values in any sibling node. 

 

Selecting a feature for which all of the instances in the node have the same value (null) is 

clearly disadvantageous, since no split can be made on such a feature. This means, in 

practice, that the number of (useful) features available to split on is reduced as the 

decision tree grows; something we expect to impair the overall accuracy of the algorithm. 

 

In the following sections, we suggest two different methods to solve this problem. 

9.2.1 Method 1 - Selecting Random Features Represented in the Node 

Just as with the standard random feature selection, we here select a random feature from 

all available features in the original data set. In addition however, we perform a check to 

see if the feature is represented by at least one instance with a non-null value in the 

current node. Should the feature not be represented with a non-null value in the current 

node, a new random feature is selected and tested in the same manner. 

 

For performance, already tested features that are not represented in the node are 

remembered, so that they do not have to be tested again (since features can only be 

removed and never added by a split). We also keep track of features already selected for 

the current node, to make sure not to include any feature more than once. The procedure 
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terminates when the desired number of features has been gathered or there are no more 

features to try. 

 

This is the method that most resembles the normal random forest feature selection 

technique, and will for dense data give the same results as simply choosing a random 

feature from the original data set. For sparse data, this method avoids the two problems 

outlined in the previous section. 

9.2.2 Method 2 - Selecting Random Features from Random Instances 

The second method of selecting features is faster, but less random, than the first one. To 

the best of our knowledge, this way of selecting random features for the split is novel. 

 

In this method, we choose a random instance in the node, and choose a random feature 

from that instance‟s list of non-null features. While this may seem completely random at 

first glance, this method will more often select features with a higher frequency of non-

null values in the node‟s instances. The chance of selecting a random feature will be 

proportionate to the number of non-null values of that feature in the current node‟s set of 

instances. 

 

For dense data sets, this method will (just like the first method) give the same results as 

the traditional feature selection technique. This is also true for sparse data sets where the 

values are evenly distributed amongst features. For sparse data sets where the values are 

unevenly distributed however, some features will be selected more often than others. This 

is presumably a characteristic that may render this second method unsuitable for certain 

data sets, e.g., data sets whose features have only binary values (0,1). Splitting the 

instances in a node on feature f  will, in a binary data set, result in two child nodes where 

all instances in one child have value 1 for f  and all instances in the other child have 

value 0 for f . When selecting features for splitting in the first child node, feature f  will 

thus have a higher chance of being selected as a feature candidate than in the parent node, 

since a higher percentage of all instances have a non-null value for f  in the child node 

than in the parent node (provided at least some of the instances in the parent node were 

sent to the second child node). Naturally, this has the potential to negatively affect the 

feature selection process and the overall tree growing algorithm in a binary data set, since 

it is never possible to gain additional information from splitting on a feature more than 

once in such a data set. 

 

The stopping criteria for selecting features using this second method is also less obvious 

than in the first one, since continuously choosing random features from random instances 

(without any kind of bookkeeping) could potentially result in an endless loop when 

attempting to select more random features than are represented in the current node‟s set; 

if we are trying to select two random features from a data set where all instances have 

values only for one and the same feature, we can never select random instances and 

features in such a way that two different features are selected. In our implementation, we 

chose to solve this in the following way: whenever we select a new random feature that is 

already selected, a random feature is instead chosen from the entire dataset. This means, 

of course, that it is possible (as in the typical feature selection technique) to select a 
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random feature that is not represented in the node. However, unlike the typical feature 

selection technique, this method guarantees that at least one of the selected features will 

have some non-null value in the node‟s data set (since the first selected random feature 

will be represented by at least one non-null value). We do note that this problem might 

very well be possible to solve in a more clever way than is done in our implementation. 

 

In practice, this technique is faster than the one mentioned above, since it does not iterate 

through all instances, but simply chooses one at random. 
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9.3 Other Design Choices 

For classification we have chosen to split nodes based on Gini Index. This is the same 

measurement of dispersion that is used by Breiman in his random forest implementation 

(2004). 
 

As is appropriate in the random forest algorithm we continue splitting until there is only 

one class in the current node, or the node is of size 1. This is according to guidelines as 

we have mentioned earlier. And also as mentioned before, no pruning of trees are done in 

random forest. 
 

For regression the split is based on variance. Variance is a common way to measure how 

close the output values in a specific node are to each other. In each split we try to 

minimize this value to get instances more closely related to each other. Initial 

experiments also showed that variance gave better results than minimizing of sum of 

squares. 
 
For each split we calculate the variance in both child nodes and a split is chosen based on 

minimization of the sum of variance. To reduce the amount of costly variance 

calculations and to speed up model building time, values considered in each split are 

limited to log2 different values in the interval between the highest and lowest unique 

values for one feature. With a large dataset with many unique values of one feature, this 

reduces the ensemble creation time considerably. 
 

 
Figure 10 – Regression Split 

During construction of the trees in the ensemble, extra care is taken to make sure 

resources are released as soon as they are no longer needed, e.g, by making sure that 

matrices used to calculate splits are deleted before child nodes are recursively 

constructed.  
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10 Experiments 

In this chapter, we describe in detail the data sets and settings used in our experiments. 

10.1 Experiment 1 - Evaluation of Novel Implementation 

Our first experiment aims to compare the predictive accuracy of SPARF to already 

existing predictors. We use both our feature selection methods in this experiment. The 

experiment is done on several different datasets - both classification data sets and 

regression sets. Since the accuracy of SPARF is independent of the data representation 

used, this experiment focuses entirely on the predictive performance of the RF-

implementation and disregards memory and processor usage completely. 

10.1.1 Classification 

The following section will focus on the classification part of the first experiment. We 

describe the data sets used, experiment settings and implementations compared against. 

 

Choice of Implementations for Comparison 

Since the main purpose of this experiment is to verify the correctness of our random 

forest implementation, we needed to compare it to existing ones which are already 

considered to be well implemented. We chose to evaluate SPARF against the random 

forest ensemble implemented in Weka, as Weka is a standard tool used in the field. 

Should our implementation perform close to or better than Weka‟s, we consider it to be a 

valid random forest implementation with regard to predictive performance.  

 

Method of Comparison 

Accuracy was selected as the predictive measurement for the classification models 

because it is a well established and widely used method of measuring predictive 

accuracy. 

 

Experiment Settings 

Both random forest implementations are run using the following standard settings:  

● 100 trees 

● 2log m  features  

● Unlimited depth  

● Minimum node size = 1 

 

The reason for not using m  features as mentioned earlier in this study is simply 

because this would mean a very large amount of features when evaluating a sparse data 

set. In fact, many instances would not have m  non-null values to choose from. 

 

Meanwhile, 2log m  reduces the amount of features chosen by a large amount when a set 

has many features, but does not change the value by any substantial amount when a set 

has few features. 

 

Accuracy measurements were averaged over 10 iterations of 10-fold cross validation. 
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Datasets 

In this first part of experiment 1, we compared the predictive accuracy of SPARF to 

Weka‟s RF implementation on several different datasets with different denseness and 

different amounts of features and instances. 

 

The datasets used for classification are 8 openly available real-world datasets (Frank & 

Asuncion, 2010) and 14 synthetic datasets generated using an algorithm described later in 

this chapter. Below is a description of the real-world sets used. Denseness is calculated as 

v
d

nm
  where n  is the number of instances, m  is the number of features and v  is the 

total number of values in the data set. 

 

The 8 real-world data sets are as follows: 

 

Name Instances Features Denseness 

Abalone 4177 8 1 

Breast Cancer 683 10 1 

DNA 2000 180 0.25 

Glass 214 9 1 

Iris 150 4 1 

Leukemia 38 7130 1 

Poker 25010 10 1 

rfTrainClass 700 7845 0.008 

Table 6 – Real World Classification Datasets 

Generation of Synthetic Data Sets 

The point of the second experiment was to evaluate SPARF and other random forest 

implementations on the criteria regarding memory usage and ensemble construction time; 

this means that we required data sets with variable amounts of instances, features and 

denseness. Rather than performing this evaluation on real-world data, where there is little 

control over these parameters (especially feature count and denseness), we instead 

created a number of synthetic data sets with varying amounts of instances, features and 

denseness, giving us complete control over these characteristics of the data sets used for 

performance testing. The main benefit of this is the fact that we could run performance 

tests with regard to one parameter at the time; in one set of performance tests for 

example, prediction was done on a number of data sets where instance and feature count 

were kept static, while the denseness was varied over a range; in these tests, we could 

measure the effects that increased denseness in the data had on the memory usage and 

execution time of tested random forest implementations. 
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To create these synthetic data sets, we designed an algorithm that generates non-trivial 

synthetic data sets with specific amounts of instances, features and denseness. For every 

class in the data set to be constructed, the algorithm generates a class template that 

denotes, for each feature in the data set, the probability of a value occurring in an instance 

of the class. This template is then used to generate any number of instances of the class. 

 

The following algorithm was used for the creation of synthetic data sets: 

 

1. For every possible output (class) value cy , generate a set of probabilities 

,1 ,2 ,3 ,( ), ( ), ( ),..., ( )c c c c c mp P f P f P f P f    , where 
,( )c iP f is the probability of an instance 

k cx y  having a value for feature 
,c if . 

 

                                      
                                  

                      

                      
                   

                                                     

                 
                      
                      
       
                      
                      

Don‟t let 
,( ) 0c kP f  or 

,( ) 1c kP f  for any k . 

Figure 11 – Synthetic Datasets Generation 

2. For every instance k cx y  and every feature 
,c i cf F , add a non-null value to kx  for 

,c if  with probability 
,[ ] ( )c c ip i P f . 

 

         

                     
                   

             
         

       
         

Figure 12 – Synthetic Datasets Generation contd. 

All synthetic data sets generated and tested on in this study have binary feature values, 

i.e. possible values for any feature is 0 or 1. 
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Example of value probabilities for a class (denseness = 0.08, variance = 0.005) and an 

instance of the class. 

 

The synthetic data sets used in experiment 1 are as follows: 

 

Name Instances Features Denseness 

syn1_d0.01 2500 1000 0.01 

syn1_M250 2500 250 0.05 

syn1_M500 2500 500 0.05 

syn1_M1000 2500 1000 0.05 

syn1_n500 500 1000 0.05 

syn1_n1000 1000 1000 0.05 

syn1_n2500 2500 1000 0.05 

syn2_d0.01 2500 1000 0.01 

syn2_d0.02 2500 1000 0.02 

syn2_M250 2500 250 0.05 

syn2_M500 2500 500 0.05 

syn2_M1000 2500 1000 0.05 

syn2_n500 500 1000 0.05 

syn2_n1000 1000 1000 0.05 

Table 7 – Synthetic Classification Datasets 

10.1.2 Regression 

The second part of the first experiment is evaluation of SPARF‟s regression function. As 

with the classification part of the experiment, we outline here the settings and data sets 

used in the regression part of the experiment. 

 

Choice of Implementations for Comparison 
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Since Weka‟s random forest implementation lacks support for regression, we instead 

chose to compare our regression implementation to the M5P predictor implemented in 

Weka as well as a bagging ensemble of 100 REPTree predictors with pruning turned off 

(also implemented in Weka). 

 

We chose to compare against M5P since it is a well known and widely used technique 

used for regression, and it was expected to perform well on the regression sets tested. The 

bagged ensemble of REPTree predictors was chosen since its implementation is close to 

that of random forest, sans the random feature selection. 

 

A REPTree is a CART built using information gain and variance minimization for 

classification and regression respectively; the tree is then pruned using the reduced error 

algorithm (Quinlan, 1987). Without pruning, the major difference to our random trees is 

the fact that the REPTree will choose between all features in every split while our 

random trees chose from only a subset. We choose not to use pruning since overfitting a 

individual predictor to its bootstrap sample will create a more diverse ensemble. 
M5P is a model tree predictor  developed by Wang and Witten (1997), based on the M5 

algorithm. 

 

Method of Comparison 

RMSE was used because, like accuracy, it is a commonly used error measurement used to 

compare regression models. 
 

Experiment Settings 

The regression data sets were run using the following settings: 

 

SPARF 

● 100 trees 

● 2log m  features  

● Unlimited depth  

● Minimum node size = 5 

 

M5P 

● Regression tree 

● Minimum node size = 5 

● Smoothing 

● Pruned tree 

 

Bagged REP trees 

● Bagging ensemble built by 100% bagging. 

● Using Weka‟s REPTree implementation 

○ Max depth -1 

○ Min num 2.0 

○ Min variance prop 0.0010 
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○ No pruning 

● 100 trees 

 

Regression results were compared using root mean squared error (RMSE), averaged over 

10 iterations of 10-fold cross validation. 

 

Datasets 

Regression was run on 11 different real-world datasets (Frank & Asuncion, 2010): 

 

Name Instances Features Denseness 

Abalone 4177 8 1 

Bodyfat 252 14 1 

cpusmall 8192 12 1 

eunite2001 31 16 0.52 

housing 506 13 1 

mg 1385 6 1 

mpg 392 7 1 

pyrim 74 27 1 

rfTrainReg 700 7732 0.008 

space_ga 3107 6 1 

triazines 186 60 1 

 
Table 8 – Regression Real World Datasets 

10.2 Experiment 2 - Evaluation of Data Representations 

In our second experiment the memory consumption and ensemble creation time of 

SPARF was measured and compared between runs using different data representations 

(standard matrix and the oo-Yale representation) and feature selection methods (FSM1 

and FSM2). We also compared the execution time of SPARF to the random forest 

implementation in Weka. These experiments were conducted using synthetic 

classification data sets, allowing us to adjust size and denseness to fit our experiments. 

10.2.1 Experiment Settings 

This experiment was run using the same settings as those in the classification part of 

experiment 1 for both random forest implementations: 

● 100 trees 
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● 2log m  features  

● Unlimited depth  

● Minimum node size = 1 

 

Weka was run using its sparse representation. 

 

Memory usage and execution time measurements were measured over a single iteration 

of 10-fold cross-validation. 

10.2.2 Data Sets 

With our algorithm for generating synthetic data sets, we were able to configure the 

following settings parameters of the data sets in our experiments: 

 

● Denseness (default = 5%) 

● Features (default = 1000) 

● Instances (default = 2500) 

 

This gives us three different possible approaches to our experiments, where we can keep 

two of the attributes at its default value and vary the third. 

 

In the first part of the experiment, we used data sets with the same amount of features and 

instances, but with a constantly increasing denseness. This means in practice that the 

amount of non-null values would increase. 

 

The second approach was to keep the denseness and amount of instances constant, but 

increase the features over all the instances. 

 

The third approach is an increase in instances while denseness and amount of feature is 

kept at their default values. 

 

For this experiment, the following series were created and used: 

1. Denseness: 0.01%, 0.02%, 0.03%, 0.04%, 0.05%, 0.075%, 0.1%, 0.15%, 0.2%, 

0.3%, 0.4%, 0.5% 

2. Features: 250, 500, 1000, 2500, 5000, 10000 

3. Instances: 500, 1000, 2500, 10000, 25000, 50000 

10.2.3 Collection of Memory Usage and Execution Time 

Memory usage data was collected by enabling verbose output of the Java garbage 

collection using the MemoryMXBean in the java.lang.management package. 

 

Ensemble creation time was measured using Java‟s built-in function 

System.currentTimeMillis. 

 

In our implementation the timer starts as soon as ensemble creation begins, and stops 

when all trees in the forest are grown. 
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Weka uses the same Java function to measure model construction time, in a similar 

manner: 
 
trainTimeStart = System.currentTimeMillis(); 

classifier.buildClassifier(inst); 

trainTimeElapsed = System.currentTimeMillis() - trainTimeStart; 

 
This gives an indication that there are no other operation done except building the 

classifier. While this operation is different from each classifier, in Weka‟s random forest 

the only overhead to be found is calculation of votes and out of bag error - just as in our 

own implementation. 
 

The Java runtime version used for data collection in experiment 2 was OpenJDK 

Runtime Environment (IcedTea7 2.1) (ArchLinux build 7.b147_2.1-3-x86_64). 
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11 Results 

Here we present the results of the experiments conducted as described in the previous 

chapter. 

11.1 Experiment 1 - Evaluation of Novel Implementation 

Here we present the results of the comparison of predictive accuracy between SPARF 

and Weka‟s RF, M5P and REPTree bagging implementations. The results for experiment 

1 are divided into two sections: classification and regression. 

11.1.1 Classification 

Here we present the results from experiments made on synthetic datasets as well as real-

world data. The Y-axis shows the accuracy of each representation on each dataset. The 

X-axis is the name of the dataset. 

 

Synthetic Data 

The following two charts show accuracy comparisons done on two collections of 

synthetic data sets. All synthetic data sets were generated using our algorithm described 

above. 
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Chart 1 – Synthetic Datasets Classification 

 

  SPARF (FSM1) SPARF (FSM2) Weka RF 

syn1_d0.01 85,77% 79,72% 87,02% 

syn1_M250 69,75% 67,07% 69,86% 

syn1_M500 82,03% 77,74% 81,48% 

syn1_M1000 88,25% 85,29% 83,18% 

syn1_n500 71,06% 68,2% 69,72% 

syn1_n1000 83,86% 80,65% 83,18% 

syn1_n2500 88,28% 85,42% 88,7% 
Table 9 - Synthetic Datasets Classification 
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Chart 2 – Synthetic Datasets Classification contd. 

 

  SPARF (FSM1) SPARF (FSM2) Weka RF 

syn2_d0,01 87,33% 82,70% 88,93% 

syn2_d0,02 88,87% 84,68% 89,96% 

syn2_M250 70,53% 67,54% 70,61% 

syn2_M500 83,18% 78,82% 82,30% 

syn2_M1000 87,94% 84,18% 87,52% 

syn2_n500 73,92% 71% 73,74% 

syn2_n1000 80,30% 77,00% 79,85% 
Table 10 - Synthetic Datasets Classification contd. 

 

 

While SPARF‟s classification models built using FSM2 have a lower accuracy than 

Weka‟s random forest on these synthetic classification sets, models built using FSM1 are 

comparable in predictive accuracy. 
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Real-World Data 

This graph shows accuracy comparisons done on a number of real-world data sets. 

 

 
Chart 3 – Real World Datasets Classification 

 

  SPARF (FSM1) SPARF (FSM2) Weka RF 

Abalone 54,90% 54,76% 54,25% 

Breast Cancer 97,24% 97,15% 97,22% 

Dna 93,66% 93,55% 94,83% 

Glass 79,18% 77,55% 79,24% 

Iris 95,69% 95,44% 94,93% 

Leukemia 87,50% 87% 87,92% 

Poker 61,23% 60,98% 61,83% 

rfTrainClass 77,53% 77,75% 77,46% 
Table 11 – Real World Datasets Classification 

 

On these real-world data sets, SPARF‟s accuracy is comparable to Weka‟s regardless of 

feature selection method used. 

11.1.2 Regression 

Here we display the results of the regression part of experiment 1. The Y-axis is here a 

normalized value of the RMSE. The error of our first feature selection method (FSM1) is 

set to 1, and all other results are expressed as a factor of this error. 



 

53 

 

 
Chart 4 – Real World Datasets Regression 

  SPARF (FSM1) SPARF (FSM2) Weka M5P Weka 100 Bag REP 

abalone 2.16 2.17 2.13 2.16 

bodyfat 0.005 0.005 0.003 0.004 

cpusmall 2.99 2.99 3.17 2.97 

eunite2001 26.6 25.5 24.28 27.23 

housing 3.74 3.77 3.68 3.5 

mg 0.12 0.12 0.12 0.12 

mpg 2.85 2.88 2.85 2.72 

pyrim 0.1 0.1 0.09 0.1 

rfTrainReg 1.01 0.74 0.68 0.74 
Table 12 - Real World Datasets Regression 

The results from the regression part of the experiment show that SPARF is able to 

construct models comparable to those of an ensemble of bagged REPTrees, provided that 

a feature selection method suitable for the data set is chosen. 
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11.2 Experiment 2 - Evaluation of Data Representations 

In this part we present and analyze the results of our memory and time performance 

experiments performed between our matrix and sparse representations. We also present 

the differences in model construction times between SPARF and Weka‟s random forest, 

the two representations in SPARF (matrix and oo-Yale), as well as our two different 

methods of selecting random features. 

11.2.1 Memory Usage 

The following graphs shows the maximum allocated memory in SPARF, using both 

matrix and sparse representations, as well as the two different feature selection methods. 

In the three graphs, max allocated memory is expressed as a function of three different 

parameters: data set denseness, number of features and number of instances respectively. 

 

Max allocated memory as a function of data set denseness: 

 
Chart 5 – Memory Usage, Denseness 

Increased denseness in data sets has little effect on the overall memory usage in runs 

using a matrix representation, while the memory usage of runs using the sparse 

representation increases with denseness. We note that for data sets that we consider 

sparse (50% denseness or less), the sparse representation always uses less memory than 

the matrix representation. 

 

Max allocated memory as a function of feature count: 
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Chart 6 – Memory Usage, Features 

We see that there is a clear correlation between feature count in the data set and memory 

usage of the matrix representation. The sparse representation also uses additional memory 

with an increased feature count - a lot less so than the matrix representation however. 

 

Max allocated memory as a function of instance count: 

 
Chart 7 – Memory Usage, Instances 

Again we see a clear correlation, this time between instance count and memory usage of 

both the matrix and sparse representations. As with feature count, the matrix 
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representation requires more additional memory with an increased instance count than the 

sparse representation. 

11.2.2 Ensemble Construction Time 

The following graphs show how the model construction time increases with the three 

variable parameters of our synthetic data sets: denseness, number of features and number 

of instances. The graphs display the time required to construct a single ensemble model 

for Weka‟s random forest together with SPARF using both matrix and sparse 

representations, as well as the two different feature selection methods. 

 

Ensemble construction time as a function of data set denseness: 

 
Chart 8 – Construction Time, Denseness 

For these sparse synthetic data sets, the execution time of both Weka‟s RF and SPARF is 

reduced logarithmically with data set denseness. 
 

Ensemble construction time as a function of feature count: 
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Chart 9 – Construction Time, Features 

In the feature count time trials, the execution for both Weka‟s RF and SPARF using 

FSM2 increase logarithmically, with SPARF having lower execution times for all data 

sets. The execution time of FSM1 instead appears to increase linearly. 
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Ensemble construction time as a function of instance count: 

 
Chart 10 – Construction Time, Instances 

The run time of Weka‟s RF increases much faster with an increased number of instances 

than SPARF, regardless of feature selection method. Worth noting is that the last dataset 

with 50000 instances was not possible to run in Weka because of out-of-memory-issues 

(with 2GB of memory allocated to the JVM, using the sparse representation). 
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12 Analysis 
This chapter will focus on the analysis of the experiments conducted and results 

presented in the previous chapter. 

12.1 Experiment 1 

The experiments were divided into classification and regression. Classification was done 

on synthetic and real-world datasets, regression was done on real-world datasets only. 

12.1.1 Classification 

As we can see from the results presented, SPARF as a whole performs well on 

classification problems compared to Weka‟s random forest. It has comparable accuracy 

across all the datasets (both synthetic and real-world). We note however, that the method 

of choosing features affects classification accuracy; this is especially true for the 

synthetic datasets where features have only binary values (0 or 1), but the difference is 

not quite as apparent on the real-world datasets where features can have multiple values. 

We attribute this to FSM2‟s tendency to select common features more often - something 

which is evidently detrimental to models constructed from data sets with binary features.  
 
As such we can say that SPARF‟s FSM1 is the prefered way to predict classification 

datasets, especially if the features can only have two possible values. In the case of 

multiple values as in the real world data, FSM1 still outperforms FSM2, if only by a 

small margin. As long as the values are not binary however, FSM2 still performs well. 

12.1.2 Regression 

We notice an interesting detail in the regression part of this experiment: while the 

predictive accuracy of SPARF‟s two feature selection methods is very similar among 

most datasets, FSM2 seems to affect the prediction error in a positive manner for the two 

tested sparse datasets. 
 
We also note that SPARF as a whole performs reasonably well on the tested regression 

sets. The results are close to Weka‟s M5P in most cases, even though M5P performs 

better on all but one set. We can see in the graph and table that SPARF‟s FSM2 is always 

relatively close to the result produced by M5P, while FSM1 is a bit further away on the 

two sparse datasets. 
 
SPARF‟s FSM2 manages to produce results close to Weka‟s REPTrees in all the cases, 

but FSM1 is still a bit further behind on the sparse datasets. The difference to the 

REPTrees is marginal on most sets except for a few where REPTrees perform notably 

better. There are a few differences between SPARF and REPTree that might explain 

these differences in the results: 
 

 Amount of features 

While the selection of features in a random forest should not be at a disadvantage in 

theory, in practice we believe that increasing the amount of features used in SPARF may 

also produce better results for some of the sets; especially in the cases where the 
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difference to REPTree is less than 0.02 RMSE. This difference could most likely be the 

result of having fewer features to choose from.  
 

 Split in intervals 

One design choice we have in SPARF is the ability to test splits in intervals instead of 

testing each value a feature can have. This results in fewer splitting points and may give a 

higher RMSE as result. This feature does however speed up the construction of the trees 

substantially. 
 

 Stratification 

We were unable to implement stratified cross validation for regression data sets, this may 

tilt the results slightly in Weka‟s favor. 
 
The rfTrainReg was run with only one iteration of 100 bagged REPTrees in Weka, as 

opposed to the 10 iterations done on all other datasets. The reason for this is that since a 

REPTree uses all features when checking for the optimal split, one iteration takes 12 

hours on our experimentation hardware; as such, 10 iterations would not be possible to 

run within reasonable a time frame. 
 
The conclusion we can draw from this is that as long as the regression sets are not sparse, 

it does not seem to matter which of the two feature selection techniques is chosen. 

However, on sparse datasets, FSM2 performs notably better than FSM1, and as such 

FSM2 would be the prefered technique to be used for regression. 

12.2 Experiment 2 

The experiments were divided into memory usage and construction time; and these were 

done with regard to denseness, number of features and amount of instances. 

12.2.1 Memory Usage 

From the experimental data it is obvious that SPARF uses less computer memory with 

the sparse data representation than with a matrix representation when operating on sparse 

data sets. As expected, the memory usage of model construction using a sparse 

representation, but not a matrix representation, is dependent on the denseness of the data 

set. The matrix representation‟s increase in memory usage with increased amounts of 

features or instances is also intuitive. 
 
What may require some explanation however is the sparse representation‟s increase in 

memory usage with increased amounts of features or instances. All data sets in the 

feature count and instance count trials are of the same denseness, meaning a certain 

percentage of all values in the data set are non-null values. An increased amount of 

features or instances would then naturally also imply an increased amount of non-null 

values in the data set - values that are indeed stored in the sparse representation. An 

increased amount of instances in the data set additionally requires an increased amount of 

object pointers to be stored in the sparse representation, which at least partially explains 

the more rapid growth of memory usage in the third trial compared to the second. 
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12.2.2 Execution Time 

From the time trial data, we can clearly see that SPARF constructs ensembles faster than 

Weka‟s random forest implementation in all cases; the fastest of all configurations being 

SPARF using the oo-Yale representation and FSM2. There are some differences in how 

execution time relates to the different data set parameters in the implementations 

however. 
 
Data set denseness appears to affect both SPARF and Weka‟s random forest in a similar 

manner; it is reduced logarithmically with data set denseness. The last data point for 

Weka‟s denseness time trial suggests that its execution time might increase again once 

the data set denseness passes a certain point; there is not enough evidence however to 

conclude that this is the case. 
 
We also note that SPARF builds models faster when using the sparse representation than 

it does when using a matrix representation; we do realize however that SPARF is biased 

towards the sparse representation, since the program was designed specifically to be used 

with the oo-Yale data structure. 
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13 Evaluation of Random Forest Implementations 
In this study, we have suggested a set of criteria for evaluating random forest 

implementations. What follows is an evaluation of our own random forest 

implementation as well as Weka‟s random forest implementation with regard to these 

criteria. 
 

1. Reduce space requirements for sparse data sets compared to dense data sets. 

Both SPARF and Weka store data in such a way that sparse data sets require less memory 

than dense data sets. 
 

2. Perform model construction and prediction within acceptable time limits. 

This is a highly subjective criteria, and as such we considered Weka‟s model construction 

times to be the standard which we evaluate our own implementation against. As is 

obvious from our experiments, SPARF has considerably faster construction time over all 

tested datasets than Weka‟s random forest using its sparse instance representation. 

 

3. Support both regression and classification models. 

SPARF supports both regression and classification problems; based on the results of our 

experiments, we consider these two tasks to be reasonably well implemented. Weka‟s 

random forest implementation has support for classification only. 

 

4. Perform at least on-par with other prediction techniques with regard to 

predictive accuracy. 

As with criteria 2, we use Weka‟s random forest as our standard (for classification); our 

random forest performs on par with Weka over all datasets. Regression was evaluated 

against 100 bagged REPTree predictors as well as M5P implemented in Weka. SPARF 

performs well in comparison to these two techniques on the tested regression data sets. 

 

Criteria Weka Random 

Forest 

SPARF 

Reduce space requirements for sparse data sets. + + 

Perform model construction and prediction within acceptable 

time limits. 

0 + 

Support both regression and classification models. - + 

Perform at least on-par with modern prediction techniques 

with regard to predictive accuracy. 

0 0 

Table 13 – Evaluation Against Criteria 

14 Conclusions 
The results from the experiments clearly show that SPARF performs well in comparison 

to other techniques and random forest implementation with regards to RMSE for 
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regression and accuracy for classification. Thus, we consider our random forest 

implementation to be a good one with regard to predictive performance. 

 

Furthermore, as the memory experiments show, the sparse oo-Yale representation 

requires substantially less computer memory for the sparse data sets targeted by SPARF. 

 

This study is based on five different objectives which are discussed and evaluated below. 

 

1. Present and discuss criteria for evaluating random forest implementations on 

memory usage, time consumption and predictive accuracy. 

 

We have presented these criteria in this study and thus consider this objective to be 

fulfilled. 

 

2. Design and implement a novel system for random forests that aims to meet 

criteria. 

 

A novel system have been implemented with focus on meeting the presented criteria. As 

such, this objective has been fulfilled. 

 

3. Discuss design choices made to accommodate for a sparse data 

representation in the implementation of the novel random forest system. 

 

Design choices have been discussed in relation to the specific problem that sparse data 

entails and solutions have been presented in the cases where it has been necessary. This 

objective can as such be considered fulfilled. 

 

4. Evaluate the novel system against criteria. 

 

The experiments and analysis have contributed to the ability to evaluate our novel system 

against the criteria, and an evaluation have been made; this objective is fulfilled. 

 

5. Compare novel system to selected existing systems with regard to criteria. 

 

The experiments and analysis have contributed to the ability to evaluate selected existing 

systems against the criteria, and an evaluation have been made; this objective is fulfilled. 
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15 Discussion 
The following discussion brings up problems and oversights made during our work on 

this paper and attempts to address them and their impact on our results. 

 

Criteria 
One of the criteria we use to evaluate SPARF is “Perform model construction and 

prediction within acceptable time limits.”. It would have been better to split this criteria 

into two distinct criteria - time consumption for construction and prediction - allowing 

further evaluation of the techniques. 
 
Currently, the experiments only take construction time into account, and prediction time 

is not calculated as it never takes any significant amount of time in comparison to the 

construction of a model. It would also be difficult to measure SPARF against Weka as 

SPARF only evaluates accuracy and RMSE, while Weka calculates several different error 

measurements. 
 
We also had a criteria “Reduce space requirements for sparse data sets compared to dense 

data sets.”. We have later realized that while this is already done in, for example, Weka, 

this is not the only requirement that should be set for the memory usage of the random 

forest implementation. Again, using Weka as an example, its random forest cannot run all 

data sets that are possible to run in SPARF, even using Weka‟s sparse representation 

using additional memory assigned to the JVM. This due (at least in part) to the fact that 

Weka‟s random forest implementation does not employ other memory saving strategies 

used in SPARF (such as releasing resources as soon as they are no longer needed). The 

criteria should have taken the implementation as a whole into consideration, evaluating 

the memory usage of the entire random forest implementation during run time, and not 

only the data representation. 
 
Synthetic Data Sets 
We realize two problems with our algorithm for generating synthetic data sets; first of all, 

feature values are only binary, meaning there is nothing to be gained from splitting on the 

same feature more than once, which is obviously detrimental to feature selection methods 

that exploit common features (such as FSM2); second of all, there are no relationships 

between attributes, meaning modelling techniques that exploit such relationships would 

be at a disadvantage. 
 
An approach that could possibly combat both these problems would be one where the 

synthetic data sets are in some manner created from already existing real-world data sets 

(such as the UCI ones). 
 
Experiments 
To further evaluate SPARF, it would be preferable to run experiments against Weka‟s 

non-sparse implementation as well as doing accuracy and memory experiments against 

FEST. Due to limitations in FEST however, such as being written in C and not 

supporting cross-validation, it was not feasible in the limited time frame of this study. It 
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would however be interesting to have those experiments as well as experimental results 

using another random forest for regression. 

16  Evaluation 

In this chapter, we evaluate our study against a number of criteria. 

16.1 Validity 

The first series of experiments were conducted to prove competitive accuracy in both 

classification and regression modelling, the objective being to validate our second series 

of experiments. Since the scope of this work was limited to creating a more memory 

efficient algorithm we were content in results which are comparable to other 

implementations.  
 
Experiments show that FSM1 is the most optimal feature selection model to be used in 

classification, and this method produces results comparable to the ones produced by 

random forest implemented in Weka. It is also shown by experiments that FSM2 is the 

prefered feature selection model when performing regression, especially when 

considering sparse datasets. This model produces results comparable to bagged REPTrees 

as implemented in Weka, and while getting slightly higher RMSE on a majority of the 

datasets compared to M5P as implemented i Weka, we still consider the results to be 

comparable. 
 
Measurements of memory consumption gave a clear view of the rapid growth for the 

matrix representation in comparison to the sparse one; this supports our calculated 

memory estimates. We believe the results support our claims of substantially better 

memory performance since the implementation is not partial in this aspect (the matrix 

implementation was implemented to be as memory-effective as possible). 
 
The cpu time performance comparison is not as strong as there are several methods in the 

implementation that work inherently better with our sparse representation. Thus, the 

experimental results do not reflect our initial assumptions that data compression would 

come at the cost of slower run times. Noting however that our implementation is able to 

construct models with accuracy comparable to those created by the Weka RF within 

considerably smaller time frames, we are confident that our implementation is at least 

acceptable in regard to time efficiency. 

16.2  Reliability 

The experiments performed are all described in detail; as are the key design choices made 

in our random forest implementation. Most data sets and all random forest 

implementations used in our study are openly available and easily accessible for further 

examination. All accuracy measurements were made by running a series of stratified 10-

fold cross validations and using the mean accuracy as the presented result. Time and 

memory performance measurements were all conducted on the same hardware; data was 

gathered during 10-fold cross validation. 
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16.3 Generality 

This study is concerned with the application of lossless compression of sets of medical 

data, but the performance is dependent on the sparseness of input data and not the domain 

from which it stems. This makes the technique applicable in other areas where sparse 

data is analyzed, such as customer purchase behaviors. In its current state the 

implementation only supports modeling on numerical values; this could probably be 

expanded on simply by developing our file reader further but it falls outside the scope of 

this study. 

17 Future Work 

The way of selecting random features in a sparse dataset is an area that has been 

discussed in this study, and some unexpected results were found; some indicating that 

feature selection could possibly be improved upon when constructing prediction models 

using sparse data sets. 

 

It has already been shown in this study that selecting features from random instances is 

faster than choosing among all available features. On some datasets (particularly those 

with binary features) the predictive accuracy of the constructed models using this feature 

selection method was slightly worse than when performing an exhaustive search amongst 

all available features; on tested real-world regression sets however, selecting features 

from random instances seemed preferable. 

 

We recommend further investigation in the area of feature selection in random forest 

prediction on sparse data sets. 
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Högskolan i Borås är en modern högskola mitt i city. Vi bedriver utbildningar inom ekonomi och 
informatik, biblioteks- och informationsvetenskap, mode och textil, beteendevetenskap och 
lärarutbildning, teknik samt vårdvetenskap. 
 
På institutionen Handels- och IT-högskolan (HIT) har vi tagit fasta på studenternas framtida 
behov. Därför har vi skapat utbildningar där anställningsbarhet är ett nyckelord. Ämnesintegration, 
helhet och sammanhang är andra viktiga begrepp. På institutionen råder en närhet, såväl mellan 
studenter och lärare som mellan företag och utbildning. 
 
Våra ekonomiutbildningar ger studenterna möjlighet att lära sig mer om olika företag och 
förvaltningar och hur styrning och organisering av dessa verksamheter sker. De får även lära sig om 
samhällsutveckling och om organisationers anpassning till omvärlden. De får möjlighet att förbättra 
sin förmåga att analysera, utveckla och styra verksamheter, oavsett om de vill ägna sig åt revision, 
administration eller marknadsföring. Bland våra IT-utbildningar finns alltid något för dem som vill 
designa framtidens IT-baserade kommunikationslösningar, som vill analysera behov av och krav på 
organisationers information för att designa deras innehållsstrukturer, bedriva integrerad IT- och 
affärsutveckling, utveckla sin förmåga att analysera och designa verksamheter eller inrikta sig mot 
programmering och utveckling för god IT-användning i företag och organisationer. 
 
Forskningsverksamheten vid institutionen är såväl professions- som design- och 
utvecklingsinriktad. Den övergripande forskningsprofilen för institutionen är handels- och 
tjänsteutveckling i vilken kunskaper och kompetenser inom såväl informatik som företagsekonomi 
utgör viktiga grundstenar. Forskningen är välrenommerad och fokuserar på inriktningarna 
affärsdesign och Co-design. Forskningen är också professionsorienterad, vilket bland annat tar sig 
uttryck i att forskningen i många fall bedrivs på aktionsforskningsbaserade grunder med företag och 
offentliga organisationer på lokal, nationell och internationell arena. Forskningens design och 
professionsinriktning manifesteras också i InnovationLab, som är institutionens och Högskolans 
enhet för forskningsstödjande systemutveckling. 
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